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Abstract
The task of generating effective textual descriptions

of the plans produced by automatic planning algo-
rithms is made more difficult by the complexity of the
plans themselves. Describing every component of a
complicated plan makes for an awkward and ineffective
description. The work I propose focuses on the devel-
opment of domain-independent techniques to eliminate
the complexity from these textual descriptions. I pro-
pose several techniques that exploit the plan reasoning
capabilities of users and the task context in which plan
descriptions occur to produce effective and concise de-
scriptions.

Introduction

To date, systems that generate descriptions of plans
have been limited in the effectiveness of the descrip-
tions they produce by the complexity of the plans they
describe. Previous approaches have either described
plans produced by simplified planning models designed
specifically for text generation (Vander Linden 1993;
Delin e~ al. 1994) or have used plans produced by au-
tomatic planning systems and consequently generated
descriptions that were unnatural and ineffective due
to the amount of detail contained in the plans (Mellish
& Evans 1989). In this paper I outline a technique for
the generation of concise and effective plan descriptions
that exploits a model of the task and the plan-space
characteristics of the planning process in order to leave
implicit much of the required detail in a plan descrip-
tion.

In the approach I outline here, plans are represented
by collections of components and the task of describ-
ing a plan involves communicating these components.
The problem that this research addresses is how to de-
termine an appropriate subset of the components of a
plan to communicate as the plan’s description. A prin-
cipal claim that I make is that effective description of
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one plan can be achieved by describing a second par-
tial plan that is appropriately related to the first. The
partiality of the second plan must be chosen so that
the hearer can reconstruct the first from it based on
the heater’s knowledge of the task context. The hearer
must be able to complete the description in much the
same way that a planning system completes a partial
plan.

There are typically many ways that the detail miss-
ing from a partial description can be filled in to make
a whole plan. The greater the partiality, the more
degrees of freedom exist when reconstructing a com-
pleted plan. As a result, a speaker must consider the
partiality of a candidate description carefully; if a de-
scription is too partial, it may describe a plan that is
unacceptable to the speaker. Similarly, a plan with
too few components may overload the hearer’s ability
to reconstruct a solution. In the approach I describe, I
exploit a model of the heater’s plan reasoning process
(a model of the planning problem and the resources
that the hearer has available to solve it) to find a par-
tial plan describing plans that are M1 acceptable to the
speaker.

This insight leads to the investigation of a
type of conversational implicature that I call plan-
identification implicature. Implicatures of this type
allow a hearer to infer that every plan that contains all
the constraints present in a description is compatible
with the plan the speaker is describing. Computational
models of this type of reasoning prove useful when de-
termining the constraints an effective plan description
should contain.

Background: Planning As Refinement
Search

Research in AI plan generation has been heavily in-
fluenced by the development of simple algorithms
for partial-order, causal link (POCL) planning, no-
tably TWEAK (Chapman 1987), SNLP (McAllister
& Rosenblitt 1991) and UCPOP (Penberthy & Weld
1991). POCL-style planners are typically character-
ized as performing refinement search (Kambhampati
1993) through a space of partial plans. In this model,
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each node in the search space is defined by a partial
plan and denotes the node’s candidate set, the class of
all legal completions of the partial plan at that node.
Each child of a given node represents a refinement of
the parent - the addition of a plan constraint refines
the set of plans at the parent node into subsets that
correspond to the children nodes.

An evaluation function maps a node in the space
to one of three values. If there is no plan in a node’s
candidate set that solves the planning problem, the
node evaluates to FAIL. Consequently, the node can be
pruned from the search space. If the evaluation func-
tion can determine that there is a plan contained in a
node’s candidate set that solves the planning problem,
then the node evaluates to that plan. Finally, when
the evaluation function cannot determine if a solution
is contained in the candidate set, the node evaluates
to _k, indicating that further refinement is needed.

The work described in this paper applies in gen-
eral to planners characterized as performing refinement
search; for illustration I will use plans generated by the
DPOCL planning algorithm (Young, Pollack, & Moore
1994) as the underlying action representation. DPOCL
is a hierarchical planner that incorporates action de-
composition directly into the POCL framework.

Exploiting Plan Reasoning to Generate
Plan Descriptions

Defining the User Model

Computing the appropriate description of a plan in-
volves determining specific inferences to be drawn by
the hearer from any candidate description. My model
anticipates the plan reasoning that the hearer under-
takes to complete the partial description the speaker
provides. Computing these inferences requires a model
of the hearer’s plan reasoning capabilities. In my ap-
proach, this model consists of two components: a de-
scription of the task context (the descriptions of ini-
tial and goal states and the action and decomposition
operators) and a description of the hearer’s plan rea-
soning - his planning algorithm, plan preferences (van
Beek 1987; Elzer, Chu-Carroll, & Carberry 1994;
Gertner, Webber, & Clarke 1994) and resource bounds.

Resource limitations are modeled by placing restric-
tions on the quantity of refinements available in the
planning model. In typical planning systems, a cut-off
search depth is used to prevent infinite search in plan
spaces that have no solution. I use this mechanism to
model the limit on the space within which the hearer
searches to find plan solutions.

In the approach described here, the speaker has a
planning model representing her own plan reasoning
capabilities and a separate model of the heater’s plan
reasoning capabilities. For ease of reference, I will refer
to the speaker’s planning model as the speaker model
and the speaker’s model of the heater’s planning model
as the hearer model. I use the subscript s to indicate

components of the speaker model and the subscript h
to indicate components of the hearer model. These
subscripts will be omitted when the context is clear.

The speaker and hearer models represent the plan-
ning problems and the planning systems used by the
speaker and hearer, respectively. A planning problem
consists of a complete specification of the problem’s
initial state and the goal state and a complete spec-
ification of the domains’s action and decompositions
operators.

Definition 1 (Planning Problem) A planning
problem 7a7a is a three-tuple -4 Po, A, A ~, where 19o
is an empty plan specifying only the initial state and
the goal state, A is the planning problem’s set of action
operator definitions and A is the set of decomposition
operator definitions.

I will assume that the definition of the planning
problem in the speaker and hearer models are identical.
When the planning problem differs between speaker
and hearer model, two issues arise to complicate the
plan identification task. First, some nodes in the plan
space of the speaker model may not be found in the
plan space of the hearer model. In cases where these
nodes are the only solutions to the problem, descrip-
tions that allow the hearer to find these nodes must
necessarily contain utterances that change the plan-
ning knowledge of the hearer. Second, some nodes in
the plan space of the hearer model may not be found
in the plan space of the speaker model. When these
nodes are completions that fall into the set of preferred
plans, some policy must be set to take these speaker-
inconsistent but hearer-preferred plans into account.
Both of these problems, while interesting, are beyond
the scope of this work.

A planning system is a specification of a plan-space
search algorithm, a plan ranking function that guides
the search and a search bound that limits the number
of nodes explored during search.

Definition 2 (Planning System) A planning sys-
tem 79S is a three-tuple -~ A, d, f ~- where .4 is a plan-
space search algorithm, d is an integer search limit and
f is a plan evaluation f~nction.

The depth bound in the hearer model dh i8 con-
strained to be less than or equal to ds, the depth bound
of the speaker model.

A planning model PA/~ is a pair consisting of a plan-
ning problem and a planning system.

Definition 3 (Planning Model) A planning model
P.~ consists of a planning problem TaP and a planning
system 7)8.

I place three constraints on the evaluation function
f. First, f must partition the plan space into a totally
ordered set of sets of plans. Second, this total order
must have a single minimal element. Third, each plan
in the space must be assigned by f into precisely one
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of these sets.1 In this model, the two functions fs and
fh may differ in this assignment for any given plan. I
identify the total ordering on these sets with the non-
negative integers. Plans that are assigned to a lower
numbered set are more preferred than plans falling into
a higher numbered set. Complete plans assigned by an
evaluation function in a planning model 7~A/t to the
set associated with the integer 0 are called the pre-
ferred plans in 79.A4. Typically, implemented planning
systems will pick out one of these preferred plans to
return aa the answer to a planning problem. I call this
plan the solution for 79.A//.

In this work I will use as a measure of acceptability
the difference between the value of an agent’s evalua-
tion function f applied to a plan and f’s value when
applied to the source plan P. I will assume that the
speaker has some value g that serves as a measure of
the amount of variance from P that she will tolerate.
The set of acceptable plans (or simply the acceptance
set) for a given source plan P contains precisely those
plans P’ in the plan-space of the speaker model such

that IL(P) - L(/:")I < 6.

Using the Model

This model is put to use during the selection of the con-
tents of the plan description that the speaker communi-
cates to the hearer. The constraints in this description
create a new planning problem for the hearer, one in
which the empty plan P0 is replaced as the root node
by the partial plan characterized by the description.
This new root has the same initial and goal states as
P0 but has some amount of plan detail already filled
in. As a result, the characteristics of the plan space
below this node differ from that of the plan space of
the original problem.

By examining the manner that this new plan space
will be searched in the hearer model, the speaker can
determine the efficacy of the corresponding description.
Since any successful description must be completed by
the hearer so that the heater’s preferred completions
are acceptable with respect to the source plan, the
speaker should construct the description to meet these
hmitations. For instance, if the speaker describes all
the constraints of the source plan, the plan the hearer
is presented with is complete - no reasoning is needed
for the hearer to identify the source plan. Removing
detail from the description moves the root node away
from the leaf nodes in the plan space. Moving the root
node far from the leaves of the space may move the
solutions to the problem beyond the resource bounds
of the hearer model. Similarly, the content of the root
node effects the value assigned to it and its descen-

tThe system designer is free to rank plans using any
criteria and to compute that ranking using any mecha-
nism. See (van Beek 1987; Elzer, Chu-Carroll, & Carberry
1994; Bauer 1994; Gertner, Webber, & Clarke 1094).for
examples.

dants by the evaluation function. This changes the se-
quence of nodes searched in the space and may guide
the hearer model toward or away from a particular so-
lution.

Conversational Implicature and Plan
Communication

While the explicit communication of the complete
structure of a plan is not a problem between computa-
tional agents whose communication channels are com-
parable in bandwidth even to the simplest of today’s
networks, describing a plan to human agents in this
manner is unnatural (Mellish & Evans 1989). To iden-
tify a plan effectively, some technique for conveying in-
formation about the plan must be found that commu-
nicates less than the plan’s full structure. Grice (Grice
1975) uses the expression conversational implicature to
describe a type of inference that can be drawn based
not only on what is said but also on the greater context
in which the conversation occurs. These inferences de-
pend in part on the belief that the speaker is adhering
to certain guidelines, namely the Cooperative Princi-
ple and the conversational maxims. Although Orice’s
maxims are vaguely defined and not couched in com-
putational terms, it is possible to use these maxims
as guides for computational techniques for the effec-
tive generation of plan-related communication. As we
discuss below, computational models of implicature in
plan-related communication can be of considerable use
in the generation of effective plan descriptions.

In general, a wide number of implicatures can arise
during the description of a plan. I focus my analy-
sis on a class of implicatures that arise in the context
of plan identification. Specifically, when a speaker de-
scribes a set of plan constraints 7)z) in order to iden-
tify a source plan P as solution to a planning problem
7~7~, the speaker implicates that (1) the speaker be-
lieves that all completions of 7~z~ of equal or greater
preference to (that is, all plans rated equal to or lower
than) the source plan in the hearer model also occur in
the acceptance set of the speaker, and (2) the speaker
believes that at least one such acceptable completion
exists in the plan-space of the hearer model within the
bound dh.

A speaker wanting to identify a plan can exploit
this type of conversational implicature by identifying
a subset of the components of the plan such that every
hearer-preferred completion of that subset is in the ac-
ceptance set of the speaker. By describing just these
components, the speaker implicates that any preferred
completion of the components is acceptable.

Hirschberg (ttirschberg 1985) describes the follow-
ing conditions she considers necessary and sufficient2

for a speaker to convey conversational implicature p
when saying utterance u in context c:

~Assuming the appropriate mental attitudes of the con-
versational participants.

124



¯ p is cancelable- that is, further utterances by the
speaker can be used to block the derivation of the
implicature.

¯ p is nondetachable- that is, the expression of the
same content expressed in u using other lexical items
still implicates p.

¯ p is reinforceable. - that is, the speaker can make
the implicature explicit without seeming redundant.

To see that this type of plan-related inference qual-
ifies as implicature, I briefly look at an informal ex-
ample. In this example, the task of the speaker is to
communicate a plan to get from her home to her office.
For this planning problem there are a number of oper-
ators available, including taking the bus, driving a car,
riding a bicycle, etc, and there are several routes avail-
able, including taking Negley Avenue, taking Highland
Avenue, crossing through Bloomfield, etc.

Consider a description of this plan containing the
single sentence

Description 1 Take the bus to my office.

By saying this and only this, the speaker indicates
that 1) a successful plan exists for getting to her office
that involves taking the bus and 2) any plan to get from
home to office by any route is acceptable as long as it
involves taking a bus to get there. This inference meets
the three criteria for conversational implicature given
above. It is cancelable, since the speaker can add "but
don’t take the 71A," indicating that a plan that would
have been considered acceptable is not, or "you could
also drive down," indicating that a plan that would
have been considered unacceptable is. This inference
is non-detachable, since the speaker can use other lex-
ical items to communicate the same constraint, as in
"take public transportation to my office." Finally, this
inference is reinforceable, since the speaker may add
"and I don’t care what route you take" or "just don’t
drive or bike in" without seeming redundant.

The Maxim of Quantity and
Computational Models
Grice’s maxim of quantity tells us to make our com-
munication only as informative as is required for the
current purpose of the exchange. When identifying a
plan, the speaker must describe a partial plan whose
completions in the hearer model are acceptable with
respect to the source plan. One interpretation of the
maxim of quantity suggest that the speaker must de-
termine a minimal set of constraints that meet these
requirements.

To find a minimal subset, our approach uses the
planning system of the hearer model to evaluate can-
didate descriptions. The search process of a plan space
planner typically begins with a null plan and pro-
ceeds by adding constraints incrementally until a com-
plete plan that satisfies the goal is constructed. How-
ever, DPOCL (in fact, most POCL-style planning algo-
rithms) can be initialized with a non-null partial plan;

the algorithm will search the space rooted at this node
to produce a correct completion of this partial plan. To
determine if a collection of plan constraints describe a
set of plans that are all acceptable with respect to the
source plan, we can initialize the hearer model’s plan-
ning problem using a subset of the source plan’s con-
straints and search the space of plans rooted at that
node. To find a description that obeys the maxim of
quantity, we begin our search with the empty subset
and increase the size of the initial constraint set until
we reach the first set defining a plan space where every
preferred plan is acceptable.

An Example: Eliminating Causal Detail
The following example demonstrates how a concise

description can be used to describe a complex plan.
Consider a simple problem domain where two agents,
R and M, have a plan for their morning routine. Typ-
ically, R awakens and goes off to work, leaving M to
sleep through the morning. The relevant actions that
are available in this domain include R taking the bus
to work (R-BUS), a waking M up (R-AWAKEN-M),
R and M talking together (R&M-TALK) and M falling
asleep (M-FALL-ASLEEP). Suppose that M wants 
describe a plan where, rather than R leaving for work
with M asleep, R wakes M up to discuss their plan for
meeting at lunchtime. A complete plan for this situa-
tion is shown in figure 1. A complete description of this
plan, similar in detail to plan descriptions produced by
Mellish and Evans (Mellish & Evans 1989), is:

Description 2 R takes the bus. In order
for R to be at work at the final state, use
the effect of R taking the bus. R and H
talk. In order for R and H to have talked
at the final state, use the effect of R and
M talking. R wakes up M. In order for M to
be awake when R and M talk, use the effect
of R waking M up. In order for M to be
asleep when R wakes H up, use the effect of
the initial state. In order for R to be
awake when R wakes H up, use the effect of the
initial state. In order for R to be at home
when R wakes H up, use the effect of the initial
state. In order for H to be at home when R wakes
M up, use the effect of the initial state. R
and H talk after R wakes H up. M falls asleep
after R wakes H up and after R and H talk. R
takes the bus after R wakes H up and after R
and M talk.

However, M could use the following description of
the plan to communicate these constraints more effec-
tively:

Description 3 Let’s talk about lunch before
you take the bus tomorrow morning.

This description communicates three plan con-
straints, namely that the steps R&M-TALK and R-
BUS are elements of the plan and that the R&M-TALK
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R?ta(wMa~ee ake)~‘ ~
/ M-awake M-asleep

" R AWAKEN M { ""¯ , 1 " " I M-awake ~ I M-FALL-ASLEEPr ¯ ,

Figure 1: Completed Lunch Discussion Plan

~M-at-home
R-at-home
not(M-awake)
R-awake

R-at-work
R&M-taJked

M-asteep

Figure 2: Partial Lunch Discussion Plan

step occurs prior to the R-BUS step. The partial plan
containing only these three constraints is shown in fig-
ure 2.

The following constraints hold in every minimal
completion P~ of this partial plan:

¯ there is a R-AWAKEN-M step in P~ whose effect,
M-awake, is used to satisfy the precondition for the
R&M-TALK step.

¯ the R-AWAKEN-M step satisfies all of its precondi-
tions from the initial state.

¯ the R-BUS step does not occur between the R-
AWAKEN-M step and the R&M-TALK step (it
would threaten the precondition of R&M-TALK) or
between the initial state and the R-AWAKEN-M
step (it would threaten the causal link establishing
the R-at-home precondition for R-AWAKEN-M).

¯ Because the R-AWAKEN-M step adds the condition
M-awake to the world state, the plan must contain
an M-FALL-ASLEEP step that occurs after the R-
AWAKEN-M, the M-FALLS-ASLEEP step is con-
nected by a causal link to the final step establish-
ing the goal not(M-awake) and it is connected by 
causal link from the R-AWAKEN-M step establish-
ing its precondition M-awake.

In this example, every minimal completion of the
plan in figure 2 contains precisely the structure shown
in figure 1. The complete plan contains 31 components
- description 3 refers to only three.

Additional Factors
Clearly, a wide range of factors contribute to the gen-
eration or interpretation of the contents of a task de-
scription. While this work does not intend to encom-
pass all such factors, there are a number of aspects of
the task context that can serve to constrain the con-
tents of a task description and that will be addressed
by future work. Techniques for determining the type
and amount of information that can be eliminated from
a description will be expanded.

Quality and Plan Completion

In addition to the licensing of implicatures by the in-
clusion of constraints in a description, it is possible
to restrict the implicatures that can be drawn from
a description by adding prohibitive constraints on the
search space. These negative constraints, prohibitions
against the occurrence of specific constraints in a plan,
are typically found in task-related discourse in the form
of negative imperatives (Di Eugenio 1993) and other
constraint-related prohibitions.

Motivated by principles similar to :Ioshi’s revised
maxim of quality (3oshi 1982), a speaker that antici-
pates the potential unwanted inferences that a hearer
may draw about the structure of a plan can include
negative instructions in a description to prevent these
implicatures. Negative instructions act as directives to
the search, effectively blocking off regions of the plan
space and restricting the class of plans that can be
implicated.
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Quantity and Plan Inference

The standard approach to plan generation that pro-
ceeds from null plan to complete plan is not the only
type of plan reasoning that hearers perform. They
also perform plan inference (Allen 1979; Kautz 1990;
?; Lochbaum 1991; Pollack 1990; Kautz & Allen 1986).
Plan inference typically involves the reconstruction of
an underlying plan based on the observation of a se-
ries of primitive actions. In this sense, the plan infer-
ence process searches the space of possible plans to find
the complete plans that account for the observed ac-
tions (Allen 1979). When reconstructing a plan from 
description, a hearer is essentially performing the same
task, but with one advantage: the speaker has provided
a description that contains intermediate components of
the plan rather than just the primitive actions. Con-
sequently, the hearer model can reconstruct the plan
using a method that combines plan construction and
plan inference.

The POCL planning process typically constructs
connected plans - at any point in the planning process
the graph formed by the plan components is strongly
connected. But there is nothing in DPOCL’s algorithm
to constrain the planning process to behave in this
manner. By definition, completed plans are strongly
connected, but partial plans need not be. The algo-
rithm may be initialized with an unconnected graph
and requires only minimal modification to search the
plan space for a connected, complete plan.

Future Work

A number of aspects of this work remain to be speci-
fied. Principle among them are the additional criteria
to be used in selecting the goals of a plan description
(and the concommittant algorithm for computing this
content). The criteria I provide above only set a lower
bound on the amount of constraints that appear in
a description. They leave unspecified an upper bound
and make no suggestion about the structure of the par-
tial plan the constraints form. Related work by Dale
and Reiter (Dale & Reiter 1995) describe four interpre-
tations of Grice’s maxims for systems generating object
descriptions and discuss the computational properties
of four corresponding algorithms. These algorithms,
used to determine the properties to include in a de-
scription that serves to distinguish the object from all
of its distractors (those objects that might also be re-
ferred to in the same context), each represent different
answers to the questions of upper bounds and content.
The four interpretations they list are:

¯ Pull Brevlty: The shortest possible distinguishing
description is selected.

¯ Greedy Heurlstic: In this approach, the selection
of properties to include in an object description is
made by starting with an empty description and
iteratively adding the property that eliminates the

greatest number of remaining distractors. Iteration
halts when a distinguishing description is found.

¯ Local Brevity-" The selection is made by starting
with an initial distinguishing description and remov-
ing individual properties based on preference rules
until no further properties can be removed.

¯ Incremental Algorithm; The selection is made
by moving sequentially through a domain-dependent
list of attributes. In each iteration the next attribute
in the list is added to the description if it provides
any discriminatory power whatsoever. The iteration
terminates as soon as a distinguishing description
has been constructed.

A policy of selecting minimal descriptions that meet
the lower bound I described earlier corresponds to Dale
and Reiter’s full brevity interpretation of Grice’s max-
ims. Future work will investigate the effectiveness of
alternative policies similar in spirit and computational
complexity to the alternatives they define. Although
Dale and Reiter’s incremental algorithm has promis-
ing computational properties, an adaptation of this ap-
proach to plan description will not solve every problem
for plan identification. As Dale and Reiter point out,
none of their methods indicate how to choose among
equally discriminatory properties during the selection
process. This problem also occurs in plan identifica-
tion when selecting between two description that are
of equal complexity but contain different sets of plan
constraints. In these cases, the plan constraints them-
selves may suggest heuristics for choosing between can-
didate descriptions. For instance, partial plans that
are more referentially coherent (Long & Golding 1993;
Kintch 1988), that is, whose plan graphs have fewer
strong components, may be preferred for explanation
over those that are not. Alternatively, plans containing
components that appear higher in the plan hierarchy
(resulting in descriptions of the more abstract compo-
nents of the plans) may be preferred. A number of ad-
ditional structural aspects of plans suggest themselves
as potential domain-independent factors.

Evidence from psychological research suggests fur-
ther heuristics that might lead to the selection of the
contents for effective plan descriptions. A wealth of
work in the comprehension of narrative texts (Ab-
bott & Black 1986; Graesser & Murachver 1985;
Graesser 1981; Graesser, Roberston, & Anderson 1981;
Singer & Ferreira 1983) describes types of inferences
drawn from descriptions of actions. Research in this
area demonstrates that some inferences about the
structure of plans are more readily made than oth-
ers. It is possible that the cognitive models that these
psychologists have defined can be given computational
definitions in plan identification and be used to gener-
ate effective descriptions
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