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Abstract

In this paper, we present a fully operational
system that performs closed-loop observation
scheduling and execution and has been in daily
use on an automatic photoelectric telescope at
the Fairborn Observatory on Mt. Hopkins in
Arizona. The scheduler is part of the Associate
Principal Astronomer system that also provides
tools that enable the effective management of au-
tomatic telescopes. The paper describes the flex-
ible schedule representation used and describes
how the uncertainties and errors inherent in the
domain are handled.

Introduction
In this paper, we present an operational system that
performs closed-loop observation scheduling and execu-
tion. The scheduler is part of the Associate Principal As-
tronomer (APA) system that provides tools that enable the
effective management of automatic telescopes. The APA
scheduler has been in nightly operation on an automatic
photoelectric telescope at the Fairborn Observatory on Mt.
Hopkins in Arizona for the first half of this year. The pa-
per describes the flexible schedule representation used and
describes how the uncertainties and errors inherent in the
domain are handled.

The rather unique domain of fully automated astronomy
presents a number of challenging issues to be addressed.
First, the system must operate in an environment with
incomplete information. While some characteristics can
be accurately predicted (e.g., stellar motions and associ-
ated ephemeral equations), others are dynamic and un-
certain (e.g., atmospheric conditions and cloud motions).
Due to varying atmospheric conditions, observation du-
rations cannot be predicted with certainty. Thus, actual
execution durations can deviate from predicted durations
and we need a schedule representation which can handle at
least some of these expected deviations. Due to the inher-
ent uncertainty of individual cloud movements, execution
failures are unavoidable and the system needs to be robust
with respect to arbitrary execution interrupts.

Second, the schedule representation must support au-
tomated schedule execution and, hence, have clearly de-
fined execution semantics. This is in contrast to schedules
produced for execution by a human interpreter whose be-
havior is often ill-defined, especially when differences arise
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between predicted and actual execution conditions. In ad-
dition, we wanted an expressive schedule representation
language that would support our current needs as well as
support possible future work; for example, incorporation
of contingent scheduling or observation planning.

Third, it was essential that our scheduling system not
degrade the performance of the telescope below existing
levels. The telescope controller already included a highly
robust dispatch scheduler, and we needed to convince the
astronomers that our scheduler would not do worse than
the dispatcher. Furthermore, we had to ensure that com-
munication failures or schedule breaks would not cause sig-
nificant loss of valuable observation time.

In the rest of this paper, we present background infor-
mation on our problem domain and describe the current
operational version of the APA system, focusing on the is-
sues expressed above.

Observation Scheduling Domain

In this section, we briefly describe the observation schedul-
ing domain. For further details about the APA architec-
ture, see Bresina, el al. (1994), Drummond, et al. (1995),
and Edgington, et al. (1996); for a characterization of the
scheduling search space, see Bresina, et al. (1995). Our
problem domain involves the management and scheduling
of ground-based, remotely located, fully automatic tele-
scopes. With fully automatic telescopes, the astronomer
does not have to be at the observatory and, furthermore,
does not have to engage in teleoperation. Fully automatic
telescopes can operate unattended for weeks or months.

Astronomers submit observation requests specified using
the Automatic Telescope Instruction Set, or ATIS, (Boyd
el al., 1993). Each observation request is expressed as an
ATIS group which specifies a sequence of telescope move-
ment and instrument commands, as well as constraints and
preferences regarding when it can be executed.

A group is enabled on a given night if all of its con-
stralnts, specified by the requesting astronomer, are sat-
isfied at some time during the night. The primary con-
straint is that a group can be executed only within a spe-
cific time interval. On a given night, a group can only
be executed during the intersection of the group’s inter-
val and the night’s interval of darkness. Enablement is
also affected by the moon - each group includes a con-
straint regarding whether the moon must be up, down, or
either. Furthermore, even those groups that are enabled
when the moon is up cannot be executed when its obser-
vation targets are too close to the moon. We refer to the
time interval, for a given night, during which a group can
begin execution as its enablement interval.
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The most important preferential information is the rel-
ative priority that an astronomer assigns to each group.
On many nights, not all of the possible groups can be ex-
ecuted; on such nights, these relative priorities help de-
termine which subset to execute. The average execution
duration of the groups is between two and ten minutes,
and between 70 and 140 groups can be executed during a
night, depending on the time of year.

An AWlS telescope controller includes a heuristic dis-
patch scheduling policy which is used to select the next
group to execute. The dispatch decisions are determined
purely locally, without look-ahead (see Henry, 1996, for
a performance evaluation of AWlS dispatch). The con-
troller first determines the set of currently enabled groups,
that is, those groups whose enablement interval includes
the current time. The set of enabled groups is then
winnowed by the application of the AWlS group selection
rules. There are four AWlS group selection rules that are
applied in the following sequence: priority, number-of-
observations-remaining, nearest-to.end.iocal-sidereal-time,
and file-position. If there is only one group remaining af-
ter applying any rule, then that group is selected and no
further rules are applied. Since no ties can exist after the
file-position rule, application of the group selection rules
deterministically chooses a unique group.

In order for an "external" scheduler to influence the
group selection process, extensions had to be made to the
AWlS language - the principle extension being a means for
encoding schedules, which is described in the next section.

Schedule Representation

The purpose of the ATIS93 group selection advice state-
ment, called the "116" statement, is to provide a means for
an external scheduler to override the controller’s dispatch
process. The group selection process for AWLS93 must first
check whether or not it has a currently executable schedule;
that is, whether there are any currently applicable advice
statements. If there is an applicable 116 statement, then
its advice is followed; otherwise, the default AWlS group se-
lection rules are used to select the next group to execute.
Thus, the scheduling capability provided by the new group
selection advice statement augments, but does not replace,
the previous method of group selection. This augmenta-
tion perspective helped gain the astronomers’ acceptance
of changes to the telescope’s mode of operation (this is
further discussed below).

The 116 advice statement was initially based on a repre-
sentation we had used previously, in other domains, called
"situated control rules" (Drummond, 1989). The current
116 statement specification was developed in collaboration
with Louis Boyd, of Fairborn Observatory, and forms a
more expressive schedule representation than situated con-
trol rules. In their most basic form, 116 statements enable
the encoding of if-then advice rules, where the antecedent
specifies the applicability conditions of the advice and the
consequent specifies a group to execute. Note that the
applicability conditions of a 116 statement can be stricter
than the astronomer-specified constraints for the recom-
mended group. A group’s constraints specify when the
group can be executed and the 116 applicability conditions
specify when the recommended group should be executed,

in order to yield a quality schedule.
In this section, we discuss only the aspects of the advice

statement necessary to explain how schedules are encoded
by the APA and executed by the controller; for further de-
tails on the syntax and semantics, see Boyd, et al. (1993).
The group selection advice (116) statement consists of the
following thirteen arguments:

1 Advice Number
2 Start LST (local sidereal time)
3 End LST
4 Start UT (universal time)
5 End UT
6 Previous Group
7 Set Execution Count
8 Group Number
9 User Number

10 Group Test
11 Next If True
12 Next If False
13 Wait Flag

The first argument uniquely identifies the particular 116
statement and is used in the Next-If-True or Next-If-False
arguments of other 116 statements. The next five argu-
ments (2-6) define applicability conditions. Specifically,
arguments 2 and 3 define a time interval such that the
group can only be executed if the current local sidereal
time (LST) is at least the value given by argument 2 and
no more than the value given by argument 3. Arguments 4
and 5 similarly define a different time interval; in this case,
the values are given in terms of universal time (ow). If both
LST and UT intervals are defined for a group, then both
must be satisfied in order for the group to be executable.
A pair of zeros for a interval indicates a "don’t care" con-
dition, in which case the corresponding interval constraint
is always satisfied. Note that there is no requirement for
the time intervals of the 116 statements to be disjoint; i.e.,
they can overlap. Note also that using start time intervals
in the schedule, rather than the typical approach of start
time stamps, yields more robust schedule execution. To
maximize this type of execution robustness, we currently
use a group’s full enablement interval (w.r.t. the current
night).

The sixth argument is a three-value flag that tells the
telescope controller to test whether the group executed just
prior must have completed, must have aborted, or either
(i.e., "don’t care"), before following this statement’s ad-
vice. The seventh argument of the 116 statement specifies
how to update the group’s execution count (the details
are not important for this discussion). The eighth and
ninth, together, uniquely identify the group to execute.
The eleventh and twelfth encode a conditional "go-to"; i.e.,
they specify which 116 statement to consider next, depend-
ing, respectively, on whether the current 116 is applicable
(true) or not (false).

The last 116 argument, wait flag, specifies whether the
controller should wait until the time is past the start LST
and start UT before proceeding. Setting the wait flag elim-
inates schedule breaks due to execution of the preceding
scheduled groups finishing too early, and, hence, increases
execution robustness. However, this increased robustness
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comes at the cost of (possibly) increasing telescope idle
time, which lowers schedule quality. Schedules that use
time stamps typically have "slack time" inserted before
each scheduled task so that its start time is not missed;
however, since our (116) schedules already have start time
intervals, such slack time is rarely necessary. One context
in which its use might be warranted is to ensure execution
of a high priority group that has a small enablement inter-
val. Currently, the APA scheduler never sets the wait flag,
but we plan to further evaluate its use in the near future.

In our current operational system, the schedules pro-
duced each specify a sequence (total order) of groups 
execute; however, the 116 statements can express schedules
with much more complex control structures, such as binary
decision trees and even processes with loops. For example,
Next-If-False branches can be used to encode disjunctive
schedules or, in other words, a tree of contingent schedules.
Such a schedule representation was utilized in our Just-In-
Case (am) scheduling approach. This approach is used
to proactive!y manage schedule "breaks" due to duration
uncertainty. A schedule break occurs whenever there is no
applicable 116 advice statement to select the next group to
execute. For example, the schedule breaks if, after a group
finishes execution, the current time is outside of the appli-
cability time interval of the subsequent 116 statement. In
the JI¢ scheduling approach, possible schedule breaks are
predicted and contingent schedules are generated to re-
cover from the most probable breaks. Since JIC scheduling
is not currently being employed in our operational system,
it is not further discussed here; for details, see Drummond,
Bresina, and Swanson (1994).

APA Operations Model

In this section, we describe how operations are carried out
in the current APA system. Some of the APA operations are
triggered according to the time of day (w.r.t. the telescope
site), and some of the operations are triggered by the ar-
rival of AWlS files. Since time during the night is relatively
precious, as much of the APA’s operations as possible is
carried out during the day. In the APA the observation
scheduling task is decomposed into telescope loading and
nightly scheduling.

At any time, an ATIS input file containing observation
requests (groups) can be sent by the telescope’s community
of users to the APA. Whenever an AWlS input file is received,
the APA parses it to ensure validity and then, if valid, the
groups are incorporated into the telescope’s APA database.
At a certain time before dusk, the APA starts the loader to
determine which enabled groups should be considered for
execution tonight. Any request arriving after the loader is
started will not be considered until the following day.

The primary objective of the loader is to ensure, over
the course of an observing season, fairness among the dif-
ferent telescope users, as well as fairness among each user’s
set of groups. To achieve fairness, the loader tries to get
each missed group into tonight’s schedule by "unloading"
another group that has a better execution status (if any
exist in the schedule); such decisions are based on past
execution history and future execution predictions. The
telescope’s past execution history is examined to deter-
mine, for each group, when it ran last, how many days

it was enabled, and how many days it was executed. A
prediction of future execution information is constructed
based on schedules generated for the next month or more,
as specified by a loader parameter.

Once the loader finishes, the night scheduler is started;
its task is to find a sequence of the "loaded" groups that
achieves a good score according to a given multi-attribute
objective function. The primary objective is to execute as
many of the groups as possible. A schedule is penalized
for those enabled groups that are missed, i.e., not in the
schedule; the penalty is greater for higher priority groups.
The secondary objectives are to maximize data quality by
minimizing airmass, to minimize telescope slewing, and to
minimize telescope idle time.

Once scheduling has completed, the APA assembles one
file that contains tonight’s loaded groups and a second file
with the generated schedule that specifies their execution
sequence. Then, still before dusk at the telescope, the
APA sends (via FTP) the two files to the telescope’s control
computer. At the appropriate time, the telescope con-
troller rolls off the observatory roof (or opens the dome)
and starts executing groups as specified by the schedule.

At dawn, the telescope control software stops executing
groups, closes the roof, sends the ATIS output file to the
APA computer, and informs the APA of the transmission.
The APA then parses the new output file and updates the
telescope’s APA database with respect to successful execu-
tion counts and durations, as well as abort counts and du-
rations. The principal astronomer receives, from the APA,
the observation results, i.e., the AIIS output file, (via FTP),
as well as a summary report about the night’s operations
(via e-mail).

This concludes a night of ideal operations - ideal in the
sense that no scheduling breaks occurred. The next section
describes how errors during schedule execution are handled
via dynamic re-scheduling.

Error Detection and Recovery

Execution of an AWlS group typically involves repetitions of
the following three-step pattern: first, move the telescope
to point near a star; second, search a limited section of the
sky in order to center the star within the telescope’s field
of view; third, take an instrument reading. The amount of
time it takes to center a star depends on how accurately
the telescope is pointed when it starts the centering search
and how clear the sky is. This search process makes it
impossible to predict exactly how long any group will ex-
ecute.

As mentioned above, durational uncertainty can cause
schedule breaks; schedules also break for other reasons -
e.g., clouds or wind can make star centering impossible,
which causes the group to abort and can cause the schedule
to break. However, if the applicability time interval of the
next scheduled group is wide enough, then the schedule
execution can still continue after a group abort.

When the schedule breaks, the controller selects a group
to execute next using the dispatch rules, but before exe-
cuting the selected group, the controller sends a "partial
output" file to the APA. This partial output file speci-
ties which groups have been executed since the preceding
transmitted partial output file or since the start of the
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night. The file also specifies which group was selected via
dispatch to be executed next, and it contains a comment
statement indicating that the schedule is broken. While
the dispatched group is executing, the scheduler updates
its execution history and generates a new schedule for the
remainder of the night. Since the database maintains esti-
mates of group durations, the scheduler can estimate the
amount of time it has for re-scheduling. The new schedule
is sent to the controller as a "partial input" file. After the
dispatched group finishes execution, the controller looks
for a new schedule. If one is present, schedule execution
resumes; otherwise, the schedule absence is treated in the
same manner as a schedule break.

The APA and the telescope controller continue through
the night in this manner, passing ATIS93 partial input and
output files back and forth, communicating current status
and new schedules, as required.

If, for some reason, the communication link fails, we do
not want the controller to continue to ask for a new sched-
ule after every group execution. So after a fixed number
(currently three) of consecutive failed schedule requests,
the telescope controller stops communicating with the APA
and uses its default ATIS group selection rules for the rest
of night. This scheme allows the telescope controller to
continue executing the given set of loaded AWlS groups,
even without the benefit of the APA’S scheduling advice.
We refer to the ability of the controller to operate whether
or not the APA is operating as the principle of indepen-
dent competence. Schedules produced by the APA are typ-
ically of higher quality than those produced by the AWlS
group selection rules. However, it is better for the con-
troller to execute groups rather than waiting for a better
schedule that might never arrive. Having the telescope sit
idle while observing conditions are fine is a nightmare for
astronomers; hence, it was important to guarantee that
the APA would never be the cause of this problem. The
principle of independent competence also applies to the
relationship between the loader and the scheduler. If, for
some reason, the loader fails to successfully execute, the
scheduler will still generate a schedule under the assump-
tion that all enabled groups are loaded.

Concluding Remarks

The APA software package has been extensively tested and
used during ongoing development for a couple of years now,
on several SunOS and Linux computers at NASA Ames,
Tennessee State University, and Fairborn Observatory.

The scheduler has been executing nightly for most of
the first half this year on the Fairborn telescope that has
been upgraded (by Donald Epand) to AWlS93The loader
has been undergoing nightly testing for the same telescope
since early April. The loader can be used with ATIS89 tele-
scope controllers, using a simulation of the ATIS dispatch
policy instead of the APA scheduler for its future execution
predictions, and we plan to begin loader testing on such
a telescope at Fairborn Observatory. Due to the monsoon
season, Fairborn shuts down for most of the summer. Dur-
ing this summer shutdown, Fairborn observatory is being
moved to a new location; as soon as telescope observations
begin again, the APA will be back on-line as an integral
part of daily operations.

As noted elsewhere, our theory is ahead of the current
implementation, especially in the scheduler’s case. Before
the summer shutdown, the scheduler performed a greedy
search using a multi-attribute search heuristic, which con-
tains a superset of the attributes used in the ATIS group
selection rules. Since the shutdown, we have augmented
the search as follows. First, a schedule is generated us-
ing the ATIS dispatch policy; second, a schedule is gen-
erated using greedy search; and third, a schedule is gen-
erated using Heuristic-Biased Stochastic Sampling (HB$S)
(Bresina, 1996) for some number of samples. The best
schedule found during the three phases is returned.

By first using the ATIS dispatch policy to generate a
baseline schedule and then trying to search for a better
schedule, we can assure the astronomers that the AI’A
scheduler will never do worse than the dispatch sched-
uler. This is in keeping with the philosophy behind the
Reactive-First Search approach (Drummond, et aL, 1993).

HBSS stochastically explores the search space in the
"neighborhood" of the greedy solution. In HBSS, the bal-
ance between heuristic adherence and exploration is con-
trollable by the user; the proper balance depends on the
accuracy of the heuristic and the amount of computation
time available. In generating the initial schedule, we have
all day and can afford to perform a large number of sam-
ples of HBSS. However, during dynamic re-scheduling we
have less than ten minutes available; in this case, we use
the duration estimate of the dispatched group to determine
how many samples to perform.

We have also developed a www based variant of the
APA called the Service Observing Associate (SOA) to sup-
port the operations on the larger, non-automatic tele-
scopes. On such telescopes, blocks of time (typically one or
more nights) are allocated either to the scientists to carry
out their own observations, or to an observatory staff as-
tronomer who is responsible for executing the observation
requests of multiple scientists; the latter operations mode
is called service observing. In this context, rather than
automatic execution, the schedules generated by the SOA
are executed by the service observer, who is also respon-
sible for initiating dynamic re-scheduling. The SOA sys-
tem is currently undergoing testing by John Davies on the
United Kingdom Infrared Telescope (UKIRT) on Mauna
Kea in Hawaii. For the UKIRT SOA, we had to incorporate
additional features related to observation conditions (e.g.,
whether the night is photometric, or how much moisture
is in the air); these features are used both as additional
group constraints and as preferential information in the
scheduler’s search heuristic.

The initial implementation design was intended to op-
erate with any ATIS93-speaking automatic telescope; how-
ever, work on the SOA and discussions with other observa-
tory (existing and future) project teams made it clear that
there were many other types of telescopes which could ben-
efit from the services provided by the APA. In response, we
have begun designing a more general APA facility that is
not dependent on ATIS. The long-term objective is to build
a general scheduling facility for scientific instruments that
is self-customizing for each application context. One ex-
ample of self-customization is the automatic generation of
the scheduler’s search heuristic given a specification of the
objective function.
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During the summer shutdown, in collaboration with
Robert Morris (Florida Institute of Technology) and his
graduate student, Stuart Rodgers (University of West
Florida), we developed a search heuristic generator. Initial
empirical results indicate that the automatically generated
heuristics improve greedy search effectiveness compared to
our current manually tuned heuristic. Since the nature of
the scheduling problem changes day-to-day, this procedure
has been added to the APA operations script so that a new
customized search heuristic is generated each day.

Another possible future research topic is distributed ob-
servation scheduling for a network of telescopes, perhaps
some mix of automatic and service observing modes. In
this scenario, a "network negotiator" component of the
APA could arrange automatic exchanges of observing time
between telescopes, whether due to one telescope being
clouded out, merely "overloaded", or some other problem
or requirement. Other potential roles of the network nego-
tiator are to help carry out continuous 24-hour observation
of a celestial target or to coordinate concurrent observa-
tions of the same target.
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