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Abstract

In this paper we are specifically interested in the rela-
tionship between natural language and the knowledge
representation (KR) formalism referred to as ontology.
By ontology we mean a taxonomic, hierarchical data
structure. The reason we use natural language for
terms in ontologies is so that we humans can under-
stand the ontologies. Machines and humans who have
to understand ontologies interpret like terms in a given
natural language similarly, though their interpreta-
tions may not completely coincide. Human under-
standing of natural language terms involves premise
smuggling, by which we mean the unconscious or im-
plicit use of background knowledge and context in the
process of interpretation. Machine understanding of
ontological terms is explicit, and is based on their
positions in an ontology. While two machine ontolo-
gies may contain similar terms, they may not be com-
pletely homologous. Ontological terms are interpreted
beyond the control of the designers of ontologies, by
both humans and machines. When natural language is
used for ontological terms, the interpretation of these
terms by humans is complex and idiosyncratic. In
this paper we discuss some of the problems and is-
sues involved in human and machine understanding of
natural language ontological terms.
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Introduction

There is considerable debate about the role of natu-
ral language (NL) in knowledge representation. 
are specifically concerned with the relationship be-
tween natural language and the knowledge representa-
tion (KR) formalism referred to as ontology. By ontol-
ogy we mean a taxonomic, hierarchical data structure.
We assume that an ontology is part of a knowledge
representation and reasoning (KR&~I~) system that can
interact in some manner with other agents. Such a sys-
tem should be able to process input from an agent and
produce output that indicates its response to the input.

Any ontology is at least implicitly based on natu-
ral language. There is an unavoidable relationship be-
tween internal ontological concepts and natural lan-
guage, due to the existing relationships between lin-
guistic terms and their meaning for humans. Even
nonlinguistic terms such as shapes and colors have cor-
responding linguistic labels.

We will discuss some of the issues inherent in ma-
chine and human understanding of natural language
ontological terms.

Interpretation

Whether we like it or not, natural language influences
knowledge representation. There is a language-based
semantic understanding of the concepts and relations
of an ontology in the mind of the designer: He or she
can think, talk, and write about them. When a person
examines a representation of an ontology, or interacts
with an agent that uses an ontology, he or she can’t
help but attempt to interpret what is seen in terms
of language. For example, we say that the first order
predicate logic expression Girl(Sally) means "Sally
is a girl." The meaning of the NL expression is left
to the common understanding assumed to be shared
by all who are fluent in that natural language. It is
natural language semantics that imparts meaning to
the above expression.

People make inferences about the meanings of con-
cepts in ontologies based on their labels, but a com-
putational agent cannot do this. It is arguably a bad
idea for people to perform this tacit premise smug-
gling 1 When two agents both "know" the meaning of
a term, smuggled premises are those facets of mean-
ing that are assumed by one of the agents, yet unbe-
knownst to the other. Consider the word "dog". We
could describe a dog using the following dictionary-like
definition: a dog is an animal with four legs and a tail,

1 John Corcoran uses this term in his logic classes. We

find it appropriate here as well.
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it })arks, one type of dog is a poodle, dogs are related
to wolves. This information can be represented in an
ontology. A human may define a dog using the above
statements, and any agent using the ontology based on
this definition has a fixed yet limited definition of dog.
\Vhen t.he agent and human are having a discussion
using the term "dog", the human brings a lot of ex-
tra information to bear on his or her interpretation of

"dog". Examples of such information might be person-
ality attributes of dogs (dogs may be viewed as scary
if one was bitten by a dog as a child), and how to rec-
ognize dogs that do not fit the prototype description.
This doesn’t mean that the agent and the human can’t
interact in a meaningful manner, but it does mean that
their understanding of "dog" is not the same.

Even if labels for ontological concepts have been cho-
sen with the expectation that this interpretation will
be performed, meaning should properly depend only
on the semantics of the ontology. The result of using
concept labels as guides to meaning is that we infer
relationships that are not explicitly represented in the
agent’s ontology. In the mind of the agent, the meaning
of a concept is fully determined by its explicit relation-
ships to other things the agent is thinking about. In
the mind of a human, the meaning of a concept can
not be fully specified a priori because it depends upon
the context in which it occurs. What is important is

that the agent and the human have enough overlap in
their understanding of concepts to engage in meaning-
ful conversation.

Consider the following two examples, de-
veloped in SNePS (Semantic Network Pro-
cessing System) (Shapiro Rapaport 1987;
Shapiro & the SNePS hnplementation Group 1995),
that illustrate these ideas.

Example 1:

;; There are six named relations
(define xi x2 x3 x4 x5 x6)

;; All people are human

(assert x3 x7 x4 x8)

;; Every human is mortal

(assert
forall Sx

ant (build xl *x x2 x8)
cq (build x5 *x x6 x9))

;; Socrates is a person

(assert xl xlO x2 xT)

;; ... rules regarding subclass and

;; superclass relations have been

;; left out due to lack of space

;; Is socrates mortal?

(deduce x5 xl0 x6 x9)

The SNePS response to
(deduce x5 xlO x6 xg) is:

which has the following description:

* (describe m6)

(Xe~ (XS XiO) (X6 Xg))

Example 2:

;; There are six named relations

(define member class subclass

superclass object property)

;; All people are human

(assert subclass person

superclass human)

;; Every human is mortal

(assert

forall Sx

ant (build member *x

class human)
cq (build object *x

property mortal))

;; Socrates is a person

(assert member socrates
class person)

;; ... rules regarding subclass and
;; superclass relations have been

;; left out due to lack of space

;; Is socrates mortal?
(deduce object socrates

property mortal)

The SNePS response to

(deduce object socrates

property mortal) is:

which has the following description:
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* (describe m6)

(M6! (OBJECT SOCRATES)
(PROPERTY MORTAL))

Ill the first example the system is given a knowledge
base containing relations, rules of inference, and asser-
tions, ostensibly about Socrates, human, person, etc.
However, in the absence of the documentation given,
the knowledge base itself bears no relation to this do-
main. That is, the system can not impart meaning
to its internally represented symbols apart from their
relationships to other internally represented symbols.
Indeed, this meaning is non-linguistic, if by linguistic
we mean pertaining to natural language. This begs the
following question: why would a knowledge engineer
want to do something like this? How would an agent
using the first example go about the business of talk-
ing to a human being about it? That is, how does the
agent know that the rules, propositions, and assertions
mean what the documentation says? The only way for
the agent to know this is if the agent has as part of its
mind a mapping from the internally represented sym-
bols to language. All the agent knows is that x7 bears
a certain relation to x8, and xl0 bears a certain re-
lation to xT, and that some relation is labeled by x2.
Is this sufficient? Obviously. The linguistic similarity
of KR symbols to a natural language, or lack thereof,
only matters to an agent who understands that natural
language. There is no loss to the agent by not using
natural language as the object of thought.

It would seem that we are arguing against the use of
natural language for knowledge representation, since it
makes no different to KR&R, but we are not. Not only
does it make a difference to us, we have just argued
that language is either implicitly or explicitly part of
ontology design. Just having a language of thought
and being able to carry out computation and arrive
at correct conclusions is not enough. An agent has to
have a linguistic interface so that it can deal with other
intelligent agents, in particular, people.

While we understand the first example as well as
the system does, we understand more about the sec-
ond example because of the meaning we associate with
words. Using natural language terms instead of ran-
dom symbols like xl makes our level of understanding
much richer than the system’s level of understanding
because we have deep background knowledge of hu-
man, person, and so on. We bring this deep level of
knowledge to bear on the design of a system in the
first place. Our point is that we should take advantage
of that fact. It may seem odd, for example, to have

a discussion with an agent where the agent uses some
natural language word that it doesn’t understand as
richly as we do, but that doesn’t matter to us. The
agent (1) knows about what it does know, that is, 
is giving information that we didn’t have, and (2) 
properly and consistently uses linguistic terms that it
doesn’t understand.

Mapping internal symbols onto natural language
terms for an artificial agent doesn’t change that agent’s
level of understanding. In many systems, the process
of translating from language to ontology and back is
tangential to the reasoning engine. It is frequently
implemented as a separate package independent from
where mental concepts are represented. Rather than
invest significant resources in this translation process,
we should design systems that make use of our knowl-
edge of NL. While not all agents are human, they share
the fact that their ontologies were created by humans,
thus, are based on language. Premise snmggling is be-
ing and should be exploited in ontology design and
interpretation.

While premise smuggling has thus far been discussed
as a human activity, it applies equally to artificial
agents. An artificial agent will interpret a term based
on whatever its internal representation of that term
is. It can not be assumed that different agents will in-
terpret a particular term in exactly the same manner.
Premise smuggling is risky because it leads to infer-
ences that are not explicitly sanctioned. Therefore, an
important task for agents is to try to determine what
premises are being smuggled in a particular interaction
in order to understand exactly what is meant. One
way to accomplish this is by asking questions. This
happens naturally when there are human misunder-
standings. Where artificial agents are concerned, the
process of ontological mediation can be used to initiate
and guide such a diMogue.

Ontologies
Ontology is the philosophical study of what exists.
John Sowa (Sowa 1995) presents the most outstanding
philosophical basis for work in Ontology, citing Aris-
totle’s The Categories as a first example. Clearly we
have been thinking about how to construct a formal
organization of the world for almost as long as we have
been thinking. We construct taxonomies and define
terms to our mutual satisfaction, that is, our Ontology
is consistent with what we actually believe to be true
about the world. Which construction is the right one?

As Fritz Lehman points out, any of them are right as
long as we agree on them, and furthermore, "few onto-
logical schemes are too stupid to use" (Lehmann 1995,
fourth page). He points to Roger’s Thesaurus (Roget



1979) as a classic ontology of concepts, and he points
out the difficulty of creating an ontology whose tax-
onomization satisfies everyone, or is compatible with
other seemingly equally valid taxonomizations. Even
when we use natural language to label the terms, few
can decide which taxonomization is the "right" one.

Nevertheless, we to want to organize our world into
categories. We can then apply constraints to concepts
in the world using this organization. Such constraint
rules necessarily correspond to our experience, and log-
ical properties of truth in regards to the categoriza-
tion and constraints remain consistent with that ex-
perience. For example, "The dog nurses its young"
is a sentence whose propositional content is true. We
can explain this through the application of a generic
rule to the class of dogs: "The dog is a mammal," and
"Mamlnals nurse their young." Without such a rich
organization, coupled with standard rules of logic, we
would not be able to give such an explanation.

In the development of artificial intelligence systems,
we have come to recognize the importance of ontol-
ogy, and so each artificially intelligent entity must have
an ontology in which its knowledge is organized. The
ontology is the conceptualization of the domain, the
coxnlnitinent to a certain view of the world (Gruber
1991).

Most recently, the word "ontology" has come to
nlean some "explicit specification of a conceptualiza-
tion" for a computational system (Gruber 1993). That
is, an ontology is a data structure which specifies
terms, classes, instances, relations, etc., organizing
them into one or more sorts of hierarchies, usually tax-
onomic. The scope and size of these ontologies varies
widely, from narrow domain-specific ones such as those
available in Ontolingua (Gruber 1993) at the Stanford
KSL Network Services web site to much larger general-
purpose ontologies of everyday knowledge, both lin-
guistic and conceptual, such as CYC’s (Lenat & Guha
1990) common-sense knowledge base and the PEN-
MAN Upper Model (Bateman et al. 1990) of linguistic
knowledge.

Ontological Mediation

The argument that people impose interpretations on
ontological terms is fine, but what happens when the
person, with all his background knowledge about natu-
ral language, his ability to use it in making inferences,
and his proclivity for smuggling premises thereunto,
is removed from the scenario? What happens when a
machine nmst make an interpretation of an ontology?

Campbell and Shapiro are engaged in the design of
an ontological mediator (OM): an artificial intelligence
whose particular expertise is ontologies (Campbell

Shapiro 1995). One of the tasks an OM should be
able to perform is that of determining the meaning
of a new or unfamiliar word used by one agent (the
speaker) in a communication to another agent (the lis-
tener). Given that both speaker and listener are com-
municating about the same domain and speak the same
language, this "dialect problem" is analogous to the
problem faced when speakers of British English and
speakers of American English fail to understand each
other’s words.

Given a miscommunication due to an unknown
word, an ontological mediator tries to resolve it by ask-
ing questions of both the speaker and listener. It is not
yet clear precisely how a computational agent can plan
a dialogue that asks the right questions and reasons ap-
propriately about the answers, asks further questions,
and arrives at some conclusion about the meaning of
the unknown word. We will not address this point in
detail here here, except to point out that when dealing
with agents ontologies, the most obvious approach is
to ask questions that cause the agents to reveal their
ontologies. Often, there are questions that do so most
directly, for example, "What are the subclasses of X?"
or "What is the arity of function F?" Such questions
could be posed in a natural language if the agent knows
that language, or in some other (formal) language that
the agent does know. In any language, interpretation
of the response is crucial for mediation.

[CASSIE[

winch elevator crane hoist

[OSCAR[

winch lift crane hoist

Figure 1: Ontologies for Cassie and Oscar

Figure 1 is a diagram intended to convey some in-
formation about the ontologies of two SNePS .agents
named Cassie and Oscar. Cassie and Oscar’s concep-
tualization of the lifting device domain is almost iden-
tical, but they do have one obvious terminological dif-
ference (see figure 1). After asking questions about
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various ontological relations (relations common to on-
tologies) the OM should be able to hypothesize that
lift to Oscar means the same thing that elevator
does to Cassie. Here the reader is invited to smug-
gle premises about what the words mean to him or
her, and verify the correctness of both simple hierar-
chies: that lifting devices could be subcategorized into
winches, lifts, cranes, and hoists (or winches, eleva-
tors, cranes, and hoists). Furthermore, unless there is
evidence to the contrary, the reader may correctly as-
smue that Cassie and Oscar mean the same things by
words they have in common. This fact is entailed by
the assumption that Cassie and Oscar speak the same
(possibly natural) language. An ontological mediator
must also assume that common words mean the same
thing.

The approach of Ontological Mediation is applicable
over a wide variety of implemented ontologies, and a
variety of languages. An ontological mediator’s main
inference engine should not have to concern itself with
the details of how to ask a question. It conceives of
the question it wants to ask at a language.independent
level, subsequently instantiating the question for the
particular language in which the agent communicates.

Conclusions

Despite the fact that understanding and interpretation
is different for humans than it is for artificial cognitive
agents, we should continue to use natural language for
ontologies. We understand the ontologies by relating
what is explicitly represented in the data structure to
what we know to be true about our world.

Premise snmggling is an integral part of the pro-
cess of interpretation. When any two agents commu-
nicate, they smuggle premises in reasoning. If they
speak the same language, it is reasonable to assume
that they also assume that the same words mean the
same things. When new or unfamiliar words are used
and the dialect problem arises, the mediation process
naturally relies heavily on this assumption, whether it
is done by an independent mediation agent or by the
two communicating agents themselves.

Knowledge representation is implicitly intertwined
with natural language. The more explicit these connec-
tions can be made, the more helpful they will be. Be.
coming aware of exactly which premises are smuggled
may help us determine what knowledge is necessary
for two agents to achieve a more similar understanding
of a single concept. Rather than relying on common
background knowledge to guide the interpretation of
concepts, explicit semantics should be given. This will
reduce, but never fully eliminate the incidence of draw-
ing incorrect conclusions based on smuggled premises.

We don’t believe it is possible to design natural lan-
guage independent knowledge representation. Even if
it were possible, it would be neither practical nor de-
sirable.
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