
Discovering Collaborators by Analyzing

Trails Through an Information Space

David W. Payton

HRL Laboratories, LLC
3011 Malibu Canyon Road

Malibu, CA 90265
payton@hrl.com

Abstract
We describe a system for helping people discover potential
collaborators. Similarities between people are found by
comparing the items they access on the World-Wide-Web.
Using people’s browsing patterns to establish document
similarity, we find matches between people without having
to analyze the content of the information they access.

Introduction

As organizations continue to grow more complex, people
have increasing difficulty remaining aware of others whose
work could impact their own. Despite the rapid
proliferation of our communication networks, we often
hear the complaint "the right hand doesn’t know what the
left hand is doing." This is a particularly important issue
within large organizations and could be reduced if people
could more easily discover potential collaborators. As
organizations continuously re-organize, it is often the case
that one person comes to be working on the solution to a
problem that someone else has already solved. Or it could
happen that a particular customer need could be more
readily met with the efficient identification of the right
individuals to assemble into a team. The goal of
"collaborator discovery" is to help people with similar
interests find each other with relatively little effort.

One method for collaborator discovery is known as
"referral chaining." Referral chaining is a form of link
analysis that exploits the fact that people with common
interests tend to congregate within the same social circles.
Techniques which automate this approach can be found in
Schwartz (Schwartz and Wood 1993) in which shared
interests are identified based on analysis of email traffic
patterns, and Kautz (Kautz, Selman, and Mehul 1997) 
which shared interests are identified from co-occurrences
of names in public documents. There is a problem with
these approaches, however, for our purposes. The contact
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information gained from email and public documents is
relatively static. Social contacts and professional
affiliations may accurately reflect long-term interests, but
they may say very little about people’s immediate needs or
concerns.

The ideal objective would be to find potential collaborators
on the basis of dynamic near-term interests. This would
not be hard if people constantly advertised their interests
and activities and then were matched to each other on the
basis of these interests and activities (Kuokka and Harada
1996). Unfortunately, people would probably not
participate in such a scheme. Not only are people
generally unwilling to spend the extra time and effort
needed to maintain records of their daily activities and
interests, it is questionable that their doing so would result
in sufficient short-term benefits to reward and sustain their
continued efforts. Furthermore, establishing the level of
detailed disclosure needed to effectively match interests of
the type that might really matter to people would be
extremely difficult. People’s concern over loss of privacy
also would reduce their participation.

Indirect Collaboration

Under the DARPA IC&V program, we are attempting to
overcome the barriers to dynamic collaborator discovery
through an approach we call indirect collaboration.
Indirect collaboration transforms the collective activities of
a group into a personalized information resource that
allows each group member to uniquely benefit from the
information gathering and association processes of others.
In more familiar forms of collaboration, such as
conferencing, conversations, or email, individuals attempt
to help one-another through explicit means of
communication or intentional actions. In contrast, indirect
collaboration seeks to capture information from the
ordinary activities of a group through passive observation,
and then to extract from that information details that can be
of value to each particular individual. By not impacting
the workload of individuals, we can overcome the barriers
to information sufficiency and detail needed to capture
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short-term interests.

Often, indirect collaboration is manifested through the use
of trails left behind by others. Long before the days of
digital computers and the internet, Vannevar Bush
envisioned a device he called the "MEMEX," that would
effortlessly capture a record of everything a scientist
looked at or commented about, and then create a trail of
information which could be used by the scientist and
others for later retrieval (Bush 1945). More recently, Hill
et. al. (Hill et. al. 1992) (Hill and Hollan 1994) 
illustrated how the cumulative interaction of users with
digital objects can be interpreted as a form of wear and
tear, comparable to the dog-eared pages of a book, or the
torn pages in a manual. By visualizing this wear, users can
gain insight into which objects or portions of a document
have been most heavily read or edited by others. To help
people navigate a web site, Wexelblat (Wexelblat and
Maes 1997) has developed a tool that enables users to
visualize the paths that others have taken through the site.
This works in much the same way that people might use
the worn trails left by others to help them navigate an
unfamiliar forest. In these approaches, the important
measure is cumulative use, and so the identity of the users
is unimportant. In contrast, for purposes of collaborator
discovery, identity is crucial. We are more concerned with
what a trail says about the traveler than with what it says
about the territory traveled.

Collaborator Discovery

Our approach to collaborator discovery exploits the
realization that a person’s patterns of information access
can reveal a great deal about that person’s interests. As a
consequence, common access patterns between two or
more individuals can indicate a commonality of interests
between these individuals. For example, if several people
read the same articles in a magazine, or view the same
home pages on the world wide web, then there is a
likelihood that these people have some interests in
common. Furthermore, the possibility that these people
have common interests increases as the number of items
they have accessed in common increases. This possibility
further increases the more the items accessed tend to be
highly specialized and rarely accessed by others. The fact
that two people have both read the same lead article of the
New York Times, or that both have visited a popular home
page on the World Wide Web says very little about any
interests they may have in common. On the other hand,
should they both have visited an obscure web page on
quantum physics, then they very well may have some
common interests of a very specialized nature.

The fact that an accessed item may actually fail to satisfy a
person’s intended purpose or need does not reduce the
usefulness of that access event as an indicator of the
person’s interests. If the person expected an item to be
worthwhile, then that alone provides relevant information

about the person’s interests. It is likely that whatever led
the person to believe the item would be worth looking at
might also lead others with similar interests to look as well.
Therefore, with a sufficient number of access events, it is
possible to infer similarities between people’s interests
even without knowing their ratings for the items viewed.
This is an important distinction between our approach and
other collaborative filtering techniques which produce
recommendations based on finding sets of people with
common tastes or interests, but which depend upon on
user-supplied ratings in order to do so. (Hill et. al. 1995)
(Loeb 1992) (Shardanand and Maes 1995) (Resnick et. 
1994)

We capture user interests by modeling the notion of scents.
In effect, each user accessing information leaves behind a
personally unique scent with each item he or she accesses.
Whenever a user revisits a document, their scent will
increase in intensity until a saturation point is reached.
Scents can also be of different types. Currently, we use
two types. One type builds up slowly and decays slowly to
capture long-term interests, and another type builds up
quickly and decays quickly to capture short-term interests.
Collaborator discovery is then achieved by finding those
users who have the greatest co-occurrence of scents, or the
smallest angle between their multi-dimensional scent
vectors.

Even people with a significant degree of common interests
may rarely access exactly the same items. Because of this,
we need to be able to infer similarity between items
accessed. Analyzing the content of documents to discover
similarities, as in the matchmaking system Yenta (Foner
1997), would be one possibility, but this would then limit
us to only using items such as text documents, whose
content can easily be analyzed. Instead, we exploit the
realization that human information access patterns tend to
follow a continuity of interests. Items accessed in
succession by a user can be grouped as having some
degree of similarity to one-another. As in Pirolli et. al.
(Pirolli, Pitkow, and Rao 1996), the cumulative paths
people take while navigating an information space identify
the similarity between items in that space. This similarity
measure is enhanced with repeated traversals by numerous
users through the information space. The key advantage is
that content is irrelevant, and therefore, the method is
applicable for any type of data.

Once we have established a measure of similarity between
items, we can then consider diffusing a user’s scent away
from items that have actually been accessed by the user
and into items that are similar to the accessed items.
Furthermore, the rate of diffusion can be determined by the
degree of similarity between items. By diffusing the scents
of all users in this way, we find that we can discover
collaborators not only for people who have accessed
exactly the same items, but also for people who have
accessed items that are merely similar to each other.
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Finding Collaborators

Initially, we are using World-Wide-Web access patterns to
determine user interests. Our system, as shown in
Figure 1, collects readily available proxy log data,
performs the match analysis, and then provides a web-
accessible visualization of potential collaborators as shown
in Figure 2. Users accessing our web server are shown a
graph with themselves depicted in the center and with
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Privacy is protected by replacing unique user machine ID’s
contained in the proxy logs with anonymous user ID’s. All
user matching is then performed using this anonymous
information. Meanwhile, users can still access their
personal match information by using a mirror proxy which
translates their machine ID into a user ID, and then queries
the match server for them. The mirror proxy also enables
users to contact potential collaborators through an
anonymous messaging system. This way, users never have
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Figure 1: Collaborator Discovery System Architecture

identity unless
they want to. If
users are less
concerned about
their privacy, they
also have the
option of
associating a

clusters of potential collaborators with similar interests. If
a user finds one person who is worth contacting for
collaboration, then the others who are closely clustered to
that person may be worth contacting as well.

photo of their
choosing with
their anonymous
ID. The photo
will then show up
in the interest
matching results
display of
potential
collaborators.

Before contacting
a potential
collaborator, a
user can explore
how he or she
matches with that

individual by looking at the pattern of scents that both
users have in common. Currently, we provide a table that
shows the shared scents in four categories: pages both
users have accessed, pages the other has accessed which

Figure 2: Basic interest matching
results for User 76. Distance
between users reflects the relative
degree of match between users.
The closer any two are, the better
their match. Rubber-band lines are
drawn between users. These lines
are colored to indicate whether
users are shown closer or farther
apart than they should be, since not
all distances can be properly
depicted in only two dimensions.
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are similar to pages the requester has accessed, pages the
requester has accessed that the other has not, and pages
neither has accessed, but which are similar to those which
both have accessed.

Conclusion

As the system currently stands, it provides both a guide to
other collaborators as well as a view into what others are
doing that might be relevant to one’s own work. A key
advantage of our approach is that it is completely
independent of the content of the underlying data that users
access. This means that the approach is equally well suited
for users who are primarily browsing image data is it is for
users who are looking at text. Still, we must address a
number of important issues to maximize user acceptance.
Our use of anonymous user ID’s protects user privacy but
prevents people from really knowing who they match with
unless those other people are willing to reveal their
identities. Also, messages cannot be routed to a user’s
standard email, since we don’t know who the users are.
Consequently, a user might send a message to potential
collaborators, but never hear back from them unless they
too have visited our site. While these issues may not exist
in certain contexts where privacy is less of a concern, they
present some interesting sociological issues in a number of
environments. The key will be to find the right balance
between privacy and disclosure that can maximize
effective collaboration.
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