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Abstract

Why would we want/need to endow artificial agents
with emotions? The main reasonable answer to this
question seems to rely on what has been called the func-
tional view of emotions, arising from (analytic) studies
of natural systems. In this paper I examine to what ex-
tent this hypothesis can be applied to the (synthetic)
investigation of artificial emotions, and some of the im-
plications it has for the design of emotional agents.

Introduction
Emotions are complex, multifaceted phenomena, the
"nature" of which cannot be easily grasped. They en-
compass neuro-endocrine, physiological, cognitive, and
social aspects of behavior. Their study has been under-
taken by different disciplines, such as psychology, neuro-
biology, philosophy, and social and cultural studies, and
different aspects have been stressed by diverse research
paradigms (see (Cornelius 1996) for an overview). 
ever, if Darwinian, Jamesian, cognitive, social construc-
tivist, and neurobiology approaches focus on different
aspects of emotional phenomena, proposing sometimes
incompatible theories about them, they all share the
same underlying idea: emotions, whatever they are,
have an adaptive value, they serve a purpose. This hy-
pothesis has been called the functional view of emotions
(Frijda 1995).

Research in artificial models of emotions has taken
the functional hypothesis for granted, and indeed it
might well be the case that this hypothesis provides the
main reason for the inclusion of emotions in artificial
agents. This assumption is true of the two main types
of models of emotional systems that can be found in the
literature: phenomenon-based and design-based mod-
els (Sloman 1991), or according to a parallel classifica-
tion, black-box and process models (Wehrle & Scherer
1995). Phenomenon-based or black-box models aim at
producing outcomes similar to emotional phenomena
observed in natural systems, using an explicit model of
some emotional components to that end. The adap-
tive value and roles of emotions are therefore unques-
tioned assumptions that the model does not try to as-
sess. Design-based or process models attempt to simu-
late naturally occurring emotional processes using hy-

pothesized underlying mechanism, and focusing on how
the system must be designed in order to produce cer-
tain emotional behaviors. The role that emotions play
is not assumed from the outset, but investigated from
the resulting behavior of the system. However, the idea
that emotions do have an adaptive value still underlies
these designs.

In this paper I shall argue that, whereas evidence
from research in biological systems can provide a source
of inspiration and useful guidelines for our designs, it
does not constitute by itself a valid proof of the adap-
tive value of artificial emotions for artificial systems. In
other words, an artificial emotional agent is not, per se,
more adapted or better than a non-emotional one on
the contrary, this is something that our results must
show. But if the functional view of (artificial) emotions
cannot be an unquestioned underlying assumption, it
can be a very useful working hypothesis to guide the
design of emotional systems.

Functional View of Emotion

Emotions are a fact in humans and some other animal
species. However, why would we want/need to endow
artificial agents with emotions? Two main answers are
possible. One is to use artificial agents as a testbed for
theories of emotions in animals and humans, provid-
ing a synthetic approach that is complementary to the
analytic study of natural systems. The other is to ex-
ploit some of the roles that emotions play in biological
systems in order to develop mechanisms and tools--
therefore, with an engineering motivation--to ground
and enhance autonomy, adaptation, and social interac-
tion in artificial and mixed-agent societies.

Both approaches assume and rely on a functional
view of emotion, in two senses:

1. In the first sense, already mentioned, emotions serve
a purpose that is beneficial for the agent--they en-
hance adaptation.

2. In the second sense, artificial models of emotions ab-
stract (to varying degrees) from structural properties
of the agent’s underlying mechanisms and of the en-
vironment, to pick out the features that give rise to
behavior that can be termed "emotional" by virtue
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of its (approximate) equivalence to that observed 
natural systems.

Whereas the first sense of "functional" is something
that results must prove, the second one can help guide
the design of artificial emotional systems.

Let us first sketch some of the roles that emotions
seem to play in animals and humans, to examine later
whether (and how) it makes sense to transpose these
roles to artificial (agent plus environment) systems.

Emotions in biological systems
The nature and role of emotions in biological systems
are still not completely agreed upon nowadays. It is
even questioned (LeDoux 1996) that all emotional phe-
nomena serve the same purpose, and it may well be
that different emotions involve different brain systems
that evolved for diverse reasons. As for their con-
stituents, several related components are usually dis-
tinguished in the development and expression of emo-
tions (Kandel et a1.1995): the recognition of an impor-
tant event; an emotional experience in the cortex that
mediates outgoing signals to peripheral structures; and
reflexive autonomic and visceral responses that prepare
the body for action, some of which are also externally
observable. Emotions can be more adequately charac-
terized as processes of dynamic nature (Mandler 1985;
Pfeifer 1991) that integrate causally related processes
of several subsystems: the physiological, the cognitive-
evaluative, the communicative-expressive, and the sub-
jective experience subsystems. Emotions then can be
seen as "constructs which allow causally related com-
plex dynamic states of the four subsystems to be charac-
terized and identified simoultaneously" (Pfeifer 1991).
Concerning functions, we can follow (Buck 1986) 
summarize the main roles of emotion as involving (bod-
ily) adaptation, social communication, and subjective
experience.

Emotions are adaptive mechanisms that allow to deal
with events, both internal and external, which are im-
portant for the survival of the agent (and the species) 
a particular environment (LeDoux 1996). In this sense,
they are considered as remnants of the creature’s evo-
lutionary past.

Emotions play also a major role in motivating and
guiding action. At the simplest level, the categorization
of events as pleasant/unpleasant, beneficial/noxious,
turns "neutral" stimuli into something to be pursued
or avoided. This idea lies at the heart of operant condi-
tioning theories of learning. Due to their generality of
object, time, intensity, and density, emotions amplify
the effects of motivations, which are stimulus-specific
and need an urgent satisfaction (Tomkins 1984). For
some authors, such as Frijda, emotions themselves carry
"action tendencies", states of readiness to respond to
the environment or rather to "establish, maintain, or
disrupt a relationship with the environment" (Frijda
1986). The role that emotions play in decision making
(activity selection) and social relations has been evi-
denced by Damasio’s studies of patients with damage

to the prefrontal cortex and the amygdala (Damasio
1994).

Affective phenomena also constitute an individuation
mechanism that contributes to shape the personality of
an individual. Moods, temperaments, and the emotions
they contribute to elicit play a major role in the way
an individual perceives and interacts with its environ-
ment, and also in how it is perceived and assigned a
social "label" by others. The "affective personality" of
an individual certainly has a biological ground, but it
is mostly shaped by the history of the interactions of
the individual with its (both physical and social) envi-
ronment, and at each point in time it is a function of
its (implicit and explicit) memory of this history.

For some authors, emotions come into play as soon
as (and only when) we consider an individual in inter-
action with its social environment. The external mani-
festations of emotions can play a major role as "signal-
ing" mechanisms1, at several levels. First, they play a
role of social re/erence (Dantzer 1994). The emotional
expression of an individual can be used by another to
"assess" the type of situation it is confronted with and
adapt its behavior accordingly. In some cases, emo-
tional expression seems to have a communicative role.
Although the external manifestations of emotions can
be seen as ritualizations of behaviors that were instru-
mental in achieving some survival-related goal, they can
also be controlled to some extent and be intentionally
used to let the others know one’s emotional state so
that they can make expectations about our own behav-
ior or the situation we are confronted with. Emotions
can thus be said to carry some "information content".

Emotions also contribute to the construction of in-
tersubjectivity. The recognition of the emotional state
of a conspecific allows an animal to have certain expec-
tations with respect to the other’s behavior, but also
to adapt its behavior and emotional state accordingly.
For example, an animal will rarely attack another that
shows signs of submission or sadness. In this sense,
emotions contribute to the elaboration of the image an
individual has of itself with respect to the partner it is
interacting with.

Social constructivists have made special emphasis on
the socially constructed nature of emotions to consider
them as a special kind of social role. For these au-
thors, emotions are not characterized by set of particu-
lar physiological features that must occur for a certain
emotion to be present, but by a socially prescribed set
of responses to be followed by a person in a given situa-
tion. They constitute (learned) social rules that tell the
proper way to appraise a situation. Emotions also carry
social values and are to a large extent moral judge-
ments that have important social functions (Armon-
Jones 1986). The way in which we experience and cate-
gorize emotions is also largely influenced by society. In
Western cultures, emotions are categorized according to

1This does not imply that emotions evolved primarily as
a communication tool.
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self-centered internal states or subjective feelings, and
experienced as passions that take over our mind and be-
havior and over which we have very little or no control.
On the contrary, in other cultures such as the Ifaluk,
emotions seem to be categorized according to the social
situations in which they occur, as reported by (Lutz
1988). This is not in contradiction with the fact of
emotions corresponding to internal states, even though
they can be defined and elicited by social relations.

Artificial emotions
In principle, it seems perfectly meaningful to conceive
of an autonomous agent endowed with an emotional
system showing all the above-mentioned functionalities
(i.e., with an emotional apparatus of human-level com-
plexity) if this agent were to inhabit an environment as
rich and complex as we humans do. This complexity
can be seen both from the point of view of the con-
stituents of emotion, and from the point of view of the
roles that emotional phenomena fulfill.

Let us first see what emotional components should be
incorporated in such an agent. According to Picard, an
artificial system can be (fully) said to have emotion 
it has the following five components which are present
in (healthy) human emotional systems (Picard 1997):

1. It has behavior that appears (to an external observer)
to arise from emotions.

2. It has fast, "primary" emotional responses to certain
inputs.

3. It can cognitively generate emotions by reasoning
about situations, standards, preferences, or expecta-
tions that concern its goals in some way or another.

4. It can have emotional experience, i.e., physiological
and cognitive awareness, and subjective feelings.

5. The system’s emotions interact with other processes
that imitate human cognitive and physical func-
tions, such as memory, perception, attention, learn-
ing, decision-making, concerns and motivations, reg-
ulatory mechanisms, immune system, etc.

The day may come when such level of complexity be-
comes necessary ... and possible! but the current state
of the art is still very far away from it. From the con-
stituents viewpoint, no current artificial system can be
fully said to have emotions in a human sense, but only
partial aspects of them. This is in principle no problem,
since not every artificial system needs such a complex
emotional system. The designer must carefully choose
the components and underlying mechanisms needed to
produce the emotional behavior needed in the agent-
plus-environment system at hand. However, not all the
components seem to be at the same level, and some of
them require the presence of others (more fundamen-
tal ones) in order to be properly grounded and fully
integrated into the system.

The fact whether (and to what extent) we are willing
to call "emotion" to such artificial systems requires, in
my opinion, the adoption of functional criteria.

From a functional point of view, we have to pay at-
tention to the properties of the structure of humans
(and more generally animals) and their environment
that can be transposed to a structurally different sys-
tem (agent plus environment) in order to give rise 
the same functions or roles. One example of such prop-
erties is provided by (Frijda 1995). First, humans can
be said to have the following properties relevant for the
understanding of emotion:

¯ They are autonomous.

¯ They have multiple ultimate goals or concerns.

¯ They possess the capacity to emit and respond to
social signals.

¯ They possess limited energy- and information-
processing resources and a single set of effectors.

The human environment presents the following char-
acteristics:

¯ It contains limited resources for the satisfaction of
concerns.

¯ It contains signals that opportunities for satisfaction
or occurrences of threats might be present.

¯ It is uncertain (probabilistic).

¯ It is in part social.

From these characteristics (relevant to the under-
standing of emotion) of the human system and envi-
ronment, Frijda concludes that the functions of emotion
are as follows:

¯ To signal the relevance of events for the concerns of
the system.

¯ To detect difficulties in solving problems posed by
these events in terms of assuring the satisfaction of
concerns.

¯ To provide goals for plans for solving these problems
in case of difficulties, resetting goal priorities and re-
allocating resources.

¯ To do this in parallel for all concerns, simultaneously
working toward whatever goal the system is actively
pursuing at a given moment and in the absence of
any actually pursued goal.

A system possessing mechanisms that fulfill (some
of) these roles can thus be said to (partially) have emo-
tions from a functional viewpoint. These requirements
seem to be easier to attain than the "components" ones,
and also leave more freedom concerning the particular
elements to be used in order to achieve these functional-
ities. This theory is a functionalist one in the two senses
mentioned above. On the one hand, emotions are seen
as states of action readiness that promote the execution
of behaviors that alter the relationships between the in-
dividual and its environment in a way that is beneficial
for the individual’s concerns. On the other hand, the
proposed functions of emotions are valid across struc-
turally different architectures and environments. As
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Frijda himself points out, this model is underspecified as
far as the underlying design and implementation mech-
anisms are concerned, and many problems and design
issues remain open.

Problems and Open Issues

Some of the issues and design choices that the func-
tional view of artificial emotions leaves unanswered are
the following.

Level of modeling and complexity

Building an agent with a full human-level emotional
system can be a very challenging and perfectly legiti-
mate scientific endeavor, although it is still well beyond
our possibilities. However, from an engineering point of
view, it is a pointless task in most cases--whenever we
are not trying to build full human-level agents (and even
attempts to build humanoid robots are still far from
reaching the full complexity of human interaction).

As Pfeifer has pointed out (Pfeifer 1994), most 
systems tend to be overdesigned, and the same applies
to artificial emotional systems. Endowing a system with
emotion has no positive value in itself, and the fact that
the system has "more (human-level) emotion" does not
necessarily mean that it is more adapted or better. On
the contrary, we have to show that the inclusion of emo-
tional components adds something to the system, and
in particular to a (or some) specific aspect(s) of its 
havior. Emotions are included with a purpose in mind,
and therefore we must carefully choose the mechanisms
we need for the system to display the desired behav-
ior, and at what level it is meaningful to model them
within our architecture. This choice must be guided
by functional criteria (what do we need emotions for in
this particular system and situation?), and must take
into account the complexity of the system-environment
interaction. This idea still leaves open the problem
(and a very tough engineering problem, indeed!) of the
choice of the level at which we model emotion (i.e., what
"primitives" we choose as a starting point?). The an-
swer to this largely depends on the type of model we
are using--"black box"/phenomenon-based, where we
must explicitly include in the model the elements that
will produce the desired behaviors, or "process"/design-
based, where the model must go below the level of the
phenomenon under study to allow emotional behavior
naturally emerge out of the system’s interactions with
its environment (Pfeifer 1993).

In any case, we must bear in mind, as the much-cited
example of Simon’s ant (Simon 1982) walking along the
beach reminds us, that the complexity of the observed
behavior does not depend on the complexity of the un-
derlying mechanisms, but on the complexity of the in-
teractions of the agent with its environment. Two good
examples of this principle applied to emotional agents
are Toda’s Fungus Eaters (Toda 1982) and Braiten-
berg’s "fear"and "love" cars (Braitenberg 1984).

The corollary of this is: Do not put more emotion in

your system than what is required by the complexity of
the system-environment interaction.

Engineered versus "evolved" emotions

The question of the level at which we should model emo-
tion raises another issue closely related to it: Should we
(and how much) "engineer" emotions into the system 
should we let it develop its own emotions? Although the
"New Fungus Eaters" approach (Pfeifer 1993; Pfeifer
1994) attributes the lack of progress in the field to the
adoption of an engineering approach, I believe that both
views can be valid depending on the purpose we have in
mind when including emotions in an artificial system,
and that advantages and disadvantages can be found in
both approaches.

By "engineering" emotions I mean including an ex-
plicit model of (some) emotional constituents. This
type of approach can be useful when the reason for in-
cluding emotions in the design is to provide the system
with some particular mechanisms that achieve some of
the roles that emotions play in biological systems. In
this case, the elements we include should be intended to
endow the system with a particular functionality, and
we must be very careful not to overdesign and to clearly
assess the impact that the introduction of the different
design elements have on the system behavior. For ex-
ample, in (Cafiamero 1997), a set of basic emotions are
modeled (at the physiological level only) to provide the
agents with particular mechanisms that allow them to
deal with "urgent" events of various kinds, e.g., "fear"
constitutes a defense mechanism against dangerous sit-
uations, "sadness" is a mechanism that prevents the
agent from investing too much energ5T in acting when
this could be too costly for it, "boredom" is a mecha-
nism to prevent getting traped in a repetitive and inef-
ficient activity, etc. One could argue that these mech-
anisms could have been developed by the agent itself,
or that they should be emergent rather than explicitly
modeled. In both cases, this would have been too costly
given the complexity of the agent architecture, and none
of these approaches could have guaranteed that the de-
sired functionalities would have been achieved. An-
other characteristic of "engineered" models of emotions
is that they usually draw inspiration from elements that
are found in natural systems. This practice can be a
very useful design heuristics that also makes the system
and its resulting behavior more understandable from an
external observer’s point of view. The other side of the
coin is the risk of anthropomorphism; for example, the
use in an artificial system of the same basic emotions
attributed to humans can lead an observer to misinter-
pret (and overattribute) the role that those emotions
play in the artificial system. Anthropomorphism can
also lead very easily to overdesigning the system, and
it raises the question whether the same emotions that
appear in humans make sense for a (much simpler) ar-
tificial agent inhabiting a very different kind of envi-
ronment. Engineered models lead to other problems as
well. If we engineer (inform, bias) the system too much,
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we are faced with the problem of putting into the sys-
tem exactly what we want to get out of it. The choice
of the right primitives is a hard problem too, since no
ready-made guidelines are at our disposal, and a wrong
choice can be very costly. Although inspiration from
nature can provide good heuristics, much experimen-
tation, documentation and analysis of the results that
can provide some guidelines for the future, are needed.
Finally, explicit models of some of the constituents of
emotions are usually difficult to scale-up.

Let us now consider the case of systems that de-
velop their own emotions through their interactions
with the environment, either as emergent phenomena
or by artificial evolution. This approach makes more
sense when what we want is to investigate the roles
that emotions play in agent-environment situations of
different levels of complexity, and how the complexity of
the agent-environment system relates to the complexity
of the emotional phenomena that emerge. Anthropo-
morphism can still arise (and it usually does) from 
observer’s point of view, but the negative implications
it has as far as system design is concerned do not ap-
ply here. One could say that such systems only show
the emotion-related phenomena that are meaningful for
them, and therefore that emotions are fully grounded
in this case. However, if the artificial (agent plus en-
vironment) systems are too far from existing natural
models, it can be difficult to tell why and when emo-
tional behavior arises, or whether it arises at all. It
has even been questioned (Wehrle 1998) that speak-
ing of emotion can make sense in that case. In order
to avoid these problems, some functional equivalence
between the features of the agent and its environment,
and those of biological systems endowed with emotions,
such as those proposed by Frijda, must be preserved.

Evaluation
Another fundamental problem that was implicit in the
previous two is how to assess the contribution of emo-
tion to the system. This is no easy task for several rea-
sons, the first one being the own complexity and muti-
facetedness of emotional phenomena, and their tight
connection with other cognitive and physical functions.

Phenomenon-based (analytic) approaches, which
start with an explicit model of emotion to produce out-
comes similar to those observed in natural systems, can
evaluate whether the emotional phenomena produced
correspond to those that were expected from the model
and by comparing the system behavior to that of an
"equivalent" biological system. However, it is usually
difficult for these type of systems to show the functional
or adaptive value of emotions, and almost the only way
this can be done is by comparing the behavior of the
system before and after the incorporation of emotions
in the same type of situations.

Design-based (synthetic) approaches, focusing 
how the system must be designed to produce certain
emotional behaviors, must study the observed behav-
iors, try to elucidate, from an external observer’s point

of view, which of those behaviors can be considered as
"emotional" (a very subjective and possibly anthropo-
morphistic attribution), and then establish a correla-
tion with the agent’s mechanisms and internal states.
Although (Pfeifer 1991) points that, since we are the
designers of the system, there should be in principle no
problem to do this, experience shows that this is far
from being a straightforward task. Having the agent
-identify its own emotional states and exploit them to
organize and control its behavior could provide a more
valid way of assessing the role of emotions and evalu-
ating their contribution as adaptive mechanisms, but
again the learning mechanisms needed to do this are
far from trivial.

A no minor problem comes from the fact that re-
search in this field is only starting, and steps are given
in a rather ad hoc manner. Individual researchers or
groups work in isolation from each other, and it is diffi-
cult not only to evaluate individual progress, but also to
compare different systems and results. The establish-
ment of metrics, common evaluation criteria, testbeds,
and standard tasks and environments are needed if we
are to avoid what Pattie Maes feared could happen to
autonomous agents research (Maes 1995): "Research 
autonomous agents has adopted very task-driven, prag-
matic solutions. As a result, the agents built using this
approach end up looking more like ’a bag of hacks and
tricks’ than an embodiment of a set of more general laws
and principles. Does this mean that the field will evolve
into a (systems) engineering discipline, or will we find
a path toward becoming a more scientific discipline?"

A systematic analysis of the fundamental underly-
ing principles and of the results are also necessary to
make research in artificial emotion better founded. A
first step implies making our assumptions and hypothe-
ses explicit, starting with the functional view one, and
carefully investigating how our results stem from them.
This will not only contribute to the field’s theoretical
soundness, but also to the possibility or reusing, repro-
ducing, and comparing experiments and designs.

Implications for Design
If the functional view of artificial emotions leaves open
many issues concerning the design of emotional systems,
it can also guide the design of these systems.

I adhere to the idea proposed by Pfeifer (Pfeifer 1993)
that models of artificial emotions must focus on de-
sign, i.e. on the underlying mechanisms that allow to
produce the desired emotional behaviors2, and I think
this applies to both, black-box and process models. I
also follow "Nouvetle AI" in saying that design must be
guided by requirements (Brooks 1991) on the system
and on its interactions with the particular environment
it is embedded in. The functional view of emotion can
provide these requirements for emotional agents. De-

2The same idea, applied to the study of emotions in nat-
ural systems, underlies the work of some neurobiologists,
such as (LeDoux 1996)



sign must be guided by the following question: What
does this particular (type of) agent need emotions for
in the concrete environment it inhabits? (for what ac-
tivities?) The underlying mechanisms allowing to pro-
duce the desired emotional behaviors must be worked
out keeping this question in mind. Let us take, for
instance, the requirements on agent and environment,
and the roles of emotions proposed by Frijda and pre-
sented in a previous section. This proposal seems to
naturally couple with the principles advocated by the
Nouvelle AI methodology for the design of autonomous
agents. Some of them, that can be related to the view of
emotions as mechanisms (or rather processes) that con-
tribute to the satisfaction of the individual’s concerns,
have already been proposed for the design of intelli-
gent agents within the "New ~ngus Eaters" approach
to emotion (Pfeifer 1994): complete (autonomous, situ-
ated, embodied, and self-sufficient) agents, connection
of emotional processes with bodily activities and be-
havior, emergent functionality. The principle of par-
allel activity-producing subsystems is also applicable,
since emotions have to contribute in parallel to the sat-
isfaction of all concerns. Finally, incremental design
and testing can help to prevent the problem of overde-
sign, allowing at the same time to better understand
the relationships between mechanisms and emotional
behavior. Again the principle here is not to put into
the system more emotion than needed. This should be
kept in mind if we want artificial emotional agents to be
a well-founded piece of engineering and scientific work,
rather than cute ’bags of hacks and tricks’.
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