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Instituto Superior T´ecnico
Rua Rovisco Pais, 1
1096 Lisboa Codex

Portugal
fyoda,lmmc,cpfg@isr.ist.utl.pt

Abstract

In this paper we present and discuss a conceptual framework
to design and constructemotion-basedagents. We hypothe-
size that these agents exhibit a sensori-motor intelligence ca-
pable of providing them competence to cope with real, ag-
gressive, and unpredictable environments. We sustain that
such intelligence — based on a structured pictoric knowledge
representation — can bridge the gap between purely reactive
agents and complex, logic based, reasoning systems.

It is not at all surprising that we only need to apply our intelli-
gence to understand the workings of our rational reasoning mech-
anisms. What is not so rational is to apply only our reasoning
mechanisms to understand the workings of our surprising intelli-
gence.

Conceptual Issues
Emotions have been considered, for decades, as something
that lies on the antipodes of rationality. As a matter of fact,
emotional behavior has been thought as characteristic of ir-
rational animals and so should be avoided by human be-
ings when reaching a certain degree of “perfection.” How-
ever, consider the competence of certain mammals as dogs
or cats: they not only survive in a demanding environment
but they also perform tasks, learn, survive, adapt themselves
and make adequate decisions even when faced with unfamil-
iar situations. And certainly they do not reason (at least in
the sense that is accepted by the artificial intelligence com-
munity — infer new knowledge,verballyrepresented, from
existing one). What these animals exhibit is asensori-motor
intelligence which none of our robots possesses. According
to J. Piaget,sensori-motorintelligence is “essentially prac-
tical — that is, aimed at getting results rather than at stating
truths — this intelligence nevertheless succeeds in eventu-
ally solving numerous problems of action (such as reaching
distant or hidden objects) by constructing a complex system
of action-schemes and organizing reality in terms of spatio-
temporal and causal structures. In the absence of language
or symbolic function, however, these constructions are made
with the sole support of perceptions and movements and thus
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by means of a sensori-motor coordination of actions, with-
out the intervention of representation or thought.” (Piaget &
Inhelder 1969). Following recent results from the research
in the field of neurosciences, we hypothesize that this kind
of fundamental intelligence, particularly adequate to deci-
sion making in situations demanding urgent action, results
from the workings of the machinery of emotions (Damasio
1994). In this paper we address the problem of analyzing,
modeling, and implementingemotion-basedagents.

We call these agents emotion-based (Ventura & Pinto-
Ferreira 1998a; Ventura, Custódio, & Pinto-Ferreira 1998)
because their behavior is guided, not by reasoning — under
some inference mechanism — but by deliberating what to do
as a function of the environment and from previous associa-
tions between stimuli and an evaluation in terms of “good”
and “bad” (for the agent itself and for others, when a social
behavior is established).

It should be stressed that there is a great deal of human life
that is often referred to as emotional which isnot explained
by the architecture described here: e.g., the phenomena dis-
cussed by novelists, poets, etc., for instance the burning am-
bition to become an Olympic champion, the apprehension
about the outcome of a medical examination, the concern
for the education of one’s children, to name a few1. Here we
follow the point of view of Damasio who distinguishes be-
tween emotions and feelings, the latter demanding a mech-
anism of consciousness and therefore being responsible for
the mentioned phenomena. Our aim is much more modest:
we just would like to reach the competence in decision mak-
ing of simple mammals as dogs or cats.

...all emotions generate feelings if you are awake and
alert, but not all feelings originate on emotions. –in
(Damasio 1994) (pg. 143).

Furthermore, emotion-based agents should be boot-
strapped by the incorporation ofbuilt-in associations with
respect to certain fundamental stimuli — the ones that are
crucial for the survival and the well being of the specie un-
der consideration. On top of these basic associations, others
are learnt depending on the context and the feedback pro-
vided by the environment.

As survival is the main endeavor of living beings, the con-
cern to survive is present, particularly, at different levels of

1We transcribe here a remark detached from the feedback pro-
vided by the workshop reviewer.
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the human decision making mechanisms. At a very basic
level, survival depends on quick reaction to certain environ-
ment threats — as, for example, when a rapid movement
of the body results from something burning our skin. This
kind of behavior, brought to the field of artificial intelligence
by Rodney Brooks has motivated the research in the area of
reactiveplanning (Brooks 1989). On the other hand, high-
level cognitive activities as long term planning, for example,
are also devoted to survival, albeit being related with the
long run activities of human beings. Beyond and besides
the fact that the latter is not present in almost all mammals,
the former is not powerful enough to cope with usual de-
cision making and, as a consequence, there is a gap to fill
between these two extreme strategies. Hence, we hypothe-
size that, instead of trying to synthesize either complex ra-
tional reasoning systems or reactive robotic insects it seems
wiser to implement agents that exhibit sensori-motor intelli-
gence. It should be stressed that this form of intelligence
is much more sophisticated (and powerful) than a simple
mapping between a set of sensor readings and actuator in-
puts. Notwithstanding, systems based on sensori-motor in-
telligence have a structure oriented to perform efficiently, in
terms of quick and adequate decision making under incom-
plete knowledge, capable of dealing with the complexity of
real, dynamic, aggressive and unpredictable environments.
A robotic agent qualified to perform tasks as competently as
a domestic dog or cat could accomplish, with some comple-
mentary tools, the majority of engineering tasks needed in
real-world applications.

When exposed to real world situations, agents ought to
efficiently determinewhat is present in the scene andhowto
cope with it. These two efforts have different objectives: the
former is intended to identification and recognition purposes
whereas the latter is directed to determine what is the correct
decision to make. Imagine that you are confronted with an
exotic being, as happened some centuries ago with Mendes
Pinto when he saw a kangaroo for the first time2: it is indis-
pensable to determine the“it looks like a ...” and the“as it
does not seem dangerous...”. The what (or the who) results
from a process of pattern recognition and the outcome could
be something like“it looks like a rat.” On the other hand, the
second determination relies upon feature extraction:“is it a
huge animal?,” “does it move fast?,” “what is its prevailing
color?,” and so on. To cope with the complexity of real-time
decision making under partial knowledge, mammals seem to
intertwine these two determinations in such a way that they
help each other mutually. That is to say, the“it looks like
a...” helps in the determination of whether some special de-
cision should be made and, on the other hand, the feature
extraction is essential to efficiently determine the“what or
who is it?.”

In sum, our basic assumption is that emotion-based agents
process stimuli,simultaneously, under two differing per-
spectives: acognitiveone, devoted to pattern recognition
and aperceptualone, dedicated to extract relevant features

2Fernão Mendes Pinto — a Portuguese writer who was one of
the first Europeans to reach Australia. He described kangaroos as
huge rats jumping across the jungle, carrying their nice offspring
in a bag. (Imagine the (in)credibility of his writings!).

found in the stimulus3. Both processing mechanisms are
crucial; however, the former is doomed to be slow (due to the
complexity of its task) whereas the latter is fast. As the re-
sults of the perceptual processing come up before of the cog-
nitive one, they are used to ease the process of search which
is required in the pattern recognition process. This dou-
ble layering has been discussed in several biological mod-
els of human emotions: namely the Cannon-Bard theory
((LeDoux 1996), pg. 82–85) and the Papez circuit theory
((LeDoux 1996), pg. 87–90).

The perceptual processing aims at determining the pres-
ence and the intensity of certain features found in the stim-
ulus. For instance, the mentioned alien being is much
more frightening (to human beings) if it has huge dimen-
sions, intense colors, high speed, and a powerful voice than
being small-sized, blue pastel colored, slow and deliver-
ing a muttering sound. The “perceptual image” detached
from the processing effort is fundamental for assessing the
(un)desirability of the situation and consequently to decide
what to do. This perceptual image can be conceptualized as
a vector of feature magnitudes that can be transcribed into
a desirability vectorhaving components in terms of degrees
of fear, pleasure, pain, and so on. The desirability vector
can be translated into a set of decisions and, after further
processing, into courses of action as, for instance, run away,
attack, approach, avoid, and so on. It should be stressed why
the perceptual processing is quick when compared with the
cognitive one: to assess the dimension of objects, prevailing
colors, optical flow, sound intensities is much easier than ef-
fecting pattern recognition.

On the other hand, the cognitive processing mechanism
aims at finding a pattern (or a set of patterns) that approx-
imately match the incoming image — the one under pro-
cessing. Due to the search which is presupposed in such
a process, it is forcibly time consuming. To circumvent
this problem, cognitive and perceptual images are stored
in memory following a structured knowledge representation
mechanism. The intertwining of these two processing mech-
anisms — cognitive and perceptual — is based on marking
the “cognitive image” (to store in memory) with the corre-
sponding “perceptual image” both detached from the origi-
nal stimulus. Notice that a perceptual image indexes a small
set of cognitive images in memory and, as a consequence,
the search for a cognitive match is eased by drastically re-
ducing the number of possible candidates to match with the
incoming cognitive image. That is to say, thewhat-is-it (or
the who) and thehow-is-itare linked together for future uti-
lization. This marking mechanism was inspired on the semi-
nal work of Damasio (Damasio 1994). In the context of this
research, the concept of cognitive image should be under-
stood, not as a retinal image,stricto senso,but as referring
to the information provided by sensors (not necessarily vi-
sion systems), at a certain moment of time, in the presence
of a complex stimulus:

If you look out the window at the autumn landscape,
or listen to the music playing in the background, or
run your fingers over a smooth metal surface, or read

3We find the terms “cognitive” and “perceptual” not quite ap-
propriate, but we were unable to find better ones.



these words, line after line down this page, you are per-
ceiving, and thereby forming images of varied sensory
modalities. –in (Damasio 1994) (pg. 96).

The evaluation of perceptual images in terms of desirabil-
ity depends on the specie under consideration: the color red,
for example, means (that is to say is associated with a par-
ticular desirability vector) different things to a bull or to a
rabbit. As mentioned, there is a number of essentialbuilt-in
associations, which constitute the roots of basic meaning4,
between perceptual images and the corresponding decision
making. Other associations are learnt by experience — on
top of previous, built-in or already learnt — as a function
of the context and the feedback the agent receives from the
environment. A (possibly small) set of built-in associations,
cognitive image/perceptual image is fundamental to boot-
strap emotion-based systems.

Without the help provided by the corresponding percep-
tual cues, the cognitive processing is not only slow but it is
also unreliable. Consider the case when the cognitive pro-
cessor finds in memory two (or more) images that roughly
match with the one being acquired: choosing the one which
is closer to it (given only a “cognitive metric”) can be mis-
leading. Imagine the case of two very similar individuals
who happen to be very different in nature: one is very ag-
gressive and harmful and the other is kind and gentle. In
order to discriminate them we should attach to the cogni-
tive image of each one differing perceptual images. Imagine
how dangerous should be trying to determine who is who
solely on the basis of a cognitive match! This seems to be
the root of the competence of human beings (and animals)
in exhibiting expert discrimination: that is to say, the abil-
ity of finding very small differences between two apparently
similar individuals and objects.

Consider the Figure 1 where four possibilities involving
the results of the cognitive and the perceptual processing re-
sults are depicted.
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Figure 1: Illustration of the four possibilities of the cognitive
and perceptual processing results.

4For a discussion on “meaning” in the context of this architec-
ture see (Ventura & Pinto-Ferreira 1998b).

When the perceptual image provides a strong impression,
that is to say, the magnitudes of all, or certain perceptual im-
age components are high and the cognitive processor finds
a matching image in memory, it means that the object be-
ing analyzed is known and relevant. Depending on the as-
sessment of the stimulus — in terms of desirability resulting
from the perceptual processing — it can be labeled either as
“good” or as “bad.” As a consequence different courses of
action can result: in the former case, approach, and in the
latter, fight or run away5.

Now consider that a stimulus provides a cognitive image
that is familiar, that is to say it is possible to find a pattern
in memory matching the incoming one. Moreover, suppose
that the perceptual image does not bring bold impressions:
the dominant color is soft, the image is quiescent, and so
on. As a consequence, the agent simply ignores the stimu-
lus as “irrelevant” and no decision is made. This is a very
comfortable situation.

A third situation deserving attention is the case when nei-
ther a matching image is found in memory nor the result
of the perceptual processing brings bold results (that is to
say, the magnitude of the perceptual image components is
low). In such a case, the stimulus is irrelevant and no special
course of action is chosen. To decide what to do when facing
irrelevant stimuli is a key aspect of intelligence. Moreover,
it can save memory space and computation time if the agent
simply ignores the stimuli even in terms of storing and keep-
ing new images in memory. Dealing adequately with the
unknown is one of the interesting characteristics of human
beings.

The last case is characterized by a strong perceptual
impression and simultaneously by the failure in finding a
matching image in memory. This is an alarming situation:
the agent is facing something that is very impressive (in ei-
ther a “good” or a “bad” sense) but it does not know what
it can be. The adequate courses of action to follow are: in
the former case, perhaps expectancy and curiosity, but in the
latter it is panic. This corresponds to the situation already
mentioned of facing an alien being, with the special charac-
teristic of being frightening. Of course there are degrees of
magnitude in the perceptual analysis of aliens: from a kan-
garoo to certain alien monsters of the science fiction there
are huge differences.

A different analysis can be done if we consider that not
all stimuli are complete, in the sense that they do not al-
ways convey complete information. For instance, consider
a movie: in such a case, we can assert that the cognitive
processor extracts a set of intelligible images. However, it
lacks, for example, the smell, the tactile information, among
other aspects which are usually utilized to compose the per-
ceptual image. Notwithstanding, we are capable of (almost)
recovering the whole “picture” as the incomplete percep-
tual image is capable of recalling an adequate set of images
and select them as candidates to the process of matching6.

5The marking mechanism can explain the difficulty of convinc-
ing individuals, using only “rational” arguments, to abandon cer-
tain fobic behaviors.

6Is the lack of certain perceptual image components an indica-
tion that the stimulus is a representation instead of the real object?



As the cognitive images are stored, marked with the corre-
sponding perceptual image, it can be also recovered. On the
other hand, there are stimuli that are very difficult to pro-
cess: imagine an abstract picture; if it is poor in terms of
color and transitions, the perceptual image is not bold, and
as a consequence, the identification of the matter should al-
most only be done by a cognitive effort. However, this effort
can also be frustrated by the fact that the pattern is not found
in memory.

In these cases people use to assert that the picture is mean-
ingless.

However, if the perceptual image is bold, the stimulus is
marked, and in the future, similar pictures will be recognized
and a contextual learning was reached.

It would be ironic if we end up finding out that the as-
sessment of what is good and what is bad, and consequently,
what is beautiful and what is ugly are fundamental issues in
engendering the roots of intelligence.

Surprisingly — or not — ethics and aesthetics can play an
indispensable role as guides to understand the world. Can
you imagine better heuristic functions?

“The robot had no feelings, only positronic surges that mimicked
those feelings. (And perhaps human beings had no feelings, only
neuronic surges that were interpreted as feelings.)”

“The Robots of Dawn,” Isaac Asimov (Asimov 1994)

Implementation Issues
The agent we are constructing interacts with its environment
from which it receives stimuli and where it acts upon. The
figure 2 depicts the flow resulting from processing external
stimuli.

As mentioned, each stimulus is processed under two dif-
ferent perspectives. The first one extracts acognitive im-
age7 aimed to pattern matching and is rich enough to al-
low a fairly good reconstruction of the original stimulus, and
the second one creates aperceptual imagethat is a simple,
small, reduced set of essential features which are meaningful
to the agent in the sense that they form the built-in substra-
tum (e.g., a vector of features like size, fast movement, quick
approach, threatening color, etc.).

After the double-processing of each stimulusS, and the
consequent extraction of a cognitiveIc and perceptualIp
images, they must be evaluated under the light of the agent’s
memory. This memory is organized in two structures: a bank
of cognitive imagesMc and a bank of perceptual images
Mp. The images in the first bank may have aperceptual
mark, which is a pointer to a perceptual image inMp. Cog-
nitive images usually have this mark, since it is the only way
to assign basic perceptual meaning to them. Otherwise, they
are irrelevant as far as the agent is concerned. Note that
may be more sophisticated ways of assigning meaning, e.g.,
through associations between cognitive images, but they are
not yet considered in the present work.

7We will use the term “image” to denote a more general repre-
sentation of stimuli, e.g. not only visual images but also auditory
ones, tactile, etc.

Furthermore, perceptual images in theMp may have a list
of cognitive images present atMc, which provides a way of
indexing a set of cognitive images which the agent finds rele-
vant in connection with the correspondent perceptual image.

There is then a double-way referencing scheme between
the cognitive memory and the perceptual one. When the
agent matches an external stimulus with one image from one
of the memory banks, this scheme allows it to grasp a more
general cognitive/perceptual context which is essential to an
appropriate assessment of the situation.

One of the objectives of this architecture is to derive
courses of action from the stimuli perceived by the agent. To
reach this desideratum, a cognitiveAc and a perceptualAp
final assessment of the situation have to be obtained. These
assessments are images which may came from the memory
banks, or even be a combination of input and memorized
images.

At this point the agent has a cognitive and a perceptual
image extracted from the external stimulus. The next step
consists in looking up the memory for matching images. As
perceptual images are simple and compact representations,
it is much faster to find matches at the perceptual memory
to this perceptual image. Cognitives matches would appear
much latter if the memory were looked up independently.
However it is more convenient to use the outcoming results
from the perceptual lookup to aid the search for a cognitive
match.

This process can go on (progressively using perceptual
images with a less strong match to index further sets of cog-
nitive images) and ultimately the rest of the cognitive im-
ages atMc may be browsed. But as the cognitive memory
becomes filled with an arbitrarily huge amount of images,
this may become intractable: the decisive factor here is time.
If the agent is allowed more time to process, a more deep
search for cognitive matches can be attained. Note that if
the agent is required to act quickly, it is limited to the first
attempts to match the incoming stimuli, which can be either
successful or not. In the latter case, it is important to stress
that the initial perceptual assessment can be used to derive a
course of action.

Note that if we short circuit the perceptual layer,i.e.,use
the incoming perceptual imageIp as the agent’s final as-
sessmentAp, a reactive level of competence is reached. To
understand why this is so, note that the structure of the per-
ceptual image is connected with the agent’s possible courses
of action. For instance, the approach of a huge object at high
speed conducts to a strong perceptual assessment, which
may lead the agent to quickly get out of the way. In this
sense, when the perceptual layer of the architecture is short-
circuited, the agent becomes a purely reactive one. There is
no learning (in terms of building new associations) and no
explicit representation of external objects.

However, as we add a cognitive layer providing a way to
assign perceptual meaning to cognitive images, and as the
agent learns these association through experience, a more
rich and complex behavior emerges. Let us take a closer
look to the above process of matching.

As soon as the agent double-processes the stimulus and
obtains a cognitiveIc and a perceptual imageIp, it uses the
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Figure 2: Processing flow of the agent — from external stimuli to decision/action.

later to lookup the perceptual memoryMp. At the same
time, this perceptual imageIp provides a first rough (and
reactive) assessment of the situation. If necessary (e.g., an
alarming situation), the agent can start at once taking any
preventive actions (e.g., stop, turn around, run away, etc.).
Meanwhile, the agent tries to match the cognitive imageIc

with images indexed by perceptual matches. As a result
(e.g., after a bounded time) the agent falls into one of the
following situations:

1. A cognitive match,IMc was found — this means that the
situation is known to the agent. The perceptual image
pointed by the cognitive match mark contains the percep-
tual assessment that the agent assigns to the recognized
situation. If this perceptual assessment is coherent (un-
der some criterion) with the incoming one, then there
is no surprise, and a course of action from this cogni-
tive/perceptual assessment can be taken safely. Further-
more, if there are still some differences between the two
perceptual images, the agent can update its memory, for
instance, to incorporate the features of the perceptual im-
age that are most discriminatory (change less), while oth-
ers can be considered irrelevant as far as a match is con-
cerned. However, if they are contradictory, this can mean
one of two things: first, that the environment has changed
and this change has to be incorporated, meaning that the
mark ofIMc has to be updated; second, that the cognitive
match is not accurate enough, meaning that the present
cognitive imageIc and the recalled oneIMc are different
in some essential detail which the agent was previously
unaware (note that since cognitive images are rather com-
plex, it is not trivial to find a generic matching criterion
that is appropriate in all contexts). In this case, it can be
said that the agent grasps the necessity ofdiscriminating
the two cognitive images. This can reveal a powerful cue
to the learning mechanism — a context-based learning
scheme. Note that if the matched cognitive image does
not contain any mark, and if the perceptual input is strong
enough, this perceptual image must be added to the per-
ceptual memory, a corresponding mark is attached to the
cognitive one, and the perceptual one starts indexing the
cognitive one.

2. No cognitive match was found but a perceptual one was
— this corresponds to a new cognitive situation with a
familiar “flavor” (perceptual match). The cognitive input
has to be added to the corresponding memory, marking
the perceptual match, and a link is added to the index of

cognitive image that the perceptual one contains. The re-
sulting assessment consists of the new cognitive image
and the matched perceptual one.

3. No match in either cognitive and perceptual memories —
this means that the agent is facing an entirely new situa-
tion. Both these images are linked together (mark onIc

and index onIp) and stored in memory. The agent has no
other assessment than the incoming image pair.

Note that it is given priority to cognitive matches since
if one is found, this surely corresponds to a more accurate
assessment of the situation (i.e., familiar). The perceptual
assessment serves here two purposes: first, to provide “re-
active” and basic assessment when the cognitive layer fails,
and second to assign meaning to the cognitive images, and
then drive the agent to act adequately.

A desirability vector is extracted from the perceptual as-
sessment, and then a decision is taken (which may trigger an
action of the agent). We envision this process as a successive
mapping, although it still remains an open issue.

Much was left to be said about the matching mechanism.
There are two mechanisms involved, one for the cognitive
match, and other to the perceptual one. The latter is prone to
be implemented with an association memory scheme, while
the former is much more refined, as there can be several ob-
jects in the scene. The agent has to be aware that distinct
objects can have distinct perceptual meanings. But note that
this is image processing embedded with rich contextual in-
formation, rather than traditional vision in the vacuum.

Final Remarks
The ultimate goal of this research is to construct an emo-
tional robot capable of dealing with unstructured, complex
environments. Therefore, we are not trying to optimize
some particular ability; we are rather interested in general
competence to learn, to adapt itself, and to survive. How-
ever, the presented framework is far from providing all the
necessary answers: other approaches, based on the Society
of Mind (Minsky 1988) paradigm to model emotional be-
ings (Cañamero 1997; Velásquez 1997), should also be in-
corporated in the proposed model.

Notwithstanding, in the future, we will have to cope with
the problem of incorporating the competence of reasoning
verbally. As illustrated by the following quote from Lewis
Carroll (Carroll 1986), emotional — pictoric based — and
verbal — logical oriented — forms of deliberation are nec-
essary to reach general intelligence. Tweedledum and Twee-



dledee (and also Alice, in a first phase) react emotionally to
a threat of their environment and decide adequately. Once in
a safe place, Alice starts inferring, jumping to conclusions,
and trying to anticipate the future:

“It was getting dark so suddenly that Alice thought there must be
a thunderstorm coming on. ‘What a thick black cloud that is!’ she
said. ‘And how fast it comes! Why, I do believe it’s got wings!’

‘It’s the crow!’ Tweedledum cried out in a shrill voice of alarm; and
the two brothers took to their heels and were of sight in a moment.

Alice ran a little way into the wood, and stopped under a large
tree. ‘It can never get at me here,’ she thought; ‘it’s far too large
to squeeze itself in among the trees. But I wish it wouldn’t flap
its wings so — it makes quite a hurricane in the wood — here’s
somebody shawl being blown away!’ [...]”
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Cañamero, D. 1997. Modelling motivations and emo-
tions as a basis for intelligent behavior. InProceedings
of Agents’97. ACM.
Carroll, L. 1986.Through the Looking-Glass. New York:
Exeter Books.
Damasio, A. R. 1994.Descartes’ Error: Emotion, Reason
and the Human Brain. Picador.
LeDoux, J. 1996.The Emotional Brain. Simon & Schuster.
Minsky, M. 1988.The Society of Mind. Touchstone.
Piaget, J., and Inhelder, B. 1969.The Psychology of the
Child. Basic Books, Inc.
Velásquez, J. D. 1997. Modeling emotions and other mo-
tivations in synthetic agents. InProceedings AAAI-97, 10–
15. AAAI.
Ventura, R., and Pinto-Ferreira, C. 1998a. Emotion-based
agents. InProceedings AAAI-98, 1204. AAAI.
Ventura, R., and Pinto-Ferreira, C. 1998b. Meaning en-
gines — revisiting the chinese room. (accepted to the
AAAI Fall Symposium 98).
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