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Abstract

Most current computational architectures used as engines for
software agents have been derived mainly from classic cognitive
science. In this paper we introduce a new computational
architecture, called DCOG, that has been motivated from an
ecologically oriented study of work. It blends ideas from
cognitive systems engineering with ideas from computational
neuroscience to produce an architecture that is expected to
provide more robust adaptive behavior, even under unanticipated
work conditions. We describe key architectural principles for this
new type of model and illustrate them through a discussion of a
model of an air traffic control software agent responsible for
airspace management. This model makes use of the DCOG
constructs of work domain knowledge and multi-threaded parallel
processing to achieve distributed, self-organized control. It also
exploits the coding of information as signs, symbols, and
affordances. Performance of the model, in comparison with
humans performing the same task, is briefly described. The
results suggest that the DCOG architecture yields outcome
behavior that is similar in style to and comparable in performance
with skilled human workers.

Introduction

Computational models of human behavior are being used
to drive the performance of software agents who
participate in complex interactive simulation exercises and
experiments. The software agents need to sense the
simulated world environment, accomplish both simple and
complex cognitive activities, such as planning, decision
making, and problem solving, and execute "intelligent"
action in the world. Human performance models used in
this manner may be regarded as applied computational
models of human behavior. The goal of this class of model
is to emulate human behavioral processes as accurately as
needed to meet the objectives of the interactive simulation
exercise. While applied computational models may be
useful in the study of actual human processes, they are not
developed for this purpose.

Users of agent-laden interactive simulations for warfighter
training and system development have noticed some
important general behavioral limitations of current agent
implementations. First, human actors in the simulation
exercise are able, over time, to predict the behavior of
software agents in situations where they could not predict
the behavior of actual expert human performers. Second,
software agents tend to fall into predictable, highly
stylized, and usually simple behavior patterns under task
conditions not anticipated by the model builder. These
limitations of software agents reduce the value of the
simulation exercise for human training, operational
concept assessment, and system design evaluation.
Advancements in the computational models that drive
software agents are needed to overcome these weaknesses.

In general, we need computation models that can drive
software agents that behave in an expert manner under
both normal and unusual or unanticipated work conditions,
and that experience degraded performance in a human-like
manner. Further, for many interactive simulation
exercises, we need multiple software agents to perform
comparable work in coordinated and uniquely
individualistic ways at a comparable level of expertise.
We believe these goals can best be met by the use of a new
type of computational architecture for software agents.

We call our computational architecture DCOG, which is
short for distributed cognition. In this architecture,
cognitive behavior is distributed in two ways. First, there
is no internal central executive that controls all behavior.
Rather, individual modules operate in parallel, exercise
local control, and form cross-module assemblies. Second,
the model is able to directly understand aspects of the
world environment in functional terms with respect to
required work and the prevailing situation. Hence, in some
sense we may say cognition is distributed over the
environment and is simply picked up for effective use, and
not dependent upon internal processing to transform
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impressed sensory signals. In broad terms, DCOG follows
a constraint satisfaction modeling paradigm. It is unique in
that it takes an ecological stance, emphasizes work, as
opposed to tasks, and includes "brain-level" constraints to
help bound behavioral processing in a neurologically
plausible way.

The purpose of this paper is to introduce this new type of
computational model of human behavior. It begins with a
brief discussion of the philosophical orientation that has
guided the design of the DCOG architecture. We next
discuss key constructs of the architecture and suggest how
they support the generation of robust adaptive behavior to
handle unanticipated work conditions. An initial version
of the architecture has been implemented in LISP to
produce a software agent that serves as an enroute air
traffic controller in a simulation environment. We briefly
describe aspects of the DCOG architecture in the context
of this computational model of human performance. This
discussion includes a performance comparison of the
model with human workers. The paper concludes with a
few general comments about the architecture and its
current state of development.

DCOG Architecture Overview

DCOG may be regarded as an approximate theory of
human behavior. It is expressed as a computational
architecture motivated from an ecological orientation that
focuses on work. An ecological orientation emphasizes the
importance of the work field as a major contributor to
shaping behavior (Gibson, 1979; Flach et al., 1995;
Vicente, 1999). The work field or domain is where work
takes place. Knowledge of the work domain is event
relevant while being event independent. The work field,
therefore, is distinct from work activities, which are event
depend.

A unique feature of DCOG is that it adheres to the work
domain-work activity distinction by encoding these two
different aspects of work as separate types of knowledge.
The architecture encodes a work domain as an abstraction-
decomposition space model, using the framework
developed by Rasmussen (1983; 1986; Rasmussen et al.,
1994). A context independent expression (i.e., generic
labels for the dimensions) of the Abstraction
Decomposition Space (ADS) is shown in Figure 1. 
abstraction dimension provides a functional description of
work, ranging from the purposes and values of the work
domain to its general functions and physical aspects.
Embedded in this abstraction dimension is a sliding why-
what-how or (structural) means-end relation that extends

over any three contiguous levels. This relation allows the
domain model to be related to work activity in a goal-
directed manner, with respect to properties of the work
field.

Figure 1. The trace of an engineer.

The second dimension of the framework expresses the
work domain as a system at different levels of resolution or
detail. That is, it encodes a whole-part relation. Thus, for
example, the work system can be decomposed into a set of
subsystems that, in turn, can be further broken down into
sets of assemblies and components. The complete work
domain model, therefore, provides a comprehensive yet
compact representation of the work domain (see Vicente,
1999 for a more detailed discussion of the ADS).

It is important to note that this form of work domain model
is functionally motivated yet represents the domain in a
structural manner. Each level along the abstraction
dimension identifies a different functional aspect of the
domain, and each item expressed in a cell addresses a
structural feature of the domain. The set of selected types
of structural features compactly describe an environment in
a manner directly relevant to understanding how work
activities are shaped by that environment. Further, because
it is motivated from a functional perspective but expressed
structurally, the framework is able to capture the
organizational structure of work. This characteristic can
then be profitably exploited as a basis for the generation of
adaptive work behavior to address unusual and
unanticipated conditions. The DCOG architecture takes
advantage of this feature of the work domain.

Work activity knowledge is separately encoded in DCOG.
We use the Decision Ladder modeling tool, also developed
by Rasmussen (1976, 1986; Vicente, 1999) as a way 
characterize the nature of work as control tasks in
information processing terms. In effect, information
processing language is used to "transform" the work



domain into the basic features of a work process. In
principle, these features provide a structural representation
of work. It can readily be used as the basis to logically
develop categories of work strategies that can be used by
an agent under different work domain states. This
structural knowledge of work is used in DCOG to encode
work states, individual differences in work style and levels
of expertise, as well as within-style changes to meet
different categories of work environment conditions.

Structural knowledge of the work domain and work
activities provides important resources and constraints for
agent behavior. They provide an ecological basis for
bounding the domain of expertise of the agent in a manner
that can be integrated with the prevailing work
environment state to generate skillful and adaptive work
behavior. Skillful behavior can take many different forms.
For example, experts with different backgrounds and
experiences often form different work trajectories through
the work space by how they strategically implement a
control task. Figure 1 shows a work trajectory, derived
from a verbal protocol analysis, for an engineer trouble
shooting a piece of electronic equipment (Rasmussen,
1986). Each node in the figure represents one statement
mapped onto the work domain framework. What is
characteristic about engineers in general is that they use
logical reasoning to determine how to diagnose the faulty
equipment. They think about which sub-assembly could
generate the fault, based upon the available data. They
then thoughtfully set a probe to test their hypothesis and
factor the result into their reasoning process.
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Figure 2. The trace of a technician.

O"The en~,lneer s strategy can be contrasted with the strategy
of an electronic technician, a trace of which is show in
Figure 2. The technician’s strategy can be summarized as
divide and conquer. They initially used measurements to
isolate the fault locus to half of the board. They would

then use another measurement to further narrow the fault
region until the problem was detected. They used minimal
reasoning about the functional characteristics of the
electronic board.

Both the engineer and technician have expert knowledge in
this work domain. But it is clear from Figures 1 and 2 that
they used different strategies to accomplish the work task.

Another study by Sperandio (1978) also indicates that 
expert may change strategy in relation to different work
situations. He noticed that air traffic controllers regularly
adopted different work strategies to keep cognitive
workload manageable as environmental demands changed.
In a low load condition (e.g., controlling three planes),
controllers would calculate the optimal flight path for each
plane based upon such variables as type of aircraft, speed,
course and altitude. As task demands increased (e.g.,
controlling four to six planes), controllers would adopt 
more cognitive economical strategy where they used
uniform speeds across aircraft and stereotyped flight plans
to control the aircraft. As task demands increased further
(e.g., controlling more than six planes) controllers would
create waiting buffers consisting of a stream of several
aircraft. When workload permitted, they would bring
aircraft off the buffer and towards the runway at a uniform
speed and descent path. In summary, in a low workload
condition controllers would try to both control an aircraft
and its optimal performance criteria while meeting all
safety concerns; as workload increased, the controllers
shifted their focus and cognitive strategy to maintain safety
considerations, while relaxing the concern for optimizing
aircraft flying criteria.

The representations of a work domain, control task and
task strategies, as part of the DCOG architecture, provide
essential knowledge resources and constraints needed to
bound the outcome behavior of a software agent. The
agent is able to demonstrate expert behavior in different
ways by the dynamic assembly of resources that are
responsive to the constraints of the work domain and
prevailing situation. By using knowledge of both the work
domain and work activities as part of the architecture, we
are able to develop computational models that can produce
expert level, self-organized adaptive behavior suitable for a
pre-defined work domain.

The constraints from knowledge of the work domain
structure and work activity structure may be regarded as
constraints that fundamentally originate from the
environment. They are ecological constraints. DCOG also
incorporates a third, powerful set of constraints from brain
neurophysiology. We, like many contemporary scientists,
subscribe to the view that the mind/brain consists of
numerous processing subsystems or modules. Individual
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brain modules provide specific functional abilities and
constraints to the mind. Sets of modules cooperatively
work together to solve problems in the process of
generating purposeful behavior. These constraint sources
are internal to the agent and reflect intrinsic or, more
broadly, information processing constraints. They include
constraints, for example, for directing and controlling eye
movements, resolving shapes, encoding percepts,
manipulating symbols, and executing action patterns with
available end effectors. Within the DCOG architecture,
work domain, control task, and task strategy knowledge
constraints and resources are co-mingled with these brain
level properties to produce a distributed computational
network.

It is important to recognize that while the work domain
model represents the ecology of the external work world, it
does not capture the prevailing world situation at any given
moment. The world situation made available to the DCOG
architecture, usually from a simulation, introduces a final
set of constraints that must be accommodated. Thus, it is
the constellation of constraints from these four sources that
all serve to shape the emergent, observable behavior of a
software agent being driven by a DCOG computational
architecture.

Work Domain/Work
Knowledge Constraints

Situated
Constraints

..... ~,~C

Brain Module Process
Constraints

Figure 3. Schematic representation of the DCOG
architecture.

DCOG may be visualized schematically as a web of
modules that include resources and constraints from the
various sources, as shown in Figure 3. The top three nodes
address knowledge of the work domain and work
activities- expressed as control task and task strategy
knowledge structures. The lower three nodes represent
brain modules that contain unique processing abilities and
limitations. Each module may contain many smaller
modules, each capable of some form of independent
processing. Here we identify three processing nodes:
vision, management, and motor. All nodes are active in

parallel, including any internal processing. In addition,
they may form complex coupling patterns among each
other, which is represented by the arcs in the figure. It is
through different coupling patterns that complex,
individual, and adaptive behavior emerges.

One aspect of associations across modules is that they
allow information from the prevailing environment to be
processed in different forms. We identify four forms in
DCOG: signals, signs, symbols, and affordances. A signal
is a simple associational trigger. It corresponds to the
activation of an observable reflexive behavior. A sign, in
contrast, is a learned association. The perception of a
"sign" produces a mapping from a sensory stimulus to a
phenomenal object. A symbol is a learned
conceptualization. The perception of a symbol
simultaneously produces a mapping from a sensory
stimulus to symbolic language and activates (what can be
called) conceptual understanding. An affordance is also a
learned conceptualization. The perception of an affordance
produces a mapping from a sensory stimulus to the goal
state of the actor and to the functional capabilities provided
by the percept (with respect to the actor’s goal state).

The term affordance was coined by Gibson (1979). In its
original use, it served to specify the notion that structural
objects in the environment could directly afford human
action with that object. In DCOG we consider affordances
for direct fimctional understanding, as well as for direct
action patterns. Direct, in this context, means that
phenomenal objects are able to trigger action effectors
without the need for intervening processing steps to
produce symbolic objects.

In sum, DCOG is a network architecture that contains
distributed, local sources of control. Interactions across
modules are opportunistically formed in the course of
internal processing aimed to achieve some (prespecified)
defined work in an expert manner. The system attempts to
satisfy constraints from the work domain, work activity
structures, and "brain" structures, relative to the constraints
of the prevailing environment. The resulting emergent
behavior may reflect different levels of expertise and show
evidence of flexible and adaptable work behavior to meet
the existing situation. The core of the DCOG architecture
produces situated cognition.

A DCOG Model

The principles of the DCOG architecture may be used to
produce computational models of work for any specified
work domain. To illustrate the architecture, we have
implemented many of its core elements as a computational
model used to drive a software agent acting as an enroute
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air traffic control (ATC) operator or manager. The
simulated work environment consists of aircraft that are
transiting into and out of an air sector being managed by
the ATC agent. This sector is surrounded by other sectors,
and the software agent must coordinate aircraft hand-off
with these sector managers and with the aircraft pilots. In
addition, individual aircraft within the sector being
managed may request authorization to change speed. The
ATC agent must also handle these requests. In short, ATC
agent work involves managing a dynamically changing
work situation. The work requires the agent to handle
multiple, frequently concurrent, tasks associated with a
dynamically changing set of aircraft. Multiple tasks may
involve the same aircraft over time, and some tasks may
have a contingent relation with other ones. While the
simulation does not address the full range of actual ATC
work, it presents a reasonably challenging work situation
for a software agent.

The DCOG version 1.0 implementation for the ATC agent
is programmed in Allergo Common LISP. Multiple
processing threads are knitted together by using procedures
that contain constructs from the work domain, control task,
and task strategy knowledge sources. In its current form,
only rudimentary sensory processing, cognitive processing,
and motor processing abilities have been coded. For
example, the agent includes a visual sensing and
perceiving module, comprised of a small number of
submodules, that can sense aircraft positions and velocities
relative to geographic landmarks, as well as pick up
symbolic descriptors and text messages that are sent by
adjacent ATC sector controllers and aircraft pilots. Eye
movement control is limited to two basic types of scan
patterns; however one of these includes eight variants.
Given these eye scan options, along with flexibility in
issuing scan requests, it is still possible to achieve a large
range of eye scanning behavior.

Even with a limited resource pool, the DCOG engine is
able to generate complex multi-tasking behavior that
shows flexible and adaptive work patterns to meet the
contingencies of the prevailing work situations. Two
examples can be used to illustrate this point.

As part of the interactive ATC simulation, a scoring model
(which incidentally serves to reflect the values of the work
domain) was developed as a means to quantify human
performance. According to this model, if the controller did
not provide required service to an aircraft prior to some
work state, the aircraft would be placed in a hold pattern
and an initial 50 point penalty would be assessed, followed
by additional points per minute until service was rendered.
Negative points were also assessed for other things, such as
sending the wrong message or not following procedures.
Now, DCOG uses this domain knowledge to form an
assembly that serves to activate an affordance. An aircraft

in the work environment that is in a hold state is colored
red. When the ATC agent performs an eye scan and
detects the red aircraft, the appropriate visual processing
nodes of the DCOG engine directly comprehends the red
aircraft shape in functional terms as a service condition
that requires immediate attention. As a result, the
perceptual thread activates a connection with the
appropriate motor program node in the motor thread to
initiate the selected action sequence to satisfy the service
requirement. If an affordance has not been learned, then
functional understanding is derived by using activated
cognitive nodes in the distributed network to produce a
conceptual understanding. This, in turn, will activate the
appropriate motor nodes to execute overt behavior. Thus,
the same behavior can emerge based on shaping from
different activated assemblies in the architecture.

Because color coding was used in the environment to
signal a penalty condition, this example of affordance
behavior is rather simple and may appear to be trivial.
However, it is important to note that the same affordance
assembly could be activated even without this artificially
provided environmental signal. The DCOG engine could
use the functional knowledge contained in the work
domain knowledge representation, expressed
phenomenally, as a basis for activating the same
affordance assembly to locally control an instance of
behavior in a way that contributes to good performance.

The synergistic relation among visual sampling, work
sequence planning, and task process execution reveals
more complex activation patterns that can be achieved by
the DCOG architecture. The management module may
direct different types of eye movement patterns. For
example, it may call for a visual update on an aircraft that
is projected to need a specific type of service derived from
information established during previous behavior cycles.
This results in a direct gaze to a region of the radar display
where the aircraft is expected to be, based on prior
processing of aircraft heading and velocity information.
During the process of acquiring this perceptual
information, the agent may opportunistically notice that
another aircraft in the same local vicinity also needs
servicing. An associated node determines that the time
window for servicing this aircraft is smaller than for the
original aircraft that triggered the request for a visual
update. As a result, a node in the management module
places this aircraft on the top of an action list, which, in
turn, triggers a node in the action module to begin an
execution routine. Given the pattern of active states, the
agent may complete this service and go directly to
servicing another aircraft without engaging a new visual
update. Or if other associations are active, either a wide-
area or a local directed gaze behavior may emerge prior to
the selection of a new aircraft to service. Thus, the reasons
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for any instance of observable behavior are based on the
state of associations across the set of processing threads.

DCOG dynamically knits together local processes and
distributed knowledge sources in the basic manner just
described to produce agent behavior. It should be clear
that there is no central controller in the architecture.
Global control in DCOG is a self-organizing phenomenon
that reflects the dynamic interaction of local processes
based on internal states, some of which are updated based
on sensory input from the prevailing work environment.

Model Performance

We have had an opportunity to make a cursory comparison
between the performances of a DCOG-driven ATC agent
and human subjects who interacted with the enroute air
traffic control simulation. Performance data, in terms of
penalty points and response times, have been collected
from six subjects. These subjects received extensive
training and practice with the simulation prior to data
collection. The data was collected under three different
workload levels determined by the number of aircraft that
had to be serviced per unit time during a work session. In
addition, two different forms of the radar display, used to
provide an image of the relevant airspace, were included in
the study. In one, called the Text condition, service
request states were not color coded in the radar
presentation, but red color coding was used to indicate a
penalty situation. In the other configuration, called the
Color condition, the aircraft were color coded on the radar
when ATC servicing was required.
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Figure 4. ATC sector management performance in
terms of penalty point. Mean data for humans and
two runs of the DCOG model.

A comparison of two runs from the DCOG model with the
mean subject data is shown in Figures 4 and 5. The labels
low, medium, and high refer to workload level, while

Color and Text refer to the different radar configurations.
The asterisks marks the mean subject performance and the
error bar shows the standard error of the mean. The square
and triangle indicates the performance of the DCOG model
on two separate runs.

It is clear from Figure 4 that the subjects were, with few
exceptions, error free when the radar display provided a
color code aiding to signal aircraft service request states.
Performance degraded when this aiding was not provided,
and performance was worse as a function of workload
level.

The DCOG model shows the same general pattern of
results. But the software agent made more errors (higher
penalty score) in the Color-High condition and somewhat
fewer errors in the low and medium workload levels of the
Text condition. Performance in the Text-High workload
condition was quite similar to the human subjects. With
the exception of the Color-High condition, the DCOG
model data was within the error bar for the subjects.
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Figure 5. Mean response time to complete an
aircraft service event. Data from two DCOG
model runs compared with human workers.

The response time data shows a somewhat different result.
It is clear from Figure 5 that, on average, the DCOG model
took about 2 seconds more than the subjects to complete
the execution of a service procedure. And it’s performance
fell outside of the error bars of the subjects.

This data is not very comprehensive but nevertheless it
does serve to illustrate a general similarity of DCOG
performance with skilled human performance. In addition,
a cursory look at some work process data also indicates
human-like pattern of service patterns. These results were
achieved by modeling the task in terms of a work domain,
control task, and task strategy model of the ATC task.
Further, because of time constraints for the version 1.0
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implementation we were not able to calibrate carefully the
model for brain activities like eye-movement time,
remembering and noticing time, and movement time
associated with mouse pointing and clicking. In spite of
these limitations, the DCOG model performed quite well.

Conclusion

The goal of our DCOG research program is to produce a
general computational architecture that can be used to
produce behavior engines for software agents that are able
to produce skilled, adaptive work behavior. We believe
that a network architecture, with distributed sources of
control and the ability to activate assemblies triggered at
least in part by the detection of higher-order patterns, is a
good framework for models with these characteristics.
Within this framework, we believe the principle of using a
functionally motivated but structurally expressed work
domain model is an important knowledge source to support
adaptive behavior in a principled manner. Our initial
implementation of the DCOG architecture with these
attributes is, admittedly, rudimentary. While the ATC
agent driven by the DCOG engine is able to intelligently
adapt to complex work demands and novel work states,
only very limited perceptual, cognitive, and motor
processes resources have been included in the engine. As a
result, the architecture is not yet ready to be submitted to a
strong test of its adaptive behavior, ability to model
multiple levels of expertise, and to show multiple forms of
skilled performance. Nevertheless, the comparative data
with human subjects provides reason for encouragement.
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