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Abstract

In this paper we present an intelligent, personalised TV
recommender system with an agent based infrastructure
that provides the user both with content based and col-
laborative recommendations based on the user’s view-
ing profile, which is our model of the user. We rep-
resent the viewing profile using separate categories of
interest such as dramas and game shows, where each
category in turn is made up of programs that the user
liked and disliked. The profile is continuously updated
via feedback to the viewers agent. The liked and dis-
liked programs are then distilled into a weighted tuple
of key words produced from their descriptions. This
weighted tuple is then used to make recommendations
based on the descriptions of new programs. Programs
whose descriptions are ’close’ to the user’s liked profile
for some category are recommended.

Introduction
With the ever increasing number of terrestrial sattelite and
cable channels made available, the user has a wide range
of programs to select from. Selection is time consuming
and it is often the case that interesting programs go unno-
ticed. Digital TV suppliers have recognised this problem of
information overload and addressed this issue by providing
their users with Electronic Program Guide (EPG) services.
These current generation of Electronic program guides go
some way in assisting users by offering online searching
through program listings and schedules by genre, title or
date. However, the user is still left with the burden of nav-
igating through pages of program schedules with the hope
of finding something interesting to watch. As a solution to
this problem we have developed a personalised EPG with an
agent based infrastructure that continuously gathers TV pro-
gram data from various online TV guide sources and com-
pares them to a previously constructed user profile, describ-
ing the user’s TV preferences, in an attempt to determine
which upcoming programs may be of interest to the user.

System Overview
The personalised TV recommender (for more details see
(Uchyigit et al. 1999) (Uchyigit & Clark 2002)) provides
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the user with recommendations from online TV guides and
other web accessible TV program information. It creates,
learns and modifies the user profile automatically based on
user feedback on the programs that they have already seen.

A recommended list of programs is displayed to the user
upon request or regularly on a daily basis. The user can also
request more detailed descriptions or reviews of the recom-
mended programs. The user can decide to watch recom-
mended programs or make his own entirely different selec-
tion. The user is asked to give feedback on the programs that
they watched the next time they view new recommendation.

A network of agents work behind the scenes, completely
hidden from the user to model and learn user preferences
in order to provide the program recommendations. A pic-
torial overview of the agent architecture is given in Figure
1. For each user interacting with the system there is an
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Figure 1: Overview of the Agent Architecture

associated interface agent and a recommender agent. The
interface agent handles all user interactions with the sys-
tem. It is also able to map user requests and actions into
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a form understandable by the recommender agent. The rec-
ommender agent, on the other hand, does not directly in-
teract with the user but it is the only agent in the system
that knows about the user’s viewing preferences. Since the
recommender agent has to accomplish numerous complex
tasks related both to the user and the other agents, it needs
to have a picture of the current state of affairs. In particular
its knowledge component has a representation for:

• the user’s world, the kind of viewing habits a user has, his
current viewing interests and his past history with respect
to the viewed programs. This information is represented
in the form of a user profile.

• the available agents and their capabilities. It is able to
coordinate a number of agents and knows what tasks they
can accomplish, what resources they have and their avail-
ability.

The system also supports a collection of information sites.
The notion of an information site is used to describe a log-
ical entity that contains a set of WWW sites. At each site
there is an extractor agent and an information agent. The
role of the former is to extract Television guide information,
the role of the latter is to maintain a database of extracted
information. For all the sites there is only one information
facilitator agent that is able to accept queries from the net-
work of recommender agents. It is then able to route these
queries to the information agents that are able to answer the
query. The inter-agent communication is based on standard
Knowledge Query Manipulation (KQML) (Finin, Labrou,
& Mayfield 1997) performatives.

For the collaborative recommendation component one
collaboration agent exits. Recommender agents register
their user’s interest profile with this agent. It then uses these
registered interest profiles to automatically and dynamically
create and maintain interest groups within main categories
of programs. For example, there is a set of interest groups
for situation comedies, another set of interest groups for doc-
umentaries and so on. When one of the users reports that
they have unexpectedly enjoyed a program (unexpectedly
because the program was not recommended by their agent)
their recommender agent will immediately inform the col-
laboration agent. This will then route this information to all
the recommender agents in the same interest group. Each of
these agents will recommend this new program to its user if
the user hasn’t yet seen it. They can then catch the program
on a repeat or on its next episode, if it is a series or a se-
rial. More generally, each time the user gives feedback on
the programs they have watched the recommender agent up-
dates the user’s profile using descriptions of the viewed pro-
grams. This in turn causes the interest groups to be updated.
It may be the case that an updated user profile is moved from
one interest group to another by the collaboration agent, or
it may be used to form the nucleus of a new grouping.

User Profiling: Initialisation and Updating
In this section we briefly describe the format of a user’s in-
terest (or viewing) profile. Each user’s profile is divided into
categories corresponding to program categories such as Dra-
mas, Comedies, in total we have 29 fixed categories that a

profile can be divided into. Each category in turn is repre-
sented as weighted tuples of keywords (actually word stems)
produced from the descriptions of programs the user has
liked and disliked. For instance Table 1 is an illustration of
a user’s preferences in the Drama category (i.e the types of
Drama programs the user likes). The fact that this user has a
drama category in his profile indicates his interest in Drama
programs in general but the existence of “hospital” (i.e hos-
pit) in his profile indicates his high interest in hospital drama
programs.

Table 1: Keywords representing a user’s program prefer-
ences for the Drama category

drama murder
doctor victim
hospit killer

This type of keyword representation of the user interests
has the problem that small amounts of training data will lead
to selection of keywords that accidentally appear in the data
and that are really irrelevant in discriminating between in-
teresting and uninteresting programs. Using irrelevant fea-
tures makes the learning task much harder and leads to a
lower classification accuracy. As a solution to this problem
alternative methods have been proposed to initialise the user
profile. For instance in (Pazzani & Billsus 1997), these key-
words are elicited explicitly from the user. However, this
process of profile initialisation is too tedious for the user
and will often result in a user being unable to specify the
words that best describe his interests in a particular domain,
especially if the user is unfamiliar with this domain. To
overcome this problem we use a rapid profile initialisation
method where the agent automatically and continuously ex-
tracts web accessible program information and determines
the informative terms that most frequently occur in the de-
scriptions of TV programs for each program category. This
is done in the following way. Textual content of program
descriptions for different categories are extracted from web
sources. The content is then parsed and all stop-words (or
non informative terms such as “a”, “the”, “and”, “to” etc.)
are removed. The words are then stemmed using the porter
stemmer algorithm (Porter 1980) such that the word “com-
puters” and “computing” both stem to the word “comput”.
We use the expression below to calculate the weight wj for a
word kj appearing in the description of a particular program
category cp with an analogous expression for the weight of a
word for a program not that category (i.e cp). To determine
cp we combine all the categories other than cp, so that it is a
representation of categories that are not cp.

wj = (P (cp|kj) − 0.5)× fabs(sig) (1)

Here, P (cp|kj) is the probability of a program description
belonging to the category cp given that it contains the word
kj , this is calculated from the simple Bayes formulation

P (cp|kj) =
P (kj |cp)P (cp)

P (kj |cp)P (cp) + P (kj |P (cp))P (cp)
(2)



where, P (kj |cp), is the probability that the program descrip-
tion contains the word, kj given that it belongs to the cate-
gory cp. P (cp) is the probability of programs in category cp

(i.e, the ratio of programs in category cp to all programs in
all the other categories). Similarly P (kj |cp), is probability
that the program description contains the word, kj given that
it belongs to cp and P (cp) is the probability of categories
other than cp

The sig value is calculated by the formulation:

sig =
h1
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(3)

where, h1 is the number of times word kj occurs in the set of
program descriptions in cp, h2 is the number of times word
kj occurs in the set of programs of cp. n1 and n2 are respec-
tively, the number of words in the set of programs in cp and
cp. These words are then sorted according to their weights
and the top scoring words are selected as the representative
keywords for each category. The higher the weight the more
significant the word.

As a result of this process each category is described with
a set of informative terms (keywords). Table 2 shows some
of the keywords which have been automatically extracted
from the content of random selection of Drama program de-
scriptions.

Table 2: Feature words extracted from a set of drama pro-
grams

blackmail dilemma law anger crime
secret disast suspens investig hostag
terrifi catastroph mysteriou affair drama
evil trial court victim emergen
hunt fight doom tragic destroi
judg crimin murder viciou scam
war victim diseas violent romanc
hospit hostag danger ritual pressur
doctor captiv polic threaten guilti
blood killer stalker fear pain
shock physiolog deadli plot

Recommender agents then use these sets of pre-defined
keywords to initialise a user profile using user feedback. At
first registration the user is asked to rate some programs he
has seen within the past two weeks. The agent then uses
the descriptions of the programs the user rated and the list
of pre-defined keywords to initialise the user profile. For in-
stance consider the program description illustrated in Figure
2, further consider that this program was liked by the user.
To initialise the user’s profile the agent repeatedly searches
for occurrences of the pre-defined keywords from Table 2
within the description of this rated program to produce the
subset of keywords of Table 1. Each time a keyword from
Table 2 is found its count is incremented by 1. Finally, a
probability is determined for each found keyword using the

total number of times it appears in the set of programs which
has been liked with the total number of times the keyword
appears in the descriptions of any program which has been
viewed, and rated for that program category. The advantage

Murder on the Hour.
Lighthearted drama about a hospital doctor
who uses his sleuthing skills to help the crack
baffling cases. A serial killer appears to be
selecting victims who had recently come close
to death, but were on their way to making full
recoveries. In addition, every murder is taking
place on the hour.

Figure 2: A description of a Drama program which has been
liked by the user.

of the prior keyword selection process is that a user need
only rate a few items for the agent to be able to determine
which keywords to select for representing in the user profile.

Later on, as the user gives more feedback, the agent uses
this feedback to update the user profile to reflect the users
changing interests. This involves an updating of the prior
probabilities of the keywords within the user profile. For this
we use conjugate priors (Pazzani & Billsus 1997). Conju-
gate priors are a traditional technique from Bayesian statis-
tics to update probabilities from data (Heckerman 1996).

Learning a user profile with the Naive Bayes
Probabilistic Classifier
We use the naive Bayesian probabilistic classifier (Duda &
Hart 1973) to determine the probability that a given program
description will belong to the set of programs liked or to the
set of programs disliked in any given category, given the fea-
ture values of the of the program description. This means
that we are interested in the probability of a program being
interesting or uninteresting, given that it contains or doesn’t
contain the specific keywords that are present in the user pro-
file. To determine the probability that a program description
belongs to either the liked or disliked subset of a category,
we use Equation 4, which is the naive Bayes probabilistic
classifier.

vNB = arg max
vj∈{like,dislike}

P (vj)
∏

i

P (ai|vj) (4)

where, vNB denotes the target value of the naive Bayesian
classifier, P (ai|vj) is the probability that a program descrip-
tion contains the word ai given that it was liked or disliked.
The naive Bayesian probabilistic classifier has been chosen
since previous research suggests that it is faster at learning
than other classification methods. Also, its learning time is
linear in the number of examples and its prediction time is
independent of the number of examples (Pazzani & Billsus
1997).

Modelling User’s Viewing Behaviour
Thus far we have presented how the agent models user’s in-
terests as a means of keywords. We now present how the



agent models the user’s viewing preferences with respect to
the programs that are regularly repeating and are watched by
the user. This we call the users viewing behaviour. A user’s
viewing behaviour is modelled for each category of interest
as two pairs: 〈(wl, wd), (rl, rd)〉, where, wl comprises of
program titles which received positive feedback, wd com-
prises of those programs that received negative feedback. rl
and rd are subsets of these two lists that are regularly re-
peated programs, for example a soap opera that is broad-
casted twice a week. Here the agent is making the heuristic
assumption that in general these programs have the general
pattern that they will repeat over a period of time.

The algorithm to maintain the (rl, rd) component is de-
fined as in Figure 3.

input: t’

begin

if ( [t’] ∈ rl ∩ [t’] 6∈ rd ) do begin
t’ is a serial, recommend

end else ( [t’] ∈ rd ∩ [t’]6∈ rl )
t’ is a serial, don’t recommend

if ( [t’] ∈ wl ∩ [t’] 6∈ wd ) do begin
rl = [t′] ∪ rl
delete t’ from wl

end else ( [t’] ∈ wd ∩ [t’] 6∈ wl )
rd = [t′] ∪ rd
delete t’ from wd

end

Figure 3: Algorithm for modelling user’s viewing behaviour

Experimental Setting and Evaluations
Procedure
To determine whether it is possible to learn user preferences
for TV programs accurately, we collected data from five
users on a total of ten different categories. Each user noted
the programs they watched and liked or disliked over a pe-
riod of three months. Not all users rated programs in every
category, for instance one user only rated drama programs.
The agent is intended to be used to find programs that are
relevant to the user’s interests. To evaluate the effectiveness
of the learning algorithm, it is necessary to run experiments
to see if the agent’s prediction agrees with the users pref-
erences. Therefore we use a subset of the rated pages for
training the algorithm and evaluate the effectiveness on the
remaining rated pages. For an individual trial of an experi-
ment, we randomly selected n pages to use as a training set,
and reserved the remainder of the data as the test set. Figure
4 shows the results obtained for evaluating the learning agent
on four different categories. The displayed results show the
accuracy of the predictions (i.e the portion of correctly clas-
sified programs for all the users who rated programs in that
category) and the number of programs used to train the al-
gorithm within that category.
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Figure 4: Evaluation of the learning agent

Related Work

There are several commercial Electronic program guides
such as Guide-Plus, SORT guide, TiVo, AOL TV that have
been embedded in TV’s and VCR’s for leading brands of
consumer electronics equipment. Some of the functional-
ities that they provide are: browsing the TV guide while
watching TV, to mark favourite programs and be reminded
when they start, to automatically record favourite soaps.

Recent years have seen the development of intelligent and
personalised EPG’s for digital TV. PTV (Cotter & Smyth
2000) (Smyth & Cotter 1999) is a system that provides the
user with a hybrid recommendations component where it
employs both case based and collaborative filtering tech-
niques. The user profile initialised at registration encodes
information such as TV preferences listings, channel infor-
mation, preferred viewing times, program genre etc. Our
recommendations component is very similar to PTV in that
it also provides the user with hybrid recommendations. The
differences of our system is that it is able to learn user inter-
est over time and this is also reflected within the collabora-
tive recommendation component. One such system that uses
a similar learning component is (Kurapti et al. 2001). This
system encapsulates three user information streams. Implicit
view history, explicit viewing preferences and feedback in-
formation on specific shows. Although at present our system
uses explicit user feedback one of our future works is to ex-
plore the use of implicit feedback techniques.

In (Adrissono et al. 2001) a multi-agent based EPG is
presented that resides on a set-top box. Specialised agents
cooperate to retrieve and merge information broadcasted in
the sattelite stream with content extracted from Web acces-
sible TV guides. It learns users preferences and viewing
behaviour to suggest interesting programs to the user.

Some well known recommender systems are pure
content-based systems (Pazzani & Billsus 1997), (Mladenic
1996), (Lang 1995), (Balabanovic & Shoham 1995), (Arm-
strong et al. 1995), pure collaborative systems (Maes
1994), (Terveen et al. 1997), (Kautz, Seman, & Shah
1997), (Herlocker et al. 1999) and hybrid systems (Bal-
banovic & Shoham 1997), (Salton & Buckley 1988).



Summary and Future Work
In this paper we presented an agent based Electronic Pro-
gram Guide that gives users TV program recommendations.
The system learns a user’s regular viewing behaviour, which
are the programs that the user regularly watches. It uses
this profile to give user automatic reminders. The agent also
probabilistically represents and learns a user’s interest pro-
file from the contents of the descriptions of the programs
the user has previously rated. Recommender agents also use
these profiles to register their users interests with a collabo-
ration agent that groups users according to the similarity of
their interests. When one user in a particular group finds a
new item that they have watched and liked then every mem-
ber within that group is informed. This way the collaborative
recommendations are disseminated to all members within
the group.

In our future work we intend to further continue the de-
velopment of the collaborative recommendation component
and evaluate its performance . Also we intend to explore
using implicit as well as explicit feedback to elicit user in-
terests.
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