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Abstract 
 
In which it is proposed that a single mathematical 
operation – determining compositions of transformational 
mappings – underlies the common cortical neuroanatomy 
of brain areas responsible for vision, motor and thought.  A 
biologically plausible mechanism that implements this 
mathematical operation is called the map-seeking circuit. 
 
Introduction 
 
The neuroanatomical similarity of all cortical areas 
naturally leads to a conjecture that there may be some 
commonality in the computation performed across 
functions from vision to abstract thought.  From the 
perspective of traditional AI this seems a naïve, utopian 
suggestion.  What commonality is there between 
estimating fundamental matrices for reconstruction of 3D 

scenes and chaining through sets of domain knowledge 
rule sets?  A skeptic might interpret such diversity as 
evidence of the biological implausibility, and hence 
futility, of both approaches… but this revisits a very old 
philosphical debate which will not be resolved by 
argument.  The mechanism described here evolved from an 
effort to “reverse engineer” the visual cortices to create a 
viable machine vision mechanism, but has proven to be 
capable of solving problems in domains seemingly remote 
from vision.  The general mechanism has come to be called 
a map-seeking circuit because its mathematical expression 
has an isomorphic implementation in quite realistic 
neuronal circuitry (Arathorn 2002).  The most striking 
features of the architecture of both, seen in Fig. 1, are the 
reciprocal forward and backward pathways with their 
forward and inverse mapping sets: a signature of the 
biological cortices.   
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Figure 1: Data flow in map-seeking circuit 



  
 
 
The problem in general 
 
The abstract problem solved by the map-seeking circuit 
can be expressed in the following equation. 
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The unusual notation signifies that it is the 

transformation  Tx being solved for, given the input pattern 
y and the set of memory pattern z.   In fact the actual 
behavior of the circuit is expressed 
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That is, z is one of a set of memory patterns Z, so the 
circuit is finding not only the best transformation Tx, but 
the combination of best memory pattern z and 
transformation Tx to match it to the input y.  

The decomposition of the aggregate transformation Tx 
into subtransformations proves to be more than a 
mathematical convenience.  The specific characteristics of 
the subtransformations turn out to carry cognitively critical 
information.  In vision mapping classes specify pose, 
distance, and location in the visual field or yield the 
parameters for surface orientation for shape-from-view-
displacement computation.  But beyond vision there are 
other “brain tasks” that involve decomposition of an 
aggregate transformation into subtransformations, each of 
which carry critically useful information.  For example, 
consider limb inverse kinematics.  The aggregate 
transformation – the mapping from limb root location in 
space to end-effector (hand or finger) location – would be 
useful only for single segment telescoping limbs.  To 
control biological limbs (and most robot limbs) one needs 
explicit subtransformations for each limb segment which 
compose to the aggregate reach transformation.   

What this has to do with more abstract thinking 
problems, such solving as Rubik’s cubes and hunting elk, 
we will defer discussing for a moment, until we have 
discussed how the map-seeking mechanism finds the 
subtransformations which decompose an aggregate 
transformation.   
 
A solution 
 
A map-seeking circuit is composed of several 
transformation or mapping layers between the input at one 
end and a memory layer at the other.  Other than the 
pattern of individual connections which implement the set 

of mappings in each layer, the layers themselves are more 
or less identical.  The compositional structure is evidence 
in the simplicity of the few equations (eq. 3-6 below) 
which define a circuit of any dimension. 

In a multi-layer circuit of n layers plus memory 
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where match operator q• =a b   (q is a scalar measure of 
goodness-of-match between a and b, e.g. a dot product). 
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The forward path signal for layer m is computed 
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The backward path signal for layer is computed  
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In above, r is the input signal, tm,i is the  ith mapping 
in the set Tm for the mth layer, wk is the kth memory 
pattern, z( ) is a non-linearity applied to the response 
of each memory.  gm is the set of mapping 
coefficients gm,i ,for the mth layer each of which is 
associated with mapping tm,i and is modified over 
time by the expression that is the second argument 
of the competition function, comp( ) which leaves 
the maximum g in gm unchanged and moves the 
other values of g toward zero in proportion to their 
difference from the maximum element. 
 

The mapping gain coefficient g, is a relative measure of 
the probability that the singleton pattern corresponds to a 
contributor to the superposition, or that the two 
superpositions both contain a corresponding pattern.  The 
dynamics of the competition process guarantee that each 
layer will converge to a single mapping with a non-zero g 
coefficient if the input pattern can be matched to one of the 
memory patterns, or that it will converge to all zero 
coefficients for all mappings in all layers if no acceptable 
match (i.e. sub-threshold) can be established. (Gedeon and 
Arathorn 2004)  The convergence time or number of steps 
is largely independent of the number of initially active 
mappings. 

It is the superposition ordering property (Arathorn 
2001) that causes the best set of mappings ultimately to be  
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Figure 2: Isolation and pose of 3D model in 2D image.  (a) input image; (b) edge filtered 
signal into layer 1 forward; (c) 3D surface normal model in memory; (d – f) convergence of 
layer 2 backward superposition, iterations 1, 8, and 25. 

 
selected at the end of convergence.  If a superposition is 
matched against a pattern that is identical (or close) to one  
of the patterns contributing to the superposition there is a 
high probability it will have a higher degree of match than 
if the same superposition is matched against a pattern that 
is not identical (or close) to any of the contributors to the 
superposition.  A consequence of the above ordering 
relationship is that if a superposition is matched with 
another superposition which shares at least one identical 
(or very similar) contributor the degree of match will with 
high probability be greater than the match between two 
superpositions which share no identical (or very similar) 
contributors. The probability of the relationship is 
inversely related to the number of contributors to the 
superposition, and directly related to the sparsity of the 
patterns (Arathorn 2004).   

The circuit converges to a solution via the “collapse of 
the superposition” of mapped patterns. This can be clearly 
seen in the 3D object recognition example seen in Figure 2.  
The four mapping layers in this case –  translation, rotation 
in plane, scaling and 3D projection – compose to the 
aggregate transformation which match a 3D model in 
memory to a part of a 2D input image which contains a 
projection of that object.  In doing so they both segment 
the input image and determine the pose parameters of the 
recognized object.  
 
 
 

Animal thought 
 
We can now return to the relevance of this 
composition/decomposition discovery mechanism to more 
abstract kinds of thought.  An example of such problem 
solving by wolves was observed by the author in 
Yellowstone Park.  A small group of wolves had spied a 
herd of elk grazing some hundreds of yards downwind 
without themselves being detected.  The terrain allowed 
two paths to approach the herd: the shortest path would put 
the wolves in open view very near their current position 
and allow their scent to be carried directly to the herd.  A 
significantly longer alternative path of approach was 
provided by a gully which would keep the wolves out of 
view until less than fifty yards from the elk, and would also 
channel their scent past the herd.  Needless to say, the 
wolves chose the longer, more shielded route to approach. 
We tend to dismiss such decisions as “instinctive behavior” 
when animals exhibit it, but even instinctive or intuitive 
thought requires a mechanism. We demonstrate here that  
the process of map-seeking convergence, which reaches a 
decomposed solution without “logical” exploration, has the 
right characteristics for this sort of cognitive task. 

Fig. 3 shows how the actual terrain might be modeled 
internally.  Associated with the terrain is a utility vector, a , 
which embodies the perceived risk of detection by the elk 
herd and the difficulty of passage for all locations in the 
mental terrain model. (See Figure 3a.) The best route  
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Figure 3: Elk hunting route selection with terrain options. (a) terrain utility; (b) convergence 
to route considering wind only; (c) convergence considering wind and terrain. 

 
across the terrain may be determined by a multilayer map-
seeking circuit in which the terrain “attractiveness” vector 
provides excitatory or inhibitory gating on the forward and 
backward vectors, f and b in each layer. e.g.  
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The circuit seeks a composition of mappings 

representing a sequence of “legs” of the journey to the elk 

where the selection of each “leg” is subject to the influence 
of terrain utility vector.  Instead of taking the most direct 
route, as it would if the utility function were flat, the circuit 
avoids the direct upwind route, skirts the blocking 
“hummock” and follows the gully as long as possible, as 
seen in the convergence in Fig. 3c.  If only the wind is 
considered it selects the path seen in Fig. 3b. 

Of course there are other algorithms which can solve 
this problem, but when the criteria of neuronal and 
evolutionary plausibility are applied it is not clear that any 
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of them survive the test.  By contrast, when framed as a 
composed mapping problem the similarity of route 
planning to inverse kinematics can be easily seen: simply 
imagine the route as a six-segmented limb with its root at 
the wolves and the desired point of reach at the elk.  It is 
not farfetched to suppose the motor cortex mechanism for 
limb inverse kinematics might have become adapted for 
the route planning  task.   And if this evolution was 
possible, might it well have continued to the solution of 
more abstract tasks by the same or similar means?   
 
Puzzle solving 
 
Consider how a Rubik’s cube is solved, for example.  From 
a scrambled state of the cube a series of standardized face 
rotations can be executed to progressively move the cube’s 
state toward the goal state of a single color of labels on 
each face.  The state of the cube can be represented as a 
54x54 array whose elements are 1 or 0, where one 
dimension represents the absolute coordinates of the faces 
relative to the fixed central faces, and the other dimension 
represents the identities of the individual labels, regardless 
of their position.  A fully solved cube is represented by all 
ones along the diagonal, and the rest zeros.  A scrambled 
cube is a permutation of the solved state.  Each face turn of 
90, 180 or 270 degrees can be represented as a mapping 
from the cube matrix to the cube matrix. There are 18 
different face turn mappings.  Hence a solution to the cube 
from some scrambled state is a composition of face turn 
mappings which in aggregate map the scrambled cube 
matrix to the solved cube matrix: a problem that can be 
addressed by a map-seeking circuit.   

This was recognized by Shaun Harker, now a 
mathematics graduate student at Montana State U.  He has 

found that without any additional specialization an eight 
layer circuit will solve a cube scrambled by eight moves or 
less at least 50% of the time. With a comp( ) function 
tailored to the particular convergence requirements of the 
problem space he has achieved up to 90% correct solutions 
on the first convergence.  The “failures” generally leave a 
few cubelets out of place in an otherwise solved cube.  The 
failures are due to insufficiently sparse representation 
inherent in the geometry of the cube and some other 
mathematical properties of the problem which lead to a 
condition called collusion, discussed at length elsewhere 
(Arathorn 2002, 2004), and beyond the scope of this 
discussion.  The failure rate, which drops sharply for 
shorter sequences, is not a contrary indicator of biological 
plausibility.  Eight moves represent about 1010 composed 
transformations, and most mortals are not capable of an 
“intuititive” solution of the cube from eight moves out.  
Rather, the cube is usually solved incrementally, moving 
selected cubelets into place using short standard sequences.  
At least for Rubik-cube-solving, we humans are probably 
not eight-layer critters.  

Nevertheless, the author at least finds it quite 
remarkable and suggestive that problems as diverse as 3D 
object recognition, inverse kinematics, route planning and 
the solution of Rubik’s cubes can be addressed by minor 
variants of the same algorithm.  The fact that this algorithm 
has a direct expression in an elegant and plausible neuronal 
circuit with essential characteristics in common with 
cortical neuroanatomy leads to a tantalizing speculation, 
which should perhaps be termed the Map-seeking 
Conjecture, that a significant class of  intuitively or 
instinctively solved “thinking” problems can be framed as 
discovery of composed mappings. 
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