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Abstract
Single point technologies that solve aspects of the evidence 
detection problem are useful, but incomplete. The 
combination of these technologies is a necessary step 
towards providing a comprehensive solution.  21st Century 
Technologies proposes the fusion of existing technologies to 
obtain higher order situational awareness. These 
technologies include: a high-speed scalable search platform, 
graph pattern matching, analytics, and a shared processing 
pipeline.

Introduction
Evidence detection is a broad application area consisting 
of many different contributing technologies. 
Fundamentally, it involves search for entities, 
relationships, and activities that are somehow suspicious 
or otherwise of interest to an analyst. The events of 9/11, 
the subsequent global war on terror, and the wars in Iraq 
and Afghanistan have raised the level of interest in 
evidence detection systems, not only in the research 
community, but also in the public consciousness 
[Keefe2006].  

A single point solution such as graph pattern matching or 
group detection is valuable for understanding a specific
aspect of the evidence detection problem. However, 
isolated solutions are insufficient for meeting the needs of 
analysts, because they do not provide a comprehensive
view of the situation. 

The objective of an integrated evidence detection system 
is to link heterogeneous pieces of evidence together to 
obtain higher order situational awareness. Entities of 
interest include people, organizations, meetings, or 
events. Relationships of interest include familial or 
acquaintance relationships, group memberships, 
communications, or participation in events. These links 
can uncover patterns of evidence indicative of fraud, 
threats on supply chain, cyber attacks and other criminal 
activities [CoffmanACM2004].  

Evidence detection systems can be used by traditional law 
enforcement officials, intelligence analysts, and 
corporations to find threats or suspicious activity.  The 

analyst is required to prioritize which activity is most 
important and to define patterns of suspicious behavior.  
The software uses this information to quickly find 
anomalous behavior in large datasets. 

While the role of the analyst and the pruning of large 
result sets are critical components of an evidence 
detection system, the focus of this paper is on the four
elements we believe are most critical for an effective 
evidence detection system: 1) high-speed, scalable search 
platform; 2) graph matching; 3) analytic capabilities; and 
4) a shared processing pipeline.  

1. A high-speed scalable search platform is necessary 
due to the large volume of often streaming data that 
is operated on by an evidence detection system. In 
real-world scenarios, the large volume of data 
typically associated with evidence detection can be 
overwhelming. Many current solutions work in 
experimental environments but lack the capability to 
scale to real-world problems. 

2. Graph matching is necessary to identify complex 
structural relationships in the data.  

3. Analytics are necessary for obtaining higher-order 
understanding of data. Group Detection and Social 
Network Analysis are two examples of established 
mechanisms for achieving situational awareness.  

4. A shared processing pipeline is necessary to bring 
together the other components in a meaningful 
fashion.  

The following sections provide more details on each of 
these elements. 



Search Platform 
Traditional graph-based applications are constrained by
explicit in-memory graph data structures. Their
representation places bounds on the size of addressable 
problems, while making it difficult to support efficient
integration with other technologies. 21CT has developed
a hybrid solution that uses the strengths of a database
without forcing it to expose its weaknesses. We can
combine our novel search approach in a manner that
compliments the use of a database for graph storage.

To realize the above constructs, we have been researching
and developing combinations of relational database
technology and proprietary search technology based on
graph matching concepts. However, we have made
significant departures from previous work. Our overall
approach is to compile search patterns into a search plan 
(i.e. a set of abstract instructions) that we give to the
Search Engine Virtual Machine (i.e. matching
subsystem). Because we have decoupled the plan
generation from search execution, we have the ability to
introduce many kinds of optimizations and correctness
checks that would otherwise be difficult to do in a pure 
graph algorithmic approach. 

Given that enormous amounts of data are in database
form, and we need to search data sets that are larger than
main-memory, utilizing database technology is an
important assumption for search. However, most complex
information search using a database requires the
construction of specialized software systems to
effectively manage the multiple results sets from the
database (e.g. traditional IT and Enterprise systems must
do this). Our approach to giga-graph search allows us to
create a flexible search plan that can automatically
manage the search (including the database result sets) and
replace many systems that would otherwise have to be 
hand crafted. End users can focus on the pattern without
being concerned with the algorithm.

This hybrid search technology is best understood through
its components: ingest and storage.

Ingest
To solve the ingest problem, we must solve the unique
identifier (UID) management problem , that is, data must
be assigned UIDs within the context of the graph 
representation. For this problem, we use a MicroKernel
Extract, Transform, Load (ETL) engine that does not
delegate the problem to the DBMS. First, each database 
system addresses this problem in a different and
incompatible manner. Second, the client-server round trip
is time- and resource-consuming and should be managed
outside of the DBMS.

Storage
21CT’s data storage format is termed Graph Normal
Form. Through Graph Normal Form, our solution is able
to filter and retrieve subparts of the graph quickly while

leveraging the database as appropriate. The database
structure is optimized for subgraph retrieval that directly
and efficiently feeds into the graph search engine. As a 
result, it stores large graphs but does not have to
repeatedly process large graph data structures.

Summary
These elements are assembled into a logical software
architecture shown in Figure 1. The architecture 
addresses the essential functions:

High-speed and scalable structural search, 

High-speed ingest of graph-oriented data,

Efficient storage and retrieval of graph-oriented data
using COTS DBMS technology.
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Figure 1: Conceptual Search Architecture

Graph Matching 
Graph matching is often known as Subgraph
Isomorphism, and is a well-known problem in graph 
theory [Harary1971].  Informally, graph matching finds
subsets of a large Input Graph that are “equivalent to” a 
smaller Pattern Graph.  These sections of the input graph, 
called matches, are “equivalent” in the sense that their 
nodes and edges correspond one-to-one with those in the
pattern graph. 

When analysts are required to solve problems involving
evidence detection, one common technique is to diagram
the situation.  These diagrams, Attributed Relational 
Graphs (ARGs), are an extension of the abstract directed 
graph from mathematics.



In Attributed Relational Graphs:

Nodes represent entities, people, organizations,
objects, or events.
Edges represent relationships like interaction,
ownership, or trust.
Attributes store the details of each node and edge,
such as a person’s name or an interaction’s time of 
occurrence.

Figure 2: In an ARG, a complex network is
represented with nodes and edges 

Although these graphs are drawn and visualized digitally,
in many cases, search and analysis is done manually.  In 
this situation, the analyst’s problem is not a lack of
information, but rather information overload. Analysts
lack automated tools that can effectively locate the 
relatively few bits of relevant information and support
reasoning over that information.

Subgraph Isomorphism 
As shown in Figure 3, 21st Century Technologies’
TMODS™ software allows analysts to define a Pattern
Graph which represents the threatening activity.
TMODS uses ontologies to connect analogous labels on 
nodes and edges, so that pattern matching can be run 
across datasets that use different terminology to describe
the same entity.  TMODS automates the search for that
Pattern Graph within the Input Graph which represents
the observed activity and pinpoints the subsets of
observed activity that match the defined pattern,
transforming an arduous manual task into an efficient,
automated search.

Figure 3: A pattern graph representing the
threatening activity under analysis is automatically
discovered on the Input Graph. 

Inexact Graph Matching 
TMODS capabilities have developed beyond solving the 
standard Subgraph Isomorphism problem to provide
additional capabilities to analysts.  Perhaps the most
important extension to graph matching supported by
TMODS is Inexact Matching. In many ways, it is this
support for inexact matching that makes TMODS a viable 
solution.

Once analysts define the pattern graph of threatening 
activity on which they want to perform a search, TMODS 
will not only find and highlight activity that exactly
matches that pattern, but it will also find and highlight 
activity that comes close to the pattern even if it is not an 
exact match.  Analysts can define a sensitivity cutoff (e.g.
80%) for the quality of matches that they wish to be
returned.  Figure 4 shows potential inexact matches to the
pattern graph.

Figure 4: Inexact matching finds matches to the
pattern graph even if there is no perfect match 

Inexact matching provides huge practical benefits. First,
analysts never have a perfect view of all activity. Inexact
matching enables TMODS to detect threats even when 
some activity is hidden.  While not all the information
about preparations for an attack may be present, often
enough signs are visible that an incomplete picture can 
still be constructed.  Second, inexact matching lets 
analysts find variations on earlier attack strategies. Even
if threat groups vary their strategies, their overall plan
structure will often follow the same general pattern as 
before.  Finally, inexact matching insulates TMODS from
analyst error, where some aspects of the pattern may
simply be defined incorrectly.

Social Network Analysis 
Social Network Analysis (SNA) [Wasserman1994] is a
mature branch of computational sociology concerned with
analyzing and characterizing communication patterns
among and between groups of humans. It is a graph-based
technique that takes a different approach than Subgraph
Isomorphism for identification of suspicious activity



patterns.

Figure 5: Normal Social Network
SNA Metrics distill complex aspects of social interaction
graphs, sociograms, into simple numerical measures,
which can then be used with classical statistical pattern
classification techniques to categorize activity as 
suspicious or normal. For large datasets, it isn’t possible
to manually inspect everything. Using these
categorizations allows analysts to prioritize their focus on
individuals that have been characterized as suspicious. 

Figure 5 is a sociogram of a normal social network.  The 
normal group has an organic structure and naturally
formed relationships. The computed SNA metrics for this
sociogram will match the classification of normal groups. 

Figure 6 is a sociogram of an anomalous social network.
The artificially created group does not share the
characteristics of normally occurring groups. The
computed SNA metrics for this sociogram will not match
the classification of normal groups. 

For example, the SNA metric “Density” can be used to 
characterize the normalcy of communication patterns.
The density of communication patterns in Figure 5 is
high; the density of terrorist communication patterns in
Figure 6 are low. SNA metrics can characterize
communication efficiency and redundancy of groups or
individuals.  They can also be used to identify various
social roles, such as communication hubs or information
couriers.

Figure 6: Anomalous Social Network
AUDITT™, a component of TMODS™, is a set of
tools and algorithms that provides unique functionality
for analyzing the structure of human social behaviors.
AUDITT can be used to detect and track abnormal group 
development over time. It can analyze communication in 
order to detect anomalous patterns. The presence of
certain anomalies can be indicators of covert or terrorist
activities. AUDITT can also measure group collaboration
efficiency.  For example, it can be used to optimize
communication for a team of counter-terrorism analysts
and provoke collaboration among experts.  Other
AUDITT algorithms can identify cliques within a larger 
population, or identify groups whose communication
patterns have recently changed from their historical 
norms (a potential indicator of a major group event).

To provide these capabilities, AUDITT combines
traditional statistical pattern classification methods with
Social Network Analysis (SNA).  SNA is based on
sociograms.  Nodes represent people or organizations and
edges represent interactions or communications, in
essentially the same way that activity is represented for
Attributed Relational Graphs.

AUDITT has a real-time collaborative modeling and 
detection capability that identifies terrorist structures. It
can also be used to track the evolution of these structures
as they expand or contract from transaction and non-
transaction based data sources.



Dynamic SNA 
The social structure of terrorist groups and other illicit 
organizations are distinguishable from normal groups by
the fact that their metric values evolve differently over
time. We employ Hidden Markov Models (HMMs) to
identify groups with suspicious evolutions over their
entire history. [Coffman2004]

For example, legitimate groups and illicit groups may
look identical in their initial and final states, but the
evolution from initial to final state may differ
significantly. In this example, tracking structural changes 
over time reveals information that would not have been
found by looking at static structural states.

Anomaly Detection 
Anomaly Detection is similar to the Dynamic SNA work;
however, it does not use predetermined models to identify
suspicious behavior.  Instead, it evaluates the pattern of 
activity for a set amount of time, and then compare later
behavior to see if it differs significantly. In essence, we
are testing to see whether an individual’s behavior at a 
later time matches his behavior at an earlier time.

Group Detection 
Group Detection (GD) is the act of finding clusters of
associated entities given information about the 
connections between those entities. Group Detection is a
generic problem that can be applied to many domains. It
has already been used to revolutionize terrorist cell
detection. Discovering underlying structure from
relationship data is an important task in a variety of fields.
[Kubica2003]

Figure 7: Automated Best Friend Group Detector
Manually looking for groups in a large dataset is nearly
impossible.  The leftmost image in Figure 7 shows a
graph with hundreds of nodes and thousands of edges. 
Even in this relatively small dataset, the groups are hard
to spot. Given the intractability of manual search,
automated solutions are necessary. 

In addition, to providing group membership information,
group detection technologies can be used to find couriers
between groups and possible aliases.

Figure 8 shows a group where every member is connected
to every other member with one exception—Clark Kent is
not connected to Superman.  This pattern is indicative of 

an alias. The two members who are not connected are 
probably the same person. 

Figure 8: Alias example
Figure 9 shows two groups that are connected through a 
single person.  This person is known as a courier.  In the 
example above, the Student Body President is the liaison
between the Jocks and the Nerds. This structure can be 
used to find couriers in other groups or organizations.

Figure 9: Courier example
21CT has developed two major GD algorithms—Best
Friends and Automated Best Friends (AutoBF). The
predominant idea behind both algorithms is the “Simple
Group Rule”: if a person has a set of friends, a subgroup 
of those friends can form a group if the people in the
subgroup know most of the other people in the subgroup. 
For example, if A is friends with B & C, and B & C are 
friends with each other, then A, B, & C form a group. 

The Best Friends algorithm requires a set of user-defined
parameters. It can be used when the analyst has some pre-
existing understanding of the general structure of the
possible groups. AutoBF does not require any input
parameters, and should be used on data sets where the
analyst has little to no information about the general 



structure of the groups. While Best Friends can be more
accurate, it requires more user input. 

21CT’s group detection algorithms have performed
substantially better than other group detection algorithms
being evaluated by the government under the RDEC
program.  Under the RDEC program, three group 
detection algorithms were evaluated: Carnegie Mellon’s
GDA, USC/ISI’s UCINET, and 21CT’s Best Friends 
algorithm. The results from the RDEC Results Out
Briefing (2004) showed that the 21CT group detection
algorithm, even in its rudimentary form, was faster and 
more accurate than the fully developed GDA and
UCINET algorithms. GDA, though considered the de
facto group detection algorithm, performed the worst of
the three in the RDEC experiment. UCINET did better,
but was still surpassed by the capability of the Best 
Friends algorithm on most datasets. RDEC’s final
recommendation was to “supplant GDA w/ [sic] 21CT’s 
Best Friends algorithm in the experimental platform.”
[SAIC2005]

The graph below shows the processing time of the
algorithms as a function of the linkset size:

Figure 10: RDEC Experiment Results 

The results of the RDEC experiment, illustrated in Figure
10, showed that TMODS’ Best Friends algorithm is
orders of magnitude faster than GDA and outperforms
UCINET on large linksets.

RDEC’s conclusions were that “Best Friends will provide
improved capabilities in the Experimental Platform”
[SAIC2005]. 21CT has received continued funding to 
further research new features for RDEC. 

Shared Processing Pipeline 
In isolation, these tools provide valuable information.
However, when the key components described in the
previous sections are combined to provide higher-level
situational awareness, the real power of an evidence 
detection system emerges.  The system has to be capable 
of incorporating information from different sources. 
Examples include pre-existing data stores,
communication records, or output from data cleansing
processes.  Once this information has been incorporated 
into the system, all of its tools should have universal

access to the data.  Group detection can be performed to 
find clusters of individuals or organizations that are 
related via a web of relationships. Social network analysis
can be performed on the groups to identify key roles such 
as cell leaders, and pattern matching can be incorporated
to find entities that are related to group leaders, aliases or 
other social networking roles.  An effective evidence 
detection system allows each of these components to 
incorporate results from other parts of the system to
provide new information and refine the search. This
creates feedback loops between components which
provide a better context from which to base further
analysis.

Conclusion
This paper has described a set of tools for an evidence
detection process.  The tools developed by 21st Century
Technologies can be the cornerstone of a more
comprehensive solution. We believe that this will provide
a baseline for an effective and deployable evidence 
detection system.
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