
A Social Agent-Based Approach to Intrusion Detection Systems 

Theodor Richardson1, Goran Trajkovski1 
 

1South University 
Department of Information Technology 

Savannah, GA, USA 
{trichardson, gtrajkovski}@southuniversity.edu 

 
 
 

Abstract 
Network Intrusion Detection Systems (NIDS) are designed 
to differentiate malicious traffic from normal traffic on a 
network system to detect the presence of an attack.  
Traditionally, the approach around which these systems are 
designed is based upon an assumption made by Dorothy 
Denning in 1987 stating that malicious traffic should be 
statistically differentiable from normal traffic [1]; however, 
this statement was made regarding host systems and was not 
meant to be extended without adjustment to network 
systems.  It is therefore necessary to change the granularity 
of this approach to find statistical anomalies per host as well 
as on the network as a whole.  This approach lends itself 
well to the use of emergent monitoring agents per host that 
have a central aggregation point with a visualization of the 
network as a whole.  This paper will discuss the structure, 
training, and deployment of such an agent-based intrusion 
detection system and analyze its viability in comparison to 
the more traditional anomaly-based approach to intrusion 
detection. 

Introduction 
 This goal of detecting intrusions on a network presents a 
complex problem spanning multiple levels of interaction 
and varied host behavior.  The traditional approach to 
detecting intrusions is to look at network behavior 
statistically and attempt to determine significant deviations 
from the expected behavior of the network as a whole; 
while this is viable under certain types of attack such as a 
botnet attack or slammer worm, it is insufficient to detect 
more advanced types of attack that may not trigger a 
threshold of errant activity.  Similarly, network traffic is 
rarely predictable, even if broken into seasonality, meaning 
there will often be false alarms in such statistically based 
systems.  Therefore, this work proposes the use of 
emergent agents deployed on each host in the network to 
find a seasonal baseline of activity for the host itself; these 
hosts will then report in aggregate to a more traditional 
NIDS device that will compile a view of the network as a 
whole and determine if there is suspicious activity present.  
This combined approach will provide robustness not 
currently present in most NIDS systems. 
 The remainder of this work is organized as follows:  
Section 1.1 provides an overview of the various 
approaches to NIDS that currently exist along with a 

discussion of their relative strengths and weaknesses.  
Section 2 provides a formulation of the fundamental 
problem of determining whether a network has been 
compromised.  Section 3 describes the methodology used 
to approach this problem through the use of agent-based 
monitoring.  Section 4 describes the experiments 
performed to validate the approach and Section 5 presents 
a brief conclusion. 

Related Work 
 Intrusion Detection Systems (IDSs) take many forms 
and approaches to detection, ranging from open source 
applications to extremely expensive appliances.  Two 
major types of intrusion detection systems are host-based 
and network-based.  Both types share many characteristics 
but implement them in very different ways.  As stated by 
Malgalhaes et al.:  “[An] Intrusion Detection System (IDS) 
is an essential tool that compliments any security suite 
such as a firewall and a good antivirus.  These tools are 
ineffective if used separately as each one is tailored to fight 
off attackers in specific focused areas.  It is good practice 
to build a security suite with well recognized reliable 
technologies that have been tried and tested, ensuring that 
the IDS application chosen suits your organizations needs 
closely like a well tailored piece of clothing.” [2] 
 The goal of any such intrusion detection system is to 
detect anomalous network behavior in an approximation of 
real time to minimize the damage to the network.  
Network-based intrusion detection systems are used to 
detect intrusions across an entire network viewed as a 
whole.  If properly configured, all network traffic should 
be run through the IDS in a one-way flow such that no 
traffic leaves the IDS monitor for any reason. [4] 
 The majority of NIDS use a signature-based detection 
method; signatures in this case refer to a particular, 
detectable pattern of behavior that is known to signify an 
attack on the network.  In open source applications, these 
signatures can normally be written by anyone whereas 
many of the corporate NIDS rely on custom signatures 
predefined by the issuing company.  These signatures are 
normally written to be as broad as possible without causing 
too many false positives.  A signature normally consists of 
several characteristics like the type of traffic, associated 
ports, and a small portion of the actual exploit code.  A 
sample signature can be seen below:  
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alert tcp any any -> any 80  
( msg:"content"; content: "exp"; ) 
 
 The content “exp” would be the actual piece of the 
exploit that we wished to flag as malicious.  There are 
several disadvantages of this approach to network intrusion 
detection systems.  One of the most significant is the 
potential for poor placement within the network itself; to 
be effective, the NIDS needs the ability to see all network 
traffic.  Blind spots can allow intrusions, or at least part of 
an intrusion, to pass by without being noticed, thus 
bypassing most signatures written to capture that part of an 
exploit.  Another common problem is with the signatures 
themselves; either lack of signatures, poorly written 
signatures, or signatures that have not been updated can 
cause this approach to fail [7].  
 This has led to the use of anomaly detection; where 
signature based detections fail, anomaly detection excels.  
Used by itself, anomaly detection is inefficient and noisy.  
It produces many false positives when set to an alerting 
threshold that is too low.  [6] [9] At a moderate threshold it 
can detect anomalies on the network, and although it 
cannot identify the nature of the intrusion, it can alert an 
administrator that something is wrong, and where the 
anomaly is located.  Anomaly-based detection uses traffic 
history and percentages to determine what is anomalous 
and what is good.  However, anomaly detection also has its 
shortcomings.  Alerting too frequently is one of the most 
significant problems; administrators will begin to ignore 
alerts because they occur too frequently.  Another problem 
with anomaly detection is that it will not see intrusions that 
have already occurred, such as backdoor connections, 
because they are built into the statistical normal profile.  
Finally, intrusions that are very covert and use normal 
traffic to mask themselves could go completely unnoticed. 
 Host Intrusion Detection Systems (HIDS) take a 
different approach to detecting attacks; specifically, they 
look at each host independently.  HIDS must be deployed 
on each system that is to be protected.  Like NIDS, these 
host intrusion detection systems primarily use signature- 
and anomaly-based detection.  [8][10] An advantage to the 
host-based vs. the network-based systems is that the 
anomaly detection can rely on more detailed analysis.  
Finding unknown intrusions in network traffic can be very 
complex, whereas on a host there are more references to be 
considered such as processes, network accesses, system 
calls made, etc.  One of the biggest problems of host-based 
intrusion detection systems is that not every system in the 
network is capable of supporting one.  In some cases this is 
an issue of cost where in other cases certain systems are 
outdated or overlooked.  Not every computer runs the same 
operating system and not all operating systems are 
supported by such programs.  Centralized reporting is also 
an issue; if a malicious intruder were able to exploit a host 
and take control before the HIDS could send off an alert, 
the intruder could prevent that alert from ever being sent, 
thus blinding the administrators to the intrusion. 

 Host Intrusion Prevention Systems (HIPS) are a slight 
variation of HIDS; the biggest difference with HIPS is that 
they try to prevent the intrusion as well as just detecting it.  
They can do this in a number of ways including firewall 
rules that are added as intrusions are detected [3] [5].  They 
also detect host characteristics to decide if an intrusion has 
taken place and attempt to stop their progress by halting 
processes or prompting the user for intervention. 
 The goal of this work is therefore to create and 
determine the effectiveness of a distributed host-based 
intrusion detection system with components similar to both 
NIDS and HIDS for a granular approach to monitoring.  
This approach to intrusion detection differs from a standard 
HIDS in that it shares data socially amongst the various 
nodes and makes a determination on “maliciousness” 
based on the number of hosts reporting suspicious 
occurrences throughout the network.  To address the issue 
of discrepancies across users and machines, the host-based 
monitoring is entrusted to learning agents.  The focus of 
the agents for this work was to consider the host-based 
characteristics, in this case, processes and associated ports.  
In this manner, the host system is allowed to establish its 
own baseline of normal behavior without triggering a 
multitude of false alarms across the network while still 
detecting malicious activity.  By incorporating social 
aggregate reporting, the system is also designed to address 
the issue of network-wide attacks or multi-point intrusions. 

Problem Formulation 
 The main difficulty in analyzing network traffic to 
determine whether an intrusion has occurred is the problem 
of distinguishing behavior that is uncharacteristic of 
normal operation.  Denning made the now historic 
assumption for host-based systems that malicious traffic is 
statistically differentiable from normal activity [2]; this 
assumption was extended without alteration to networks 
and has been shown to be flawed based on the difficulty of 
using that mindset to deliver successful NIDS.  However, 
taken with further granularity, Denning’s assumption can 
still be proven to be correct; essentially, each host in a 
network will display some behavior errant from its 
expected function under malicious conditions which may 
have discernable repercussions on the network 
environment.   
 The underlying problem then correlates to the detection 
of suspicious activity on a host system and propagating the 
awareness of that activity to the network as a whole. 
Depending upon the resources available to devote to such 
monitoring and the level of intervention allowed, the 
correct oversight may detect an intrusion early enough to at 
least minimize the amount of damage that results.  
However, the use of thresholds and anomaly detection is 
insufficient in this regard based on the nature of modern 
computing.   
 Consider two users, Alice and Bob, with different roles 
within a company environment.  If Alice’s role is in 
technical support and Bob’s role is in software 
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development, it is expected that, even with the same 
machine specifications and configuration, their normal 
machine usage would be significantly different.  For 
example, Alice may need an instant messaging program for 
online support as well as remote access to other hosts on 
the network.  Bob, on the other hand, would be less likely 
to be accessing hosts on the network other than perhaps a 
testing and production environment.  Therefore, repeated 
port scanning from Alice’s machine would be less 
indicative of malicious activity than it would on Bob’s 
machine based on their roles (i.e. a port scan from the 
instant messaging system that attempts to find a viable 
session host).  Similarly, a large volume of traffic from 
Alice’s machine to a previously unknown host may be part 
of her normal usage but may indicate compromise of Bob’s 
machine. 
 Consider the case of thresholds in the above scenario; if 
the threshold was set too high because of Alice’s expected 
behavior, Bob’s machine could actually be compromised 
without raising an alarm.  If the threshold was set too low, 
Alice would consistently trigger false alarms by 
transmitting volumes of data to previously un-contacted 
hosts to resolve remote issues.  Similarly, anomaly 
detection based on traffic history would be insufficient to 
handle the nature of Alice’s expected behavior.  While this 
approach would most likely detect any errant behavior on 
Bob’s machine, whenever Alice contacted a new host, 
there is a potential for the system to trigger a false alarm 
based on the nature of the new contact, payload size, 
protocol, etc.  Even in a host-based system where the 
thresholds could be tuned to the respective uses, Alice’s 
normal usage may still appear suspicious, especially given 
that she will likely be controlling other hosts remotely. 
 What is therefore necessary is a system capable of 
adapting dynamically to individual users on a machine and 
allowing for similar behavior within an environment 
without using the specific hosts previously seen or 
contacted under the same application.  It is also necessary 
to allow for the aggregation of alerts to construct a view of 
the network as a whole and detect any potential 
repercussions to the compromise of an individual host.  
The current systems that exist are not capable of this kind 
of flexibility of behavior. 

An Agent-Based Approach to Intrusion 
Detection 

 Fortunately, the area of artificial intelligence provides a 
unique path to achieving these desired ends.  With training, 
it is possible for an agent deployed on a machine to adapt 
to the typical usage of an individual user and therefore 
determine if erratic behavior is occurring; similarly, by 
allowing the agents to socialize within the network, it is 
possible to determine when a larger scale attack is 
occurring or to trace the extent of the damage from the 
compromise of a single host.  The remainder of this section 
will discuss the creation, socialization, and training of an 
agent for this task. 

Agent Design 
 An agent deployed on a host machine must have the 
capability of observing the system usage in terms of ports, 
processes, applications, and users.  The agent must have 
the ability to create a model of its environment and adapt 
that model to changing behaviors without raising a large 
number of false alarms and simultaneously recognizing 
significant deviations from expected behavior.  It is also 
necessary for the agents to socialize in order to determine 
acceptable behavior across multiple hosts and to 
communicate any malicious behavior between agents. 
 For simplicity, in the scope of this work, the system 
resources that will be considered will be restricted to 
processes running on the host system and the associated 
parent process.  It should be noted, however, that active 
ports and traffic flow analysis may be a more useful 
approach to analyzing behavior in a real deployment of this 
system.  It is also assumed that all hosts are capable of 
supporting the agent, which may not be the case in a real 
network system.  In that case, a proxy would be necessary 
to at least communicate to surrounding agents that no data 
is available for the device being contacted. 
 The agent must therefore have the following 
capabilities: to store a model of its environment, in this 
case a list of expected processes that are allowed to run on 
the system; to update the existing model over time; and to 
communicate with agents on other hosts.  The model of the 
environment considered for this work is simply a listing of 
the processes and associated parent processes that are 
expected to be seen on the host system.  The update of the 
model will be determined socially by a voting process 
described in the following section.  It is also possible for 
the agents to report their denied or watched processes to an 
aggregate server to allow for a network administrator to 
monitor the state of the network as a whole while the 
agents handle the majority of the decision making process 
as to what constitutes suspicious behavior, thereby 
minimizing the number of false positives that the 
administrator would need to handle. 

Agent Socialization 
 Agents in this environment must communicate with 
other neighboring agents and foreign agents wishing to 
contact the host system.  It is assumed that each agent will 
have a listing of the expected processes on its host system 
and a blacklist of forbidden processes along with a view of 
processes running at the time.  When agents communicate, 
they will engage a handshake protocol to deliver a list of 
processes running on the system that are not expected in 
the scope of the host’s normal behavior.  This can alert the 
contacting agent of processes that should raise an alert if 
they subsequently appear on the contacting agent’s host.  
The handshake protocol is described below where C is the 
contacting agent and R is the receiving agent and ID 
represents the network identifier of the agent’s host: 
 

1.) C � R: Hello(IDC, IDR) 
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2.) R � C: Ack(IDC) 
3.) C � R: IDC | SusProc(IDC) 
4.) R � C: IDR | SusProc(IDR) 
5.) C � R: IDC | Go(IDR) 
6.) R � C: IDR | Go(IDC) 

 
 The Hello message is intended to begin agent 
communication and the Ack message is to identify whether 
the receiving agent is active.  There is a window of time ta 
in which the Ack can be accepted by the contacting agent 
before the receiving agent is assumed to be unresponsive.  
It is possible for an agent to die during a malicious 
intrusion or at least to be silenced from communication.  
Another agent attempting to contact the deceased agent 
could assume the lack of response to imply that the agent 
was not functioning properly and the agent’s host should 
be suspect in any communication.  If the receiving agent is 
unresponsive, it is left to the contacting agent to decide 
whether or not to continue communication with the host 
(or in environments in which the agents are given less 
control, to at least prompt the user that continuing 
communication could be unsafe).  The SusProc message 
identifies the list of active processes that are not expected 
on the host system.  Given this information, the respective 
agents can compare the processes against their list of 
forbidden processes to determine if communication 
between the hosts should be allowed.  Communication will 
cease (or at least prompt user intervention) if either Go 
message returns false. 
 Even when the communication is allowed to proceed, 
the list of unexpected processes is placed on the agent’s 
watch list.  If any of the processes on the watch list are 
found in the host system, the agent will prompt the user or 
in automated systems, make a decision as to whether the 
process should be allowed. 
 For the agents to decide on what potentially 
unacceptable processes should be allowed on a host 
machine, one approach would be to allow neighborhood 
voting on processes that occur on the host based on the 
watch list of the individual agent.  Because of this type of 
periodic socialization, it is necessary for neighboring 
agents to have a heartbeat.  Heartbeats, though, are 
generally not advisable based on the amount of information 
about the network that is regularly broadcast (i.e. to an 
attacker attempting to map the network, there may be 
sufficient information in the heartbeat transmission to 
determine the number of hosts on the network at 
minimum).  Therefore, when it is necessary for a vote, the 
agent calling for the election will transmit a pulse check 
which will then prompt an anonymous response of live 
agents that will participate in voting; an associated time 
window tv will then be given for responses which will 
determine the upper bound of participant responses 
accepted in the voting process. 
 Once the time interval tv has elapsed, the agent calling 
for the vote will announce the process and associated 
parent process that is in question.  Participating voting 
agents will respond with ALLOW, DENY, or OBSTAIN.  

If an agent has the process in its model of accepted 
processes for its host, it will vote ALLOW.  If the voting 
agent has denied the process in the past, it will vote 
DENY.  If the voting agent has no experience with the 
process, it will OBSTAIN.  The vote is decided by 
majority, and the agent calling for the vote will announce 
the result, thereby allowing agents without experience with 
the process to update their tables to either allow or deny it 
on their own systems without a repeat vote.  If there is no 
majority in either direction, the agent can discard the 
process from its watch list, allow it to run, and call for a 
new vote if the process arises again. 

Agent Training 
 Inherently, this system relies upon the socialization of 
agents contacting other agents when initiating 
communication or deciding upon what processes are 
acceptable on the host system.  However, without training, 
a model of acceptable behavior will never emerge naturally 
because no agent will be able to vote with significance on 
any process presented.  It is therefore necessary to allow a 
period of acceptance for host behavior.  There are two 
approaches to this training, each with advantages and 
disadvantages. 
 The first approach to training the agents is to allow the 
network to run with each agent collecting any running 
process on its host system as acceptable.  This is based 
upon the (potentially false) assumption that there is an 
interval of time T such that any compromise of the network 
would take greater than T time to achieve.  Selecting the 
time interval, T, safely while allowing significant time for 
the agents to gather a significant view of the host processes 
as it behaves on the network is a difficult problem. 
 An alternate approach is to allow the host system to run 
without a network connection for a period of time.  During 
this time, the inherent processes of the host will be 
accepted by the agent.  However, the behavior of the host 
as part of the network with its associated users is not 
captured by the agent and may initially cause a large 
number of votes to occur to decide on normal processes 
that may not occur with the host system in isolation. 
 For the purpose of this work, the agent is allowed to run 
on the host in isolation for a period of time and then given 
a short interval T during which the host is live on the 
network in order to gather as many native processes as 
possible and still capture as much network behavior as 
possible without risking too large an interval and therefore 
possibly allowing a compromise to become part of the 
accepted model of the host environment. 

Experiments and Discussion 
 To test the validity of this model, it was decided to target 
Microsoft Windows XP as a host platform because of its 
wide adoption in large scale networks.  As previously 
stated, processes were targeted as a key to detecting 
intrusions because they stay fairly similar across a network 
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except in the event of suspicious activity.  Network traffic 
could also be targeted by such an agent system but network 
traffic varies greatly, making the detection of anomalies 
significantly more difficult for an individual agent with a 
limited view.  The approach taken will not detect an 
attacker that is sophisticated enough to avoid spawning 
suspicious processes on the host machine or an attacker 
who fails to compromise a computer.  The most dangerous 
type of attacker is arguably one which exploits a computer 
and then decides to remain on it with a backdoor of some 
sort.  Fortunately, most backdoors have some sort of 
process footprint which can then be flagged and denied by 
the agent.  There are several processes which are exposed 
to the network that are commonly used by backdoors: 
explorer.exe, iexplore.exe, cmd.exe, services.exe, 
svchost.exe.  These processes can control other processes 
but can also occur benignly in the routine operation of the 
host system.  Therefore, it is necessary not only to examine 
the process itself but also the parent process which initiates 
it.  This combination then allows rules to be applied to the 
process without a blanket decision to allow or deny. 
 The process monitor for the agent involved finding a 
way to get a process list and then determine parent/child 
relationships; fortunately the Windows API has function 
calls to provide this information.  The process monitor 
creates a linked list structure to scan through for the 
relationships and compile them into a list of active 
processes and associated parents.  During the gathering 
phase, the agent will accept all records present as allowable 
on the host.  After the gathering phase, the agent will call 
for a vote on any process and parent that is not allowed by 
the current environment model. 

After each vote, the agent will decide the results and 
update its environmental model, which consists of three 
text files containing allowed processes and parents, denied 
processes and parents, and watched processes and parents 
respectively. It should be noted that the agent 
communication could easily be converted to use a SSL 
secured connection but was tested using HTTP.  To make 
this communication secure, each agent would also need to 
be assigned a unique id independent of the host’s 
identifying information to ensure that invalid data is not 
being added to the system which could invalidate the 
results by an agent voting multiple times. 

Validation testing of the system was performed using 
five virtual machines.  One virtual machine running 
Windows XP was setup in VMWare and then copied.  This 
allowed for a uniform network similar to what could be 
found in many corporate configurations.  The agent 
program was added to each system and the individual 
agent results were sent to the server to evaluate potentially 
malicious processes in aggregate, providing a global view 
of potential threats on the network.  The determination of 
the severity of the potentially malicious processes was 
made based upon the number of times the process was 
reported.  The following extract shows the processes 
considered to be a risk.  It can be seen from the process 
view of almost any Windows XP system that the majority 

of the processes were ruled to be safe based solely upon 
the agent collection and interaction.  It can therefore be 
concluded that the agent system functioned properly in 
determining a majority of the processes to be safe. 
 

Process c:\\windows\\system32\\services.exe on host 
10.1.10.182 is not allowed to have a child 
c:\\windows\\system32\\imapi.exe (CLASSIFIED 
HIGH RISK) Instances Reported: 2 
Process c:\\windows\\system32\\cmd.exe on host 
10.1.10.182 is not allowed to have a child 
c:\\windows\\system32\\ipconfig.exe  (CLASSIFIED 
HIGH RISK) Instances Reported: 2 
Process c:\\windows\\system32\\svchost.exe on host 
10.1.10.182 is not allowed to have a child 
(CLASSIFIED HIGH RISK) Instances Reported: 2 
Process c:\\windows\\system32\\svchost.exe on host 
10.1.10.182 is not allowed to have a child 
c:\\windows\\system32\\dfrgntfs.exe (CLASSIFIED 
MODERATE RISK) Instances Reported: 1 
Process c:\\windows\\system32\\svchost.exe on host 
10.1.10.182 is not allowed to have a child 
c:\\windows\\system32\\defrag.exe (CLASSIFIED 
MODERATE RISK) Instances Reported: 1 
Process c:\\windows\\system32\\svchost.exe on host 
10.1.10.182 is not allowed to have a child 
c:\\windows\\system32\\dfrgntfs.exe (CLASSIFIED 
MODERATE RISK) Instances Reported: 1 
Process c:\\windows\\system32\\svchost.exe on host 
10.1.10.182 is not allowed to have a child 
c:\\windows\\system32\\defrag.exe (CLASSIFIED 
MODERATE RISK) Instances Reported: 1 
Process c:\\nc.exe on host 10.1.10.182 is not allowed 
to be the parent of c:\\windows\\system32\\cmd.exe 
(CLASSIFIED MODERATE RISK) Instances 
Reported: 1 

 
The reported IP address is the internal router interface 

seen by the web server.  In a normal network these IP’s 
would be different for each intrusion.  There are several 
processes in this list which are completely valid windows 
applications, but were not being run on each of the 
systems. Given enough time these processes would be 
found on all of the systems and as such would be voted 
acceptable by the agent community.  The one process 
which was rated as a high risk that in fact was a backdoor 
was nc.exe.  This was a copy of netcat running on a single 
system.  While the risk is classified as MODERATE, it is 
still reported and any attempt to compromise further 
systems would escalate the threat level; additionally, the 
footprint of this exploit could likely be recognized by the 
network administrator. 

Conclusions  
 This work presents the idea of using agents in a social 
environment to approach the problem of intrusion 
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detection.  The fundamental approach is to allow each 
agent to emerge its own baseline of behavior for the host it 
monitors.  By allowing the agents to decide socially 
whether a process should be allowed, it will reduce the 
number of false positives and propagate the denial of 
decidedly malicious processes.  This can be extended to 
allow reporting to a central collection point to allow a 
network administrator to see the current threats to the 
network according to the decisions of the agents.  
 The advantages of this system over the traditional 
approach to IDS are numerous.  This system can detect 0-
day attacks because there is no reliance upon signatures but 
rather a focus on behavioral characteristics.  Many of the 
false positives are also ruled out because of the voting 
procedure in place.  Additionally, this system can also be 
used to stop users from installing software that is 
unwanted.  User installed software in this case would also 
be treated as anomalous if it is not widely distributed. 
 The biggest disadvantage to this approach is the 
potential for false positives if a network is not uniform.  
During times where a major network upgrade was 
occurring, the agents would have many false positives and 
may require a reset if the voting decided the process should 
be denied.  An additional problem is that an intrusion has 
occurred and been successful if the agent detects malicious 
activity.  Therefore, this system is capable of detecting 
attacks after the fact and preventing their spread, but some 
amount of damage has occurred already.  This threat could 
be minimized by allowing the agents to automatically kill 
processes that are on the deny list. 
 This approach to intrusion detection provides a flexible 
framework for future exploration of more complex analysis 
of resources present on the network, such as port 
information or per packet monitoring depending upon the 
desired granularity.  The difficulty in extending this 
approach to fine grained monitoring is the significant 
increase in the number of votes necessary to resolve 
disputes.  However, this agent-based system provides a 
promising alternative to threshold and signature based 
systems that currently exist. 
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