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Abstract 
Human language content in video is typically manifested 
either as spoken audio that accompanies the visual content, 
or as text that is overlaid on the video or contained within 
the video scene itself. The bulk of research and engineering 
in language extraction from video thus far has focused on 
spoken language content. More recently, researchers have 
also developed technologies capable of detecting and 
recognizing text content in video. Anecdotal evidence 
indicates that in the case of rich multi-media sources such as 
Broadcast News, spoken and textual content provide 
complementary information. Here we present the results of 
a recent BBN study in which we compared named entities, a 
critically important type of language content, between 
aligned speech and videotext tracks. These new results show 
that videotext content provides significant additional 
information that does not appear in the speech stream. 

Introduction  

Language is pervasive in many multimedia sources 
containing specific information about objects and events 
within the media itself and within the larger outside world. 
While it is easy for humans to extract and synthesize 
content from multiple modalities simultaneously, such 
multimodal synthesis is still beyond the reach of modern 
computer systems. A small but important step towards 
multimodal systems is the successful application of 
automatic speech recognition (ASR) technology to 
language-rich video domains such as real-time broadcast 
news monitoring, resulting in valuable analytic tools such 
as real-time alerting and keyword search. 
 While speech is a rich source of language content, it is 
only one part of such content in broadcast video. Often, a 
significant amount of language information is conveyed 
through on-screen video text. Video-text comes in two 
flavors – overlaid text and in-scene text (also called scene 
text). Overlaid text is the result of the studio production 
process and is used to reinforce the story being discussed 
by the news anchors, or to identify the current speaker, etc. 
Scene text is text, such as road signs, posters, placards, 
etc., that is part of the scene being captured by the camera. 
In this case, rather than serving an editorial purpose, it 
often provides natural clues that may help in understanding 
the scene. 
 There has been considerable research in the area of 
semantic representation in video in the past decade 
[7][8][9]. While much of this work has focused on 
representation of non-linguistic content, some researchers 

have investigated the semantic relationship between 
linguistic and non-linguistic content. 
 We believe that when present, language content is a 
powerful source of semantic information in video. In 
particular, the relationship between videotext and speech 
content plays an important role in how the semantic 
information is interpreted by viewers. To date there has 
been relatively little systematic study of the relationship 
between these two language sources. Empirical evidence 
suggests that the human mind is wired to process auditory 
and visual information simultaneously using visual 
information to reinforce what is heard [1]. Understanding 
the relationship between spoken language and video text is 
one step toward developing systems that can exploit 
redundancy between the modalities to improve content 
extraction performance or identify and synthesize 
differences in the two modalities to generate a more robust 
semantic representation of the content contained in the 
video source. 
 In this paper we present an initial novel investigation of 
the relationship between natural language content in 
speech and video text. We describe systems we have 
developed for automatically extracting language content 
from video – both from speech in the acoustic signal and 
video text in the visual signal. Then we describe a study in 
which we examine content in speech and video text 
modalities to compare how much overlapping information 
exists between them. 

Overview of ASR and Video OCR 

At BBN we have developed multi-lingual ASR and Optical 
Character Recognition (OCR) technologies that have been 
successfully transitioned to the broadcast news domain 
over the past decade. Both of these technologies are based 
on Hidden Markov Models (HMMs), and both use the 
same Byblos HMM toolkit to perform training and 
recognition. The key difference between the two systems is 
the way in which signal-level features are calculated.  
 The HMM is designed to receive as input a sequence of 
observations from source data and calculate the most likely 
sequence of tokens given the observed input. For speech 
recognition observations are feature vectors typically 
calculated from a spectral and temporal analysis of the 
speech signal. An acoustic model and a word-based 
language model are trained for a representative training set. 
The language model can have hundreds of thousands of 
possible words but at runtime the set of possible words 



available to the recognizer is fixed. The feature vectors 
along with the acoustic model and language model are 
used by the HMM engine to calculate the most likely 
sequence of phonemes.  
 Feature extraction for OCR is analogous to ASR feature 
extraction. Instead of utterances, OCR uses the text line as 
the basic input signal. For each line of text, a sub-pixel 
width sliding window is moved horizontally across the 
line. Whereas ASR feature extraction calculates features 
vectors at discrete steps in time, HMM-based OCR feature 
extraction calculates script-independent features at discrete 
steps in horizontal space. For OCR we have the choice of 
using a character-based or word-based language model. 
For a character-based configuration, we are not constrained 
to a fixed vocabulary for a given script. This is a 
significant advantage for news content where new names 
are likely to appear frequently. 
 

 

Figure 1: OCR and ASR System Overview 

 
The Byblos HMM system performs two high-level tasks: 
training (an offline process) and recognition (an online 
process). Both components take as input sequences of 
language-independent feature vectors. The training 
component estimates the parameters of the HMMs for the 
specific language or domain using available training data.  
The recognition engine reads input images, extracts feature 
vectors, and produces a sequence of characters.  A more 
detailed description of the Byblos OCR system can be 
found in [3]. 
 The data-driven nature of our system allows us to 
optimize the performance for a target language or domain 
without the need for language or domain-specific rules.  

Optimizing the system for new dialects, fonts or unique 
image degradations only requires representative training 
data.  
 The trainable aspect of the HMM methodology is of 
particular value since input signals from video can be 
highly degraded or noisy after conversion from color to bi-
level or after encoding and compression. Apart from 
binarization artifacts, video text data exhibits a variety of 
challenges including low resolution, a wide variety of 
variations due to illumination, movement, complex 
backgrounds, distortion introduced by the camera, and the 
perspective of the text in relation to the camera.  As a result 
of these challenges, even for languages such as English, 
commercial OCR and ASR systems are unable to reliably 
process video text and speech data.  

Measuring the Value of Video Text Content 

We performed a study that compared named entities in 
ASR results of spoken content against the named entities in 
manual transcriptions of video text for the same set of 
video. In this initial study, our primary goal was to 
understand the value of the visual text content in video. We 
used the video text ground truth transcriptions and ground 
truth Named Entity annotations as a reference point and 
asked the question, how often do entities in video text not 
show up in aligned ASR results?  
 While our study does not reflect the results of a 
completely automated system (using automatic OCR 
results, automatic ASR results and automatic Named Entity 
results) it does provide an upper-bound on the potential 
additional useful content that can be extracted when adding 
an automatic video text OCR system to a purely speech-
based system. Our results so far clearly demonstrate that 
video text contains significant additional information that 
is not contained in the ASR results.  

Methodology and Corpus 
Our goal for this study was to measure the overlap between 
named entities in video text and those in the output of 
automatic speech recognition. Our definition of an entity in 
this context is the same as the Automatic Content 
Extraction (ACE) named entity detection task. An entity is 
an object or set of objects in the world. Entity mentions are 
references to entities within the text [4]. We compared 
named entity mentions (also called named entities) which 
are entity mentions that are referred to by name or common 
noun. We did not consider entities mentioned by pronoun 
reference. 
 We chose to compare named entities because of their 
critical importance to information retrieval. Also, named 
entities are a well defined concept for which significant 
investments have been made in developing annotation 
guidelines and metrics for measuring performance. 
 Our corpus consisted of 13.5 hours of video from the 
NIST TDT-2 corpus. This data contained approximately 
even amounts of video from ABC News and CNN 



recorded in 1998. While the video duration was 
approximately even, the text content was weighted in favor 
of CNN since it was more text-dense than ABC. There 
were a total of 8421 entities in the video text. 
 We performed a manual transcription of all video text in 
this video on a line-by line basis. The location, size and 
angle of rotation for each text line were marked and the 
ground truth textual content was transcribed. Since our 
video text annotation was performed on a line-by-line basis 
we did not have information about the semantic 
relationship of groups of lines. Video text lines within the 
same frame can be completely unrelated semantically so 
we could not use time alignment to draw semantic 
associations among video text regions. 
 Named entities were manually marked in the video text 
ground truth. We marked entities only within the bounds of 
individual lines of text. The manually marked entities were 
extracted into a unique list of entities which formed the 
world of known entities for this study. 
 We generated text content for the speech track by 
running ASR with models trained on English broadcast 
news.  Named entity comparison was defined as a simple 
case-insensitive string match. All punctuation characters 
were ignored in the comparison and only alphanumeric 
characters were compared. 
 We constrained our named entity annotation guidelines 
for this task to exclude certain name references that we felt 
were “unspeakable” or otherwise unreasonable to expect to 
see in the speech track. These included abbreviations, stock 
symbols, channel names (such as ABC and CNN), and all 
text from the scrolling news ticker. 
 The entity comparison iterated through each entity 
mention in the video text ground truth and asked the 
question, is this entity present in the corresponding ASR 
result? In order to answer this question, we imposed a time 
constraint window centered at the start time of the video 
text segment containing the current entity. We then 
searched the ASR results within that time window for the 
target entity. If the entity was found it was counted as a hit. 
Otherwise it was counted as a miss. Figure 2 illustrates our 
alignment method. 
 

 

Figure 2: Entity comparison within a time window 

Entity Comparison Results 
For each run of our comparison, we compared every 
named entity in the ground truth against the entities present 
the corresponding ASR output within the defined time 
window constraint. We performed multiple runs for a range 
of time window widths. For each run we used as a metric 

the percent of misses. The overall results for all of the 
video clips in our corpus are shown in Figure 3. 
 These results show that when we look within a 1-minute 
window of an entity’s occurrence in the video text stream, 
79% do not occur in the ASR results. When we expand the 
window to the maximum width of the entire length of the 
video clip (30 minutes) 62% of entities in video text did 
not occur in the ASR results. These results are consistent 
with another study conducted in 2002 which measured 
information retrieval (IR) results on video data using both 
ASR and OCR results [6]. The conclusion of that study 
was that when IR was performed using the union of OCR 
and ASR results, the performance was far better than either 
modality alone.  The earlier study focused on IR 
performance, and did not attempt to measure the richness 
of named entities in either stream (speech and video text), 
nor did it attempt to characterize the overlap between 
streams. 
 

 

Figure 3: Named entity miss rates for different time 

window widths 

Analysis of Experimental Results 
 
There are several reasons that video text entities might not 
have a match in ASR. One possibility is that there was not 
a mention of the entity at all in ASR. Another possibility is 
that the ASR contained a mention but in a different form 
than in video text. For example, in some cases people are 
referred to only by their last name in speech dialog 
whereas in video text their full name is used. Finally, 
differences in spelling or ASR errors could contribute to 
the overall miss rate. We found that 16% of the unique 
named entities in video text had at least one out-of-
vocabulary (OOV) word in the ASR dictionary. This means 
that we would never be able to find a match for these 
entities in ASR output. 
 It is also important to consider that when a match is 
found between an entity mention in video text and an entity 
mention in ASR the two may refer to different actual 
entities in the real world. Without semantic level 
annotation we do not have the ability to detect these cases 
in our current experimental setup. We must rely on 
proximity in time as a crude approximation of dialog 
context. In other words, we assume that entity mentions 
that occur close in time are more likely to refer to the same 



actual entity because they are likely to be from the same 
dialog context. We believe this is a safer assumption in the 
broadcast news domain than in general conversational 
dialog. News broadcasts often follow a tightly scripted 
format in which short unrelated stories follow each other in 
quick succession. The semantic context from one news 
story to the next is often completely different. 
 Using this definition of relatedness, we show in Figure 4 
a breakdown of entity miss rates on a per-category basis. In 
this figure we look within a 1-minute window from the 
start of the video text entity. 
 

 

Figure 4: Per-category miss rates for a 1-minute time 

window 

Conclusions and Next Steps 

The new results in our study demonstrate that video text 
contributes a significant amount of new information, 
specifically named entity mentions, beyond that which is 
available in the speech content in broadcast news videos. 
Part of the increment that video text provides is due to the 
fact that some entities shown in video text are not 
mentioned in speech. Part is due to the fact that the OCR is 
not constrained to a word lexicon and can therefore 
recognize new names that cannot be recognized by most 
ASR systems. These findings make a strong case that 
exploitation of video text is an important part of an overall 
video content extraction system. Continued investment in 
video text technology to improve the quality of text 
recognition technologies is, therefore, important for 
enabling the next generation of video information 
exploitation tools. 
 In addition to content that is present only in video text, 
there is also a significant amount of overlap in entities that 
appear in both video text and ASR. We believe that this 
redundant information has an important role to play in 
automatically identifying key ideas or concepts in a story. 
Understanding how this redundant information can be used 
by automatic reasoning and understanding systems will 
likely be a fruitful research area. 
 In the future we would like to compare the entity results 
in two directions; both from the point of view of the video 
text as we did in this study and from the point of view of 
the speech track. In addition we would like to do an entity 

comparison using manual speech transcriptions in place of 
ASR results. This would eliminate the effect of OOV 
words and errors present in ASR output. We would also 
like to perform the entity alignment using true semantic 
annotations rather than a string match criteria. 
 Finally, we would like to expand the study to include 
non-linguistic modalities such as speaker ID and face 
recognition. Information in non-linguistic modalities is an 
important part of the complete story transmitted in a 
broadcast. 
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