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Abstract 
A particularly stinging criticism of the entire artificial 
intelligence enterprise has been its’ ability to produce 
systems that are far more capable than a typical human on 
domain-specific tasks but its’ striking inability to produce 
systems that perform some of the simplest tasks that 
toddlers excel at.  While various proposals have been made 
regarding the construction of a “mechanical child,” going as 
far back as Turing (Turing 1950) and more recently in the 
realm of robotics, it has been rare for developers of 
architectures for general intelligence to inform their work 
with results from child development in the abstract.  We 
describe a cognitive architecture in terms of a set of domain-
general functional primitives capable of succeeding on a 
variety of well-known tasks from the child development 
literature spanning the so-called “core” cognitive domains 
of infant physics and folk psychology.  Finally, we discuss 
the advantages of this approach in moving forward toward 
modeling other sorts of higher-order cognition, including 
the understanding and use of natural language.  

The Paradox of Today’s Intelligent Machines
 Former World Chess Champion Garry Kasparov was 
quoted in the March 1996 Time Magazine as saying:  

“I got my first glimpse of Artificial Intelligence on Feb. 
10, 1996, at 4:45 p.m. EST, when in the first game of my 
match with Deep Blue, the computer nudged a pawn 
forward to a square where it could easily be captured. It 
was a wonderful and extremely human move. If I had 
been playing White, I might have offered this pawn 
sacrifice. It fractured Black's pawn structure and opened 
up the board.”
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Later in the article, Kasparov stated that it was at this 
moment that he sensed “a new kind of intelligence” sitting 
across from him at the table.  In a completely different 
vein, the following excerpt from (Anderson et. al. 2005) 
we have the following: 

“A recent entry in the DARPA Grand Challenge—a 
robotic maze-running/road-race contest—ran into a 
fence that it was unable to see. As it could not see the 
fence, it did not register it as an obstacle, and it 
continued to try to move forward. Eventually, the system 
had to be shut down lest it burn out its motors.”  

Herein lays the paradox.  On the one hand, greater 
computational resources in terms of processing speed and 
power are providing us with machines that are 
overwhelmingly more competent than an average human 
on specific tasks.  However, I’ve personally never seen an 
infant foolishly crawl in the same direction after bumping 
its’ head on the wall – not to say that this isn’t possible, but 
it seems an unlikely phenomenon.  Similarly, I’ve never 
seen chess software play even marginal chess when rows, 
columns, and pieces are removed from play.   
 This disparity between brilliant chess-players, 
scheduling systems, GPS navigators, and intelligence 
displayed by even the most cognitively unsophisticated 
humans is plain as day, and ought to at least stimulate our 
interest in how these extraordinarily unsophisticated 
infants manage to navigate such a complex world.  Perhaps 
it is by studying the core capacities exhibited by infants, 
we will arrive at a fuller understanding of how intelligence 
arises from fairly simple parts. 

AI and Child Development 

The concept of “child machines” hasn’t been completely 
lost on the AI community.  In fact, Alan Turing in his 
classic (Turing 1950) anticipates the connection: 

“In the process of trying to imitate an adult human mind 
we are bound to think a good deal about the process 
which has brought it to the state that it is in. We may 
notice three components. 



(a) The initial state of the mind, say at birth,  
(b) The education to which it has been subjected,  
(c) Other experience, not to be described as education, 
to which it has been subjected. 

Instead of trying to produce a programme to simulate 
the adult mind, why not rather try to produce one which 
simulates the child's? If this were then subjected to an 
appropriate course of education one would obtain the 
adult brain.”

To his considerable credit, Turing foresees issues with 
trying to hand-code all of the knowledge and experiences 
required to behave in a generally intelligent fashion, 
suggesting a bit of nature to bootstrap the process, some 
nurture, and a learning algorithm to aid in organizing the 
relevant information. All of Turing’s insights seem 
agreeable in general, but we are still left with any number 
of important questions to answer.  What mechanisms 
comprise the initial state of the mind at birth?  What sorts 
of learning algorithms possess the necessary characteristics 
to organize knowledge, experiences, action routines and 
their consequences?  How do we define “education?”  Is 
the environment a teacher?  What about other humans/non-
humans?  Can we use our past accumulated experience to 
learn arbitrary new knowledge that isn’t motivated by 
supervisory signals? At the end of it all, we have a set of 
questions that may take lifetimes to answer adequately, but 
this shouldn’t bring progress to a screeching halt.  We do, 
after all, know quite a bit about the sorts of mechanisms 
that might be hardwired into our human cognitive 
architecture.  We also have access to the findings of the 
entire field of developmental psychology that is attempting 
to characterize infant knowledge across a number of “core” 
cognitive domains.  These domains roughly partial 
themselves out into (possibly non-disjoint) knowledge 
about objects, space, numerosity, persons/animals, 
causality, time, and identity (Baillargeon 2004, Spelke et. 
al 1996).  While the debates rage among the cognitive 
scientists as to the status of individual cognitive 
mechanisms in regards to their membership in our innate 
endowment or as a product of developmental change, we 
researchers in the computational modeling community 
have an opportunity to seize upon what is already known in 
the construction and extension of new cognitive 
architectures capable of generally intelligent behavior. 

Where to Start?

One of the most enigmatic features of human cognition is 
the range of situations it is capable of adapting itself to.  
Presumably, our evolutionary forebears did not need to 
fabricate microprocessors, sail yachts, formulate grand 
unified theories, or do the majority of other activities that 
we are capable of doing in our current day and age.  
Instead, they most likely needed to be able to reason more 
effectively about the nature of objects in their physical 

environments, and be able to make better predictions about 
their behavior in order to maximize their chances for 
survival in what we assume to be extremely inhospitable 
conditions.  In higher primates, it is also possible that 
understanding social relationships existing among 
confederates may have been a facilitator for survival as 
well.  With the pace of evolution being so slow, it seems 
inconceivable that the sorts of specialized skills that we 
denizens of the 21st century are proficient with are 
somehow the direct product of evolutionary pressures.  In 
any case, it seems likely that most of the higher cognitive 
faculties that are recruited in service of solving typical 21st

century problems are intimately related to the mechanisms 
underlying reasoning about basic physical and social 
phenomena coupled with new functionality enabled by the 
enlarged cranium and brain of homo sapiens.  We call this 
the Cognitive Substrate Hypothesis, and we aim to show 
that properly integrated, domain-general computational 
mechanisms underlying inference in these core domains 
are sufficient to explain most, if not all of higher-order 
cognition.  

Development: Objects and Events

As we’ve stated, modeling reasoning about the properties 
and motion of physical objects seems to be a well-
motivated place to start building a cognitive architecture.  
Fortunately for us, developmentalists have spent a great 
deal of time figuring out what sorts of invariants are 
implicated in infant physics (Spelke et. al 1996, 
Baillargeon 2004).  Five general principles regarding 
objects have been well-established as being part-and-parcel 
of our innate endowment: 

1. Cohesion: objects move as mereological 
wholes.   

2. Continuity: objects move continuously along 
unobstructed, smooth spatiotemporal 
trajectories.

3. Contact: objects at a distance do not affect one 
another. 

4. Rigidity: objects do not deform as they move. 
5. Boundedness: Two objects cannot occupy the 

same space at the same time. 

Studies involving infants only minutes old, and not having 
any significant experience with the visual world have been 
shown to be sensitive to these principles.  Follow-up 
studies with older infants have replicated the original 
results.  Furthermore, evidence has been gathered that 
document infant successes in detecting violations in 
various forms of simple physical events, such as object 
occlusion (balls rolling behind screens), object 
covering/uncovering, containment events, and the 
interaction of objects with supports (such as tables and the 
like).  These sorts of events give us clues to the sorts of 
inferential machinery that is present from a very early 
point in development.  A classic occlusion event such as 



confirming that a ball rolling behind a screen is the same 
ball that comes out the other side helps us to determine if 
an infant’s theory of object motion conforms to the 
continuity principle.  Other experiments with occluders 
have determined what kind of property information infants 
employ when judging the identity of objects.  These 
experiments also confirm that when violations of the 
continuity principle occur in tasks where objects move 
behind and emerge from behind screens, children are able 
to posit new objects behind the occlusion to explain why 
the object that emerges is different from the object that 
moved behind the screen in the first place.   
 Recently, Baillargeon and colleagues have used looking-
time paradigms to assess how sensitive infants are to 
certain sorts of physical variables in these kinds of simple 
physical events.  Take the variable “height” for example: 
Baillargeon finds that while infants of a certain age 
initially ignore the height of an object to be deposited in a 
container, but soon learn to associate properties of objects 
that are acted upon with the typical end-states of those 
actions.   Baillargeon finds that infants ignore the height of 
the taller object as it is deposited in the shorter container 
(in other words, infants don’t detect a violation in the 
progress of the containment event).  In a mere three 
months, the height of the object to be deposited is deemed 
to be a violation (a disruption of attention).  These sorts of 
property-specific inferences have been shown to be present 
for other types of events, including containment, covering 
and occlusion.  It is also clear through a number of studies 
(Gopnik et. al 2004) that children are proficient causal 
reasoners, being readily able to build and utilize causal 
knowledge in service of predicting the effects of their own 
actions. 
 Taken together, all of these suggest the beginnings of a 
cognitive substrate.  We know from the cohesion principle 
(among other evidence) that children recognize objects as 
wholes, rather than disconnected parts.  From the 
boundedness principle we know that some basic 
understanding of space and time (more specifically the 
concept of an individuated location) is present.  The 
continuity and rigidity principles suggest inferences about 
new objects, times, spaces, identity, differences, (property-
based) change minimization are all capable of being made.  
Investigations of object permanence suggest that infants 
are capable of holding an object representation in mind 
without visual access to the actual object.  Experiments 
with event violations lead us to believe that some sort of 
learning mechanism that correlates aspects of salient 
objects with expected outcomes is also in operation.  
Finally, from experiments on infant causal reasoning, it is 
clear that children are capable of representing and 
reasoning about probabilistic knowledge.  

Development: Agents and Actions 

Contrary to children’s notions about objects, agents may 
act at a distance on objects, using non-continuous motions 
to do so.  Analogous to our five principles for reasoning 

about objects, we have four principles for reasoning about 
agents and their actions: 

1. Goal-Directedness: the actions of agents are 
often intentional and directed toward achieving 
some end. 

2. Efficiency: these actions are often efficient.  
Criteria for efficiency are somewhat debatable, 
but generally hold for physical movements in 
terms of rational means-ends analyses. 

3. Contingency: agents act contingently on the 
effects of prior actions or in relation to the 
effects of actions taken by other agents. 

4. Gaze Direction: agents often use gaze-direction 
as a cue toward judging the status of an action 
as intentional, establishing a referent in the 
world during collaborative (physical) action, or 
in predicting what part of a sequential action 
will be executed next. 

Unlike many of our corresponding set of infant intuitions 
about objects, it is highly debatable whether or not infants 
are sensitive to these four principles at birth, or whether 
they are early products of cognitive development.  Infant 
sensitivity to goal-directed action is still hotly debated in 
the literature, with some espousing hardwired 
“intentionality detectors,” based on self-propelled motion 
cues and others advocating a complex of integrated 
detection mechanisms (Guajardo & Woodward 2004).  
Similarly, some claim that gaze detectors are hardwired, 
while others have shown how gaze-detection and following 
can emerge via simpler notions of contingency of looking 
on where relevant caregivers are staring in the 
environment. The best evidence for hardwiring of 
contingent responding comes by way of a famous study 
performed by Meltzoff and Moore that documents 
imitation of facial configurations of their caregivers by 
infants as young as 48 minutes (Meltzoff & Moore 1989).  
The only data that the infant has to compare against the 
configuration of the caregiver’s face is proprioceptive data 
consisting of their own body configuration.  These two 
streams much be cross-modally matched in order for 
imitation to result.  The discovery of so-called “mirror 
neurons” in the brain that fire identically upon both 
performing and perceiving the same action has provided a 
plausible neurological starting-point to explain some forms 
of imitative behavior and detection of goal-directedness in 
action observation.  However, there seems to be little 
agreement as to how much explanatory work the mirroring 
system does when trying to account for social cognition 
writ large.  What we do know is that early successes in 
social cognition, including the ability to recognize 
intentional action, seems to be the product of our four 
principles, including using efficiency of motion, detection 
of contingency, and gaze direction to establish the goal-
directedness of observed behaviors.  From a computational 
perspective, these features suggest that action 
understanding is at once a problem that is fraught with 
uncertainty at the level of basic parsing of observed 



movements, yet constrained by top-down information 
coming from observed protagonist gazes, efficient motions, 
and contingent responses from acted-upon objects.  Of 
course, background knowledge (such as is contained in 
scripts, general bodies of theoretical knowledge, etc.), and 
the assumed mental states of the protagonist are also used 
to establish actions as intentional.  We’ve only revealed the 
tip of the iceberg in this section.  Children have been 
shown to be highly sensitive to the affective states of 
agents, causal relationships among objects and actions, 
ordering and numerical relationships among others.  Our 
goal here was to modestly allude to some of the building 
blocks of social cognition rather than to provide a tour de 
force of the literature.  What we have shown gives us good 
reason to include predicates such as LineOfSight, Causes, 
and Same in our substrate. 

The Architecture

We now present a high-level sketch of the architecture, 
conditioned on many of the computational issues that arise 
when reasoning in the physical and social domains.  We 
have chosen to conduct our exploration of the 
developmental literature using the Polyscheme 
computational cognitive architecture (Cassimatis et al 
2007). Polyscheme was originally designed to integrate 
multiple computational mechanisms corresponding to 
aspects of cognitive and perceptual information processing.  
Polyscheme consists of a number of specialists which 
maintain their own proprietary data representations that 
communicate with one another during problem-solving 
through coordination via a cognitive focus of attention.
The substrate elements we have discussed either 
correspond to a specialist, or arise out of the coordinated 
activity of multiple specialists via the focus of attention.  In 
this sense, specialists DO NOT NECESSARILY 
correspond to mechanisms postulated as “innate” by 
various psychological theories.  Currently, Polyscheme 
implements a rule specialist, a category specialist, and 
identity-matching specialist, a spatial specialist, a 
difference-detection specialist, a temporal-interval 
specialist, an uncertainty specialist, a simple associative 
learner and an alternate-world manager.

Since each specialist maintains its own data format, it’s 
necessary to provide an interlingua in order for specialists 
to communicate effectively. Strings of the form P(x0, …, 
xn, t, w) are called propositions.  Simply stated, P is a 
relation (i.e. Loves, Hates, Color, MotherOf) over the set of 
objects xi during the temporal interval t (which could be a 
single time point or a range of time points) in a world w
which bears a truth value.  A proposition’s truth value is a 
tuple <E+,E-> consisting of the positive (E+) and negative 
(E-) evidence for that proposition.  Evidence takes on one 
of the following values: {C, L, l, m, ?} representing 
certainly, very likely, likely, maybe, and unknown.  So, if 
we are given the proposition Likes(John, Mary, t, w), and 
come to find out its truth value is <m,m>, we can say that 
at some time t, maybe John likes Mary, and maybe he 

doesn’t.  If at some later time say t_later, we find a note 
written by John to his friend, expressing his affection for 
Mary, we may update the truth value of this proposition, 
with Likes(John, Mary, t_later, w) taking on the value <C,
?>.  Sometimes the letter E will appear in the proposition 
where a temporal argument would normally be.  E
represents “eternity” and denotes the temporal interval 
containing all other temporal intervals.  Similarly, one 
might observe the letter R in the proposition where a world 
argument would normally be.  R represents the real world, 
which consists of objects and relations in the environment 
appropriately transduced into propositions by the 
architecture’s perceptual machinery.  This is the world as 
the architecture experiences it.  Letters other than R in the 
world argument of the proposition could represent 
hypothetical, future, counterfactual or past states of the 
world.   

Search and Integrated Inference  

Inference and search in Polyscheme is coordinated through 
a cognitive focus of attention.  At every time-step, all 
specialists bring their inferential machinery to bear on what 
is currently being focused on.  In this way, any specialist 
(and thus any data format that the specialist implements) is 
capable of elaborating on what is being currently focused 
on.  Propositions that remain ungrounded (i.e. have free 
variables), cause Polyscheme’s uncertainty specialist to 
search for the most likely set of bindings.  This is 
accomplished through an implementation of weighted 
DPLL using Polyscheme’s alternate world mechanism.  
We take no position on whether this sort of search is part 
of conscious deliberation or not.  Search generally 
proceeds through the application of two simple attention 
heuristics that we know to be present in human cognition: 
that of expectation-based focusing, and inhibition of return.  

Algorithm: DPLL(currently indexed world) 

1. Elaborate currently indexed world 
2. IF constraints satisfied 

a. RETURN SUCCESS 
3. ELSE

a. Simulate new world w
i. Select proposition p to elaborate 

b. Probabilistically select: 
i. RETURN DPLL(w+p =TRUE)

ii. RETURN DPLL(w+p=FALSE) 

Algorithm: DPLL-SUBSTRATE(mental simulation m)

1. Elaborate m using every applicable specialist by 
focusing on propositions that are highly likely to 
be true conditioned on other propositions in m
using expectation-based focusing. 

2. IF constraints satisfied 
a. RETURN SUCCESS 



3. ELSE
a. Perform new mental simulation new

i. Select a proposition np using 
the expectation-based strategy 
described in step 1. 

b. Select either: 
i. RETURN DPLL-

SUBSTRATE(new+np=TRUE) 
by biasing focus away from np 
= FALSE worlds, implementing 
inhibition of return. 

ii. RETURN DPLL-
SUBSTRATE(new+np 
=FALSE)

We’ve cast constraint satisfaction as classically instantiated 
in algorithms such as Davis-Putnam in terms of some 
relatively non-controversial attention-management 
strategies that we’re confident that humans resort to 
ubiquitously.  In expectation-driven focusing, we simply 
assume that when we know a proposition of interest is 
likely to true, given its’ relation to other propositions, we 
tend to focus on it first, since we presumably have solid 
evidence for it.  Inhibition of return is implemented by 
biasing focus away from a proposition once if it has been 
recently focused on, allowing for exploration and keeping 
expectancy-based focusing from getting stuck in local 
minima.  For bound variables, inference proceeds once the 
focus of attention collects the opinions of all specialists on 
the current proposition of interest, decides on its truth-
value using a voting mechanism, and broadcasts the results 
back out to each of the specialists.  Since all specialists 
utilize the propositional interlingua, each specialist can 
have an effect on the computations performed by other 
specialists – it is in this fashion that integration of 
inference is achieved. 

The Substrate in Action

Physical Reasoning: Simple Path Planning 

Path planning is an interesting example of a task that very 
young children are adept at under real-world circumstances 
that still stymies some of our best planning algorithms.  
For example, it could be the case that for a computational 
system that is in the middle of executing a planned path, an 
obstruction is introduced that was not known to exist, a
priori.  Such a circumstance sharply degrades the 
performance of current planning algorithms, yet is easily 
accommodated by young children.  These sorts of side-
effects are able to be accounted for in certain types of 
constraint-based planners, especially those that implement 
the sort of satisfaction algorithms discussed earlier in the 
paper.  Take the following for example: 

Location(?x,?p1,?t1,?w) + Location(?x, 
?p2,?t2,?w) + NOT Same(?t1,?t2,E,?w) 

INF Adjacent(?p1,?px,E,?w) + Meets(?t1, 
?tx,E,?w), ?px,?tx 

This rule states that as a side-effect of an object that at 
some original place p1 at time t1 that moves to some other 
non-adjacent place p2 at time t2, it must move through an 
adjacent place px at time tx.  Both variables, ?px, ?tx,
are posits and do not appear in the antecedent  Typically, 
every possible value of tx would have to be instantiated as 
a grounded constraint, and even in small domains (100 
timepoints, 10x10x10 spatial coordinates), this grounds out 
to tens of thousands of constraints or more.  Representation 
of time as intervals still doesn’t solve the problem of 
searching through this space, since tens of thousands of 
intervals of some given size would need to be instantiated 
and reasoned about.  Instead, it seems as if children are 
able to just posit the existence of an indeterminate 
time/place/object when need be, and only reason about the 
details of this new variable when it becomes relevant to do 
so. Polyscheme’s search algorithms are based on an open-
world, and thus allow the positing of new objects and 
events. Such a capability affords drastic boosts in 
performance, as shown in figure 2.  The capability to posit 
new objects, whether they are points in time or physical 
objects is seemingly present in children and demonstrable 
in occlusion experiments. In these experiments 
obstructions or other objects exist behind the occluder, and 
children successfully reason about how these objects 
interact with other objects that travel in a path behind the 
occlusion. 

Figure 2. The performance of Polyscheme’s GenDPLL, 
MiniMaxSat, and LazySat on an optimal path planning 

problem.    

Social Cognition: Mindreading 

In previous work (Bello, Bignoli & Cassimatis 2007), we 
have shown that reasoning about the mental states of other 
agents, specifically their false beliefs, can be reduced to the 
interaction of specialists used to reason about physical 
relations.  Suppose we wish to predict Johnny’s behavior 
when we know that he has a misunderstanding about a key 
aspect of the environment.  For example, suppose that 
Johnny is hungry and has expressed his desire to have his 



leftover pizza from lunch, but doesn’t know that Bobby 
took it out of the fridge in the meantime and brought it into 
the treehouse.  Now, we see Johnny come down the stairs, 
exclaiming “I’m so hungry.  I can’t wait for some pizza!” 
Children as young as 3 years and possibly even younger 
are readily able to predict that Johnny will go to the fridge 
to find it, rather than going to the treehouse, where it 
actually is.  This process of being able to predict the 
actions of others based on their beliefs, desires and 
intentions is often called “theory of mind” or 
“mindreading.”  Being proficient at mindreading helps us 
to decipher the intentions behind all kinds of action, 
including the understanding of speaker intention in 
dialogue.  A handful of detailed theories have been 
proposed in the psychological community to account for 
the emergence and deployment of mindreading skills, but 
there are few computational instantiations.  We have 
developed our own computational model of the 
developmental time course of mindreading skills 
embedded in the Polyscheme cognitive architecture (Bello, 
Bignoli and Cassimatis 2007).  Our model uses substrate 
elements corresponding to the consideration of alternative 
(in this case, counterfactual) states of affairs, reasoning 
about categories, identity, causal rules, and a simple 
associative learning element to produce the appropriate 
developmental transitions and successful inferences based 
on the putative beliefs of other agents.  When we wish to 
model the beliefs of another agent, we simulate a 
counterfactual world w in which the identity 
Same(self,other, E, R) is true.  Polyscheme’s 
alternate world mechanism implements functionality that 
allows for the inheritance of truth values across worlds.  
Essentially, when asked to consider the truth value of a 
particular proposition p in w, Polyscheme will search in w
to find it.  If the search returns nothing, Polyscheme will 
query the parent world of w, which in most cases is R.  In 
this way, the identity Same(self,other,E,R)
produces a world in which all of self’s knowledge (i.e. 
propositions) are accessible from w, allowing for the 
imputation of default beliefs to other. This methodology 
parallels insights from the so-called simulation theory
(Goldman, Gordon) whereby mindreading is accomplished 
through the direct use of one’s own inferential machinery 
to model the cognitive processes of other agents.  Many 
other competing theoretical perspectives, including 
modeling others as a body of tacit theoretical knowledge 
about how beliefs/desires/intentions tend toward certain 
actions, although amenable to classical modeling 
techniques in AI, do not possess the degree of parsimony 
or general agreement with empirical data that our model 
displays.  Classical models of epistemic reasoning 
implement axioms which lead to gross psychological 
unrealism (logical omniscience, for example), and require 
a different sort of model-theoretic semantics than that 
employed to reason about objects and first-order relations 
in order to assure that knowledge possessed by one agent is 
kept separate from that possessed by another agent.  In our 
model, this feature is motivated by the consideration of the 

false beliefs of others, where knowledge possessed by a 
predictor agent is different than that possessed by a target 
agent.  On our account, the predictor’s knowledge is 
necessarily imputed to the target, when relevant to do so, 
but in the case of reasoning about the implications of a 
false belief on action-prediction, the predictor must learn to 
defer to the beliefs of the target in order to predict their 
action.  We have modeled this by manipulating the 
predictor-agent’s focus of attention within the 
counterfactual world where they are actively considering 
the identity Same(self,other,E,R).  We have 
shown that almost any simple associative learner can learn 
to associate mispredictions with costly belief-revisions in 
these worlds (Bello, Bignoli & Cassimatis 2007).  Insofar 
as certain predicates (such as LineOfSight and other 
perceptual relations) differ for self and other in these 
worlds under the identity condition Same(self, 
other,E,R), we learn to detect these differences using 
Polyscheme’s difference detector substrate element, and 
refocus on the perceptual predicate corresponding to the 
target’s means of acquiring information, leading to action 
predictions consistent with events as the target perceives 
them. 

Social Cognition: Intention Recognition 

An integral piece of the puzzle for action-prediction is 
being able to discern the intentions of others.  In the last 
section, we were made aware that Johnny wanted pizza, 
and that he was heading into the kitchen to get it.  
However, we are often presented with circumstances in 
which we must recognize a plan and the intentions that 
underlie it as the actions are being observed.  Take for 
example a scenario in which we are presented with an 
agent named Jack whom we know to be a vegetarian.  
Suppose that Jack is at a buffet-style restaurant, and we are 
standing near enough to him to observe his physical 
actions.  Let’s further suppose that the buffet is arranged in 
such a way that the salad bar component is clustered to 
Jack’s immediate left, and the roast-carving station to his 
immediate right.  He has an empty plate in one hand, and a 
pair of tongs with which he presumably will take hold of 
some food item in the other.  As Jack begins to move the 
tongs toward the buffet table, it’s fairly obvious what sort 
of item he’ll reach for.  While this seems to be a fairly 
innocuous example, the computational structure of the task 
is interesting.  One set of (general) rules that could be used 
to model such an activity might look like: 

True(prop, ?t, ?w) + Person(?x,?t,?w) 
0.60> NOT HasSpasms(?x, ?t, ?w)

Category(?x, Vegetarian, ?t, ?w) + 
Category(?y, Meat, ?t, ?w) ==> NOT 
Desires(?x, ?y, ?t, ?w)

Desires(?x, ?y, ?t, ?w)  0.90> 
ReachesFor(?x, ?y, ?t, ?w) 



HasSpasms(?x, ?t, ?w) + Object(?y, ?t, 
?w)  0.60> ReachesFor(?x, ?y, ?t, ?w) 

What we have here is a prior stating that people generally 
don’t have spasms, a rule stating that vegetarians don’t 
desire any object that could be considered meat, another 
rule stating that if a person desires something, they’ll often 
reach for it, and finally a rule saying that spasms 
sometimes cause reaching.  The numbers attached to the 
various conditionals represent the conditional dependences 
between antecedents and consequents.  When given input 
about Jack’s reaching behavior in mid-execution – such as 
a reach toward the carving station, Polyscheme’s search 
routines perform constraint satisfaction and produce a 
world where HasSpasms(Jack) is the most likely state 
of affairs, whereas a reach toward the salad would produce 
an answer world where Desires(Jack, salad) is
most likely.  What makes the substrate approach so 
powerful in this case is the implementation of probabilistic 
inference within Polyscheme’s relational interlingua, 
allowing for base probabilistic computations about likely 
actions, but allowing these calculations to be influenced by 
rich symbolic knowledge expressed by structures like rule 
#2. 

Advantages for a Substrate-Driven Approach 

The major advantage of building a cognitive architecture 
based on the sort of substrate we’ve suggested is 
overcoming the challenges of integrating cognition across 
the core domains we’ve mentioned.  It’s often the case that 
we build decent navigation systems or agent-based 
intelligent tutors that may implement small subsets of the 
substrate relations that we’ve proposed, but rarely does one 
see navigation systems constrained by socio-cognitive 
considerations such as actively avoiding one’s boss in the 
hallway while trying to sneak out of work on Friday 
afternoon, or after you know he’s caught wind of a 
business deal that you were unsuccessful in brokering.  
Integrating inference by performing reductions to basic 
substrate elements helps us get a handle of the structure 
and complexity of problems.  Reductions also make 
testable predictions about the involvement of specific types 
of computations in these problems, possibly leading to 
further psychological or neuroscientific studies.  We see 
easing the burden of integration as being one of the most 
important activities in the construction of a generally 
intelligent system.  Understanding and producing natural 
language provides a case in point.  Much energy has gone 
into the pursuit of intelligent systems for natural language 
understanding.  Some progress has been made toward this 
goal, especially in the syntactic parsing and tagging of 
sentences.  On the other hand, little serious progress has 
been made in developing intelligent systems capable of 
reasoning about deep semantic and pragmatic properties of 
sentences.  This is not necessarily the result of a lack of 
formal analyses – indeed both semantics and pragmatics 

are established sub-fields in linguistics, and much work has 
been done in producing the relevant formalizations 
(Levinson 1983).  The two main issues at hand seem to be 
that (1) the dynamism coupled with rich inference that 
typifies human-level NLP doesn’t readily lend itself to 
current computational methods, and (2) much of the work 
thus far has been fragmentary, and not gathered under the 
umbrella of a single theory.  One cannot help but to think 
that deep semantic and pragmatic interpretation depend 
highly on the listener being able to recognize the intention 
of the speaker while processing utterances, and as we’ve 
already insinuated, intention recognition even for simple 
physical situations doesn’t lend itself to current 
computational methods.   
 These issues reintroduce the need for integrating 
physical cognition (since some sentences have references 
that can only be resolved by both speaker and listener 
being in the same physical locale.  For example: “Go get 
that pen over there.”), social cognition (in order to 
disambiguate references to objects that the listener assumes 
the speaker to know about), learning (for the establishment 
of linguistic convention) and general knowledge about the 
world in terms of rules, scripts, and frames.  While we’re 
still a ways off from building such a system, a cognitive 
architectural approach grounded in the sort of substrate 
we’ve been talking about all along seems to be a promising 
avenue for exploration.  We are particularly fortunate since 
so much prior work has already been performed that 
attempts to explain a wide variety of semantic fields in 
terms of simple physical relationships (Jackendoff 1990). 
In fact, the architecture described so far has already been 
used to build a mapping between the substrate functions 
and predicates we’ve assumed and the functions of the 
HSPG wide-coverage syntax, which can be implemented 
as a probabilistic grammar in the style of our intention-
recognition example. 

Figure 3: Syntax parsing using substrate elements 

      As a result, searching for the most likely parse of a 
sentence can be modulated by rich symbolic knowledge 
including pragmatic and semantic information.  Figure 3 



depicts a substrate-driven parse of the sentence “the dog 
John bought bit him.”  Temporal ordering relations exist 
among the utterances, mereological relations exist among 
the relevant phrasal structures (noun phrases, verb phrases 
and modifiers), and anaphor is represented using identity 
relationships.  Details describing the mapping in full are 
provided in (Murugesan & Cassimatis 2006).  While the 
example we provide is mundane, this approach has been 
successfully extended to deal with implicit and non-literal 
references (Cassimatis 2008), where pragmatic principles 
such as presupposition (inferring the existence of implicit 
referents) must be used to assign meaning to parses.  An 
example of such an inference might involve parsing “They 
are a cute couple.  He seems so happy to be with her.”  In 
this case, there are no prior referents for “he” and “her.”  
One must rely on pragmatically interpreting “couple” as 
implicitly warranting the existence of two objects.  These 
successes are enabled by being able to jointly represent and 
reason about syntax, semantics and pragmatics in terms of 
a substrate consisting of basic physical and social relations 
using multiple data representations and inference 
algorithms. 

Summary

We have provided a brief sketch of a cognitive architecture 
highly informed by knowledge about the basic skills and 
abilities of infants.  This knowledge is captured in terms of 
predicates that describe basic physical and social reasoning 
and the inferential machinery that we presume exists to 
process them tractably.  Our investigation is very 
preliminary, with much work still needing to be done to fill 
out the substrate, even for the domains we’ve developed 
our argument upon.  However, we have reason to be 
hopeful – the simple relations we’ve outlined in this paper 
have been sufficient for formalizing high-level cognition 
across a number of highly dissimilar domains, ranging 
from physical reasoning to action-prediction to natural 
language understanding.  Enrichening the substrate with 
new relations driven by both psychological evidence and 
computational insights is a durative project, requiring the 
skills of many.  We hope that this exposition will inspire 
new intellects to try their hand at developing the mappings 
that we’ve found so informative in trying to reach the lofty 
goal of developing human-level AI.  
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