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Abstract

Humans employ diagrams and other pictures, both real and imagined, as aids to reasoning, and
many kinds of problems are solved by an interaction between perception-like processing and verbal
reasoning. My research is exploring computational explanations of this interaction. The use of
diagrams is in part a form of spatial reasoning, which is the use of representations of objects in space
for problem-solving, inferring, and learning. I hypothesize that there are forms of representation that
aid human reasoning by providing psychologically and computationally efficient ways of capturing and
propagating the constraints of both real world events and mathematical abstractions. The creation,
modification and transformation of these representations allow a person to perform mental experiments
that make deductions and test conjectures about the corresponding physical situations and mathematical
relations.

Introduction

I believe that imagery is functionally different from logic-based representations, though not
because logic is propositional. I have argued elsewhere, Lindsay (1988), that there is a difference
between knowledge representations that support inference by deduction, that is, by the use of a proof
procedure such as that of first-order logic, and those that support inference without deduction, by
constraint maintenance mechanisms inherent in the representation. In other words, it is not the
distinction between propositional and non-propositional representations that is at issue, but the
distinction between representations based on a logico-deductive formalism and those that have inherent
structure, including but not limited to schema/frame systems. This view sees the classical distinction
between propositional representations and pictorial representations as secondary to the central issue of
how inference is supported.

A major insight of artificial intelligence is that, while some sort of general calculus for
reasoning may be possible in principle, when one considers the computational complexity and
efficiency issues that must be addressed in the construction of a real-time intelligence, it becomes clear
that not all in-principle adequate representations are equivalent. One method to address this complexity
is heuristic search, either through the space of formal propositions or through a problem space
constructed specifically to take advantage of specialized knowledge. A second alternative is a
representation that enforces some specific relations among variables by constraint satisfaction methods
that avoid the combinatorial problems of deductive proof. A third alternative, which can encompass the
first two, is simulation, the incremental change of a representation, consistent with its causal laws of
interaction. Such methods, then, are tools that address the frame problem (how knowledge should be
updated when some facts change) by letting "the side effects take care of themselves [Haugeland
(1985), page 229]." My research integrates these methods in an attempt to capture spatial constraints 
attack the frame problem and the computational complexity problem more generally.

I am creating a program called ARCHIMEDES. The work is an attempt to use representations of
diagrams as aids to understanding propositions, suggesting conjectures, and planning proofs for
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theorems of plane geometry. While other projects [e.g., Gelernter (1959), Larkin & Simon (1987), 
Koedinger & Anderson (1990)] have employed diagrams and diagrammatic information in a variety 
ways, ARCHIMEDES makes a direct attack on explaining the role of diagrams (and images of diagrams)
in reasoning: simulation. That is, the representation embodies the constraints inherent in two
dimensional space by simulating within the representation the structure of space (and a limited physics)
that would hold in a physical model. This is an obvious and straightforward approach, but one that has
been attempted, as far as I know, in only a few specialized systems, such as the work of Funt (1977;
1981), Kosslyn (1980), and Gardin & Meltzer (1989).

Simulation has four aspects: (1) particular instance ofan object, rat her than an abstract
description of a class of objects, is represented; (2) the parts of the object interact according to explicit
causal laws; (3) the behavior is restricted to obey certain constraints; and (4) the process is incremental.

The most straightforward approach in this vein would be to simulate physical situations by
employing the classical methods of mathematical physics. After all, the real number line is a model of
one dimensional space, including properties such as continuity, density, and direction. Vector algebra
introduces dimensionality and permits the definition of geometric concepts such as distance as
functions of vectors. The laws of Newtonian mechanics supplement this mathematical description of
space with laws that describe the acceleration of mass under the influence of forces. By the beginning
of the 20th Century this model was generalized into an elegant mathematical treatment by Hamilton,
Jacobi, and Lagrange; see Goldstein (1950).

The problem of computational complexity, however, makes this approach, at least in its most
general form, impractical. For example, Pentland (1990) estimates that the complete behavioral
description of an object consisting of only 1000 points using the finite element method (itself 
simplification) would require 1014 floating point operations per second and 109 words of memory for
"interactive rate" simulations. Even if we entertain a slowdown by a factor of 100, these requirements
are well beyond the ability of current or foreseeable computer hardware.

However, a number of simplifications are possible. For example, substantial savings ensue
from eliminating high frequency vibrations; even greater savings ensue by restricting consideration to
rigid bodies. Acceleration may be ignored, reducing F = ma to X = mvAt. In the context of geometric
diagrams with mass differences ignored and time quantized into equal steps we may consider
displacements of affected points to be a vector sum of the displacements of connected points, acting in
the directions of connectivity. Finally, we can restrict the analysis to "critical points," such as
endpoints of line segments and intersections of curves, and interpolate the connecting lines and curves.

This immensely simplifies the simulation of the behavior of points interacting under the effects
of connectivity, bringing it within the range of modern hardware. In this way, basic spatial relations
may be captured by a simulation. However, the imposition of additional constraints, such as requiring
certain pairs of distances to remain equal or requiring that a point remain on a given curve, adds new
computational burdens. Note that these situation constraints are in addition to the constraints of space
and physics that the representation is supposed to embody. They amount to additional assumptions that
define a particular situation that the system faces. Such constraints are essential in the statement of
theorems and the representation of problems and puzzles. In the general case, adding constraints within
the mathematical framework discussed will lead to arbitrary sets of non-linear equations for which
there are no general solution methods that are even polynomial in complexity.

This problem, however, can be ameliorated by the use of incremental simulation. Incremental
simulation is an attractive approach because it is computationally much less expensive to maintain
constraints than it is to construct a model that obeys them. Thus, once a diagram has been constructed
from a propositional description, it is possible to forego repeating that task while generating future legal
states with a high degree of accuracy and much less computation. Modifying diagrams incrementally
provides an envisionment of the geometric system in the sense that qualitative simulations of
kinematics [Forbus (1984)] and dynamics [de Kleer & Brown (1984)] do for simulated physical
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systems. The envisionment may then be used in problem solving and conjecturing by achieving or
failing to achieve certain states.

For example, if we wish to determine if an apparent property of a diagram (e.g., that two line
segments are of equal but not fixed length) must be true, one way to proceed is to study the effects of a
small incremental change that makes it false (such as lengthening one segment a small amount while
holding fixed the other’s length). If the other changes that propagate obeying the spatial constraints of
the description do not violate any situation constraints, then the property is not a necessary condition;
otherwise it may be presumed to be necessary (though this conclusion could be mistaken).

The ARCHIMEDES program

I have implemented a system for the representation of points, lines, and triangles in two-
dimensional space, plus an algorithm for incremental simulation of the effects of alterations to the
representation, and I have begun to devise programs to use this representation and simulation to
formulate and solve problems.

At the heart of the ARCHIMEDES program is a fixed set of construction and retrieval processes
that can be called upon to build representations and to extract information from them. For example,
there is a process that constructs a line segment between two given points (a construction process) and 
process that determines whether or not two line segments are of the same length (a retrieval process).
The representation-proper that I have implemented for diagrams is a pixel array/network that combines
the features of both of these representations in a single structure, plus a structure of inter-related
schemas for geometric objects (point, line segment, triangle, and so forth) present in a depiction. The
pixel array is finite in extent, and has a certain inherent grain, or minimum resolution, which is
controlled by two parameters, SCALE and COMPLIANCE. The resolution can be set to coarser values and
this affects the behavior of the construction and retrieval processes; thus the test of segment length
checks equality to within the currently operative resolution, and the construction of a line segment will
exhibit a corresponding compliance. The schemas relate the geometric objects to the pixel
array/network and record propositionally specified or derived situation constraints on the objects, such
as that a particular line segment is required to be rigid. The information input to the system in
propositional form is used to build the pixel/net and schema components of the representation system,
thereby describing a specific instance of that which was described in the propositional input (see
below).

The model distinguishes two representations for a given geometric scene. One corresponds to
an "image" and the other to a "graphic." Eventually these representations will be separate, however at
the moment they share the same pixel/net and schema representation-proper, but employ different
access functions. The image representation plays the role of the mental image of a person. The graphic
representation serves for the program the role that an actual drawing serves for a human problem
solver. In the graphic representation the coordinates from the pixel array are available to compute some
properties numerically. Numerical coordinates may also underlie metric comparisons in the image
representation, but those comparisons yield only qualitative results. For example, the length of each
segment on the pixel array may be computed with a metric function (e.g., Euclidian distance or
cityblock distance). However, although lines in a representation have specific lengths and triangles
have specific areas, only qualitative judgments about these metric quantities are known to the image
processes. Thus, a line may be judged longer, shorter, or equal in length to another, but differences in
lengths cannot be compared unless a construction can be made (with these processes) that produces
new line segments of the appropriate lengths to be compared. The resolution of these metric relations
will be controlled by separate sets of SCALE and COMPLIANCE parameters for image and graphic. Thus
the model can implicitly treat its representation as an image or as a graphic. Incremental
manipulations, described below, are done on the image representations. The graphic representation will
eventually be a separate representation that can be both a form of input of diagrams to the program, and
a scratch pad on which the program can construct diagrams to extend its memory and provide more
accurate evaluation of metric properties.
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Notice that "qualitative" as used here does not necessarily mean "non-numerieal." When the
results of the comparison are limited to the qualitative values equal, shorter, longer, the length
comparisons are qualitative even though they involve numbers. This is merely a reminder that
representations are tri-partite: one cannot conclude that a representation is quantitative merely because
it contains numbers. It depends on how the numbers are used. Another possible qualitative method of
comparing lengths would be to superimpose the segments. Introspectively this does not seem
necessary, but it could be used as an alternative in certain cases.

A manipulation algorithm

The incremental simulation processes that I have explored thus far apply "pulls" at certain
locations. These pulls are propagated to connected parts of the representation. Then each named point
is examined to determine if the resultant pull on it can yield movement without violating situation
constraints explicitly set for that point. For example, if the point’s location is marked FIXED in its
schema, it will not be moved; if it is the endpoint of a rigid segment whose length is marked FIXED,
then it can move in the direction of the resultant pull only if this will leave the segment length changed
by less than the COMPLIANCE that is currently in effect; rotation about the other end will be consistent
with this constraint, but sufficiently small movements in non-tangential directions are also permitted.
Since the resulting position of each given point can have subsequent consequences for the positions of
other points, the algorithm must iterate until movement "settles." Recall that locations are restricted to
a pixel grid. This means that actual changes must be in one of nine directions (including remaining
stationary); since the resultant may not be exactly in one of these directions, more than one alternative
movement may be possible for some points. The alternatives are tried in the order of increasing
"energy," which is computed as a measure of violation of the situation constraints. If the final position
violates any constraint, the perturbation is rejected as impossible, and the process reverts to higher level
processes for resolution.

Creating the initial diagram

Although the system outlined above will not produce representations through visual perception,
it is intended that it will do so from propositional descriptions (statements constructed from geometric
predicates and logical connectives without variables or quantification) provided either externally or by
its own (as yet non-existent) higher-order, goal-driven processes.

In order to do incremental simulation, it is necessary to begin with a diagram that satisfies the
stated situation constraints. However, as I discussed above, the discovery of all, or even one, such
diagram by algebraic methods is computationally hard, since it in general involves the solution of
arbitrary sets of non-linear equations.

Accordingly, it is not a trivial matter to construct a diagram to accurately and completely reflect
a propositional description such as the premises of a theorem, even though in general there are many
diagrams (infinitely many if the space is unbounded) that could correctly do so. An additional problem
is that the diagram should not only be a specific instance that is consistent with the description, but
ought as well to be sufficiently general; that is, properties of the diagram should not "accidentally"
reflect facts that are not necessarily deducible from the premises. To do this flawlessly and universally
would require that the program distinguish all valid conclusions that follow from the premises, and, so
construed, the problem of construction is equivalent in difficulty to the general problem of geometry
theorem proving. The present goal is, accordingly, more circumspect. Since I am studying how
diagrams might serve as heuristic guides to reasoning, they need not be held to optimal standards.
Even in the context of deductive theorem proving, diagrams may assist even though they are less than
perfectly general. For example, for the purpose of producing a diagram that will be used in the subgoal
rejection sense that the geometry theorem proving program of Gelernter (1959) required, we may relax
the requirement that the diagram not reflect any properties that do not necessarily follow from the
premises: their presence could lead to inefficiencies in the proof discovery search but will not be fatal.
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I am attempting to create a heuristic program to eonstruct diagrams from propositional
descriptions using incremental simulation. It proceeds sequentially by analysis of a set of propositions
without creating an overall plan. First it determines what choices can be made arbitrarily, within
limitations imposed by the size of the "paper" and considerations of crowding, layout, and so forth.
Then it makes arbitrary selections within those limitations and adds more specifics under the guidance
of constraints imposed by additional propositions. This may yield the construction of a figure that
violates one of the propositions considered later in the construction. Rather that starting fresh,
however, it attempts to modify the diagram to accommodate the new information. Only if incremental
modification is unsuccessful is backtracking to different initial choices undertaken. (Backtracking has
not been implemented.)

An extension to this strategy, not implemented, is to provide a dictionary of paradigm figures to
be modified as needed. For example, simple figures like line segments would be selected from a small
set of paradigms, say a horizontal, a vertical, and two oblique instances. In constructing a diagram that
specifies line segments, a paradigm instance would first be selected, and subsequent drawing would
build on this instance, possibly changing its length or orientation as needed. To construct an isosceles
triangle if no paradigm isosceles triangle were yet available, one could select a paradigm scalene
triangle in standard orientation, position, and scale, and then modify one side until it is equal in length
to another. The dictionary of paradigm figures might grow without explicit instruction as situations are
encountered repeatedly, beginning perhaps with the discovery of the isosceles triangle paradigm. Other
useful paradigms would be a standard alternate interior angles configuration, similar triangles,
parallelograms with diagonals, and so forth. Presumably for humans such a stock of paradigm cases
extends to other task areas, such as weight and pulley statics problems, normal distribution curves, and
many others.

At present, I have been able to deal only with a small number of special cases. The method
needs to be extended and generalized before it is able to address an interesting range of examples. In
the meanwhile, diagrams beyond the scope of the existing diagramming programs are simply encoded
by the programmer for purposes of exploring the simulation and reasoning methods.

Discussion

Simulation by computation has a long history and has produced many of the most important, in
some cases revolutionary, achievements of computer science, from graphics to non-linear dynamics.
However, cognition by simulation is an as yet sparsely explored AI method. As stated at the outset,
computational efficiency is the critical fact in measuring the success of this approach. If the savings
achieved by avoiding the cost of search through the space of deductions is spent in manipulating
representations and checking constraints, then no progress will have been made toward solving the
frame problem, and introspective plausibility alone will not justify the model’s ad hoc methods.

In selecting among alternative implementations of a certain functional capability, I do of course
take cognizance of other criteria, such as plausibility vis ~ vis other knowledge. Thus, one reason to
believe that the proposed computations can be done efficiently is that the methods being explored lend
themselves to parallel computations and do not involve solving non-linear equations. "Pulls" and
"displacements" of each pixel can be determined independently in a natural way, conceivable by local
processing at each pixel. Of course, the development model, running on a serial workstation, may not
run at speeds comparable to human speed even with very fast hardware.

It is of course quite plausible that the brain does its computations in a parallel, distributed style.
It is also interesting to note that recent neuroscience evidence finds that during imagery some of the
cortical centers for vision are activated: Kaufman, Schwartz, Salustri & Williamson (1990). Further,
the construction of imagery involves the use of the left cerebral hemisphere, that is, the hemisphere
conventionally thought to be involved in propositional thought: Farah, Weisberg, Monheit & Peronnet
(1989). This corresponds nicely with the schema and pixel/net components of my model. Naturally,
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such results can only be viewed as suggestive. Nonetheless, the prospects exist for ultimately making a
neurological connection with this model of spatial reasoning beeause of its basic architecture.
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