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ABSTRACT: We describe software to support experi-
mentation with qualitative models of human physiol-
ogy. Our knowledge bases are not so much "fonts of
wisdom" that can not be doubted, hut hypothesis that
are under active review. An important feature of our
system is its graphical ability to allow the users to
directly-manipulate their qualitative descriptions of
the domain.

K~%qORDS: Qualitative modelling, hypothesis test-
ing, knowledge acquisition, knowledge representation,
causality, explanation.

1. INTRODUCTION

Modern technology has been extraordinarily success-
ful in producing experimental results. In their
current form, this mountain of published material is
"dead" knowledge. For example, ifa researcher in Bri-
tian publishes a paper that describes a model that
subtly disagrees with a publication from Argentina,
we have no rigorous method for automatically detect-
ing the inconsistency.

Our long-term goal is the creation of an international
knowledge base containing all the published models
in some executable form, as well as any associated
experimental data. When a new model is proposed, it
is entered into the knowledge base and checked for
consistency both the existing knowledge base and
dates. The KB will be diagrammatic in nature since
our observations of the domain experts revealed that
they use primarily graphical information to sort out
their ideas.

Our test domain is neurosndocrinology. Our proto-
type is based on compartmental modelling ([McIntosh
80]). Our basic principal is that changes must be
explained. If the level of something goes up or down,
then there must be a causal connection, perhaps
through a whole series of intermediaries, to some-
thing else going up or down which can explain the
observed change.

1.1 QMOD

QMOD is a Hypercard-based ([Apple 87]) point-and-
click editor that allows the user to graphically enter
in statements such as "insulin promotes the flow of
glucose from blood to cells" using a standard compart-
mental model formalism:
¯ A flow node for the glucose transfer from blood to

cells;
¯ A influence arc between from the insulin node to

the glucose transfer node.

¯ Compartment nodes for blood glucose and insulin.
¯ A structure for tissues, kidney, pancreas, and liver.

The structures are sources and sinks for flows of
material and are essentially connections to the
world beyond the model.

To the standard formalism, we have introduced a new
type of node: fact nodes. Sources and sinks are con-
nections to the outside world in terms of flows of
material while facts are connections to the outside
world in terms if it influences on the model. Gen-
erally, facts will refer to the effects of experimental
treatments, or the effect of a given drug etc. Their
essential feature is that they refer to physiological
effects about which little is known. Our system
assigns facts a boolean status. The influence of a false
fact is ignored in the model. The influence of a true
fact is used in the reasoning.

Figure One shows three diabetic-related facts: diabl,
and diab3.

Figure I. A QMOD Model

In English, this model is representing the following
statements. Note how the diagram succinctly and
intuitively expresses a long list of assertions.
1. There exist source structures called liver and

pancreas.
2. There exist sink structures called tissues and

kidney.
3. There exist intermediary compartments called

insulin, glucose.
4. Insulin flows from pancreas to kidney.
5. Glucose flows from liver to tissues.
6. The amount of glucose promotes the flow of insu-

lin out from the pancreas.
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7. The amount of insulin inhibits the flow of glu-
cose out from the liver.

8. The amount of insulin inhibits the flow of insu-
lin out from the pancreas.

9. The amount of insulin promotes the flow of glu-
cose into the tissues.

10. If d/ab3 is included in the model, it decreases
the effect of assertion [9].

11. Ifdiabl is included in the model, it increases the
effect of assertion [8].

1.2 Checking Experimental Results

Experimental results are entered in via a
spreadsheet. The columns store data from various
experimental protocols. For each experiment, certain
facts are true. Figure Two shows experimental
results from three studies of diabetics:

¯ juvenile: diabl was set to true.
¯ maturity: Both diabI and diab3 are set to true.
¯ control: All treatments are false.

one above, this task is quite complex. The JUSTIN
module of QMOD automates this search. JUSTIN is
written in a Macintosh version of UNSW PROLOG
([Sarnmut 83]). JUSTIN views the QMOD model as a
set of constraints. For each pair of experiments, quali-
tative descriptors are generated for the comparison of
the values in the same rows. These descriptors are
then checked against the model. If they can’t be
created given the constraints in the model, then the
data is termed unresolved.

Figure Three shows a QMOD graphs that displays the
unresolved data items. Each unresolved datum is
marked with a black dot. If the user clicks on the dot,
the dot(s) over the related unresolved data winks 
and off. For example, clicking over glucose: juvenile
causes the dot maturity in the same group to wink.
The user can adjust the values in the unresolved
columns by clicking on them with a mouse and pulling
the histogram up or down. This value change is
automatically updated in the spreadsheet.
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Figure 2. Results from three experiments.

Note that it is good experimental practice to have a
control group. This group provides data on the nor-
mal behaviour of the population under study. Note
also that the absence of any treatments is not the only
type of control group. The juvenile diabetic group can
be used as a control group for the maturity onset
group. By comparing results between these two
groups, we can study the effect of d/ab3 uncontam-
inated by diabl. A comparison of maturity with con-
trol does not allow this effect to be separated.

The spreadsheet stores absolute quantities (e.g. the
glucose compartment of the control group has 5
units) I. A human experimenter could manually trace
these values through the model and see whether any
of these experimental results are inconsistent with

the world. However, even in small models such as the

1. Note that the displayed numbers do not reflect actual
experimental results, but are merely demonstration
values.

Figure 3. Automatic detection of inconsistencies.

1.3 Validation Studies

A model was built from a summary paper ([Symthe
89]) and then compared against experimental data
collected from six research papers. The summary
model included 27 compartments, 21 flows, 61
influences and filled 14 screens.

JUSTIN found numerous unresolved data. The types

of inconsistencies included clerical errors in translat-
ing models to the QMOD representation. Some of the
inconsistencies were due to deliberate simplifications
of the model by the researcher, but which were in fact

inconsistent with the data. The most important
result was that the norepinephrine data in hypothy-
roid rats who had been given a alpha-2 adrenegeric
blocker could not be explained. This was a novel
finding that the authors of the [Symthe 82] were not
aware of. Experiments are being conducted to investi-
gate further certain hypothesis which this finding has
prompted.

This result is interesting in that the authors of
[Symthe 82] had only considered the effects of the
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alpha-2 adrenegeric blocker on hypothyroid rats
rather than effect of hypothyroidism on alpha-2
adrenegeric blocker treated rats. That is, they had
considered the effects of treatment groups A versus
A+B but not B versus A + B even though the paper
contained the data needed for beth comparisons.
Although the data was highly statistically significant,
the B versus A ÷ B comparison was not made since
the authors were primarily interested in stress, not
hypothyroidism. They therefore studied the effects of
stress in the presence of hypothyroidism, to see
whether or the same mechanisms were operative as in
other stress situations. The reverse comparison looks
at the effect of hypothyroidism in the presence of
stress, a question that the authors were not address-
ing. The result is of importance since it suggests that
the interaction between serotonin and norepinephrine
described in [Smythe 82] will have to be relocated.
This represents a major re-organisation of the
[Symthe 89] model and to our understanding of the
interaction between norepinephrine and serotonin.

Note that the information required to gain this new
understanding was available prior to QMOD but had
not been noticed.

2. RELATED WORK

2.1 CASNET

The classic study of causality models in Medical AI is
the CASNET system ([Weiss 78]). CASNET stores its
knowledge in a three-layered topology: observations,
pathophysiological states, and disease categories.
Cross-layer links exist between nodes in each layer.
Causal links with numeric strengths of causation
(roughly speaking, the frequency with which state 
links to state j9 exist between the pathophysiological
states. A complete causal pathway from a start state
to a terminal state represents the evolution of a
disease. Progression along a pathway is usually asso-
ciated with increasing seriousness of the disease.

CASNET differs from QMOD in several ways:
1. The core of CASNET"s inferencing is fundamen-

tally quantitative while QMOD is fundamentally
qualitative.

2. The two systems perform different tasks: QMOD
was designed for exploring inconsistencies
between data and models (and is hence 
knowledge acquisition tool) while CASNET was
built as a diagnosis system (and is hence 
knowledge execution tool).

3. In our domain, QMOD is an extension of current
practice, not a replacement. Our experts find
that the graphical front-end closes matches their
current practice. The use of CASNET, would
require them to change their mind-set to fit with
the CASNET formalism.

2.2 QUAL/BKBI

[Soo 85] describes an extension of the CASNET
approach. QUAL and BKBI (Biochemical Knowledge
Base Interpreter) are PROLOG programs that help
formulate experiments using a set of mathematical

modelling and simulation programs in the field of
enzyme kinetics.

This system is much closer to QMOD than CASNET
since it seeks to support the experimental process.
The knowledge base is structured as nodes connected
by causal links. The KB has various levels, each
corresponding to higher and higher levels of abstrac-
tion. Each working hypothesis in the KB must be
justified by either experimental data or by a new
experiment. Meta-knowledge about a suite of enzyme
kinetics mathematical modelling and simulation pro-
grams is used to propose experiments using these
tools. If more than one experiment suggests itself,
then the best design is selected after applying certain
domain-specific ranking strategies.

[Soo 85] is ambiguous regarding how the system
reacts when an inconsistency is detected and
confirmed by new data and/or experiments. QMOD
provides graphical editing tools that allow a domain
expert to quickly experiment with different models.
That is, in QMOD, hypothesis revision is the responsi-
bility of the expert. The [Soo 85] paper suggests that
hypothesis revision could be done automatically using
some sort of truth maintenance system.

The QUAL/BKBI system is an interesting experiment
in tightly-coupling a KB with a specific set of model-
ling and simulation tools. The QMOD goal is much
broader. We seek to develop tool-independent tech-
niques for formalising qualitative knowledge about a
domain.

2.3 STELLA

STELLA ([Pytte 88]) is a graphical compaL:tmental
modelling system. Superficially, QMOD resembles
STELLA. For example, a STELLA model similar to
Figure One is shown in Figure Four.

untitled

Figure 4. Modelling Figure One using Stella.

However, inferencing with STELLA is very different
than with QMOD. QMOD is a qualitative formalism
that can execute given qualitative statements.
STELLA is a quantitative formalism that requires
precise numeric paramters before it can execute. In
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certain domains, such as ours, the data is not avail-
able to the required precision and the STELLA for-
malisrn forces us to invent spurious information,
merely to get a behaviour. Further, STELLA is a
simulation tool while QMOD’s function is to detect
inconsistentcies between the current models and the
known data.

2.4 ROUNDSMAN

[Rennels 89] describes another medical application
that uses research publications as the basis of their
knowledge base. Roundsman is a publication-centred
tool for augmenting a physician’s reasoning. Unlike
QMOD, the Roundsman system does not attempt to
model the underlying physiology of the domain. The
internal knowledge structures of Roundsman are
declarative descriptions of the publications and
pointers to related publications. The system has no
causal knowledge of disease processes. In essence,
Roundsman is a representation of the discussion and
not the domain of the medical research literature.

3. RESEARCH DIRECTIONS

Our current research work has two main directions:
semantics and display.

3.1 Semantics

Formal qualitative reasoning theory could be used to
improve QMOD. Early experiments with QSIM
[Kuipers 86] were not encouraging. This approach
was abandoned due to the very large numbers of
behaviours produced by even simple models. How-
ever, the casual ordering formalism of Simon &
Iwasaki [Iwasaki 86] seems more promising. A causal
ordering is deduced from the equations which is a net-
work that assigns causal links between variables.
This network is deduced from an abstracted view of
how a symbolic algebraic system would deduce values
for the system.

Causal ordering allows us to combine qualitative and
quantitative knowledge about our system. Both can be
given as input to the causal ordering alogirthm.
Further, it should be possible to use causal ordering
as the basis of a theory revision algorithm. It should
be possible for the user to make edits to the causal
graph and the system to backtrack to propose revi-
sions to the underlying qualitative and quantitative
model.

3.2 Display

The present system is a good match between the
graphic representations and the reasoning that can be
carried out. The model has no important information
over what can be seen on the model screen. The histo-
gram display of the unresolved data points captures
the ordinal relations between real numbers that the
model deals with. Data can be entered numerically

but then manipulated graphically.

One issue that has to be resolved is the best graphical

treatment of the QMOD facts. Earlier versions of
QMOD didn’t use them at all. The current version

offers no visual clue to how the facts are grouped
together into experiments. Future versions of QMOD
should display this grouping.

The current Hypercard system was a useful prototype.

However, it has certain drawbacks. QMOD can not
re-configure its display. An international QMOD
model would be very large indeed. In order to manage
it all, the system needs to be able to re-configure its
displays and present only the relevant portions to the
expert. We seek methods to discover nodes of interest
and hide nodes of dis-interest from the user. Ideally,
all the nodes relating to a current problem should be
somehow displayed on one screen.

4. REFERENCES

[Apple 87] Apple Technical Publications. (1987) Hypereard
Script Language Guide, APDA.

[Iwasaki 86] Iwasaki Y. & Simon H.A. Causality in Device
Behavior in Artificial Intelligence 29 (1988) 3-31.

[Kuipers 88] Kuipers B. Qualitative Simulation in Artificial
Intelligence 29, pp229-338.

[McIntosh 80] McIntosh J.E.A. & McIntosh R.P. (1980)
Mathematical Modelling and Computers in Endo-
crinology Springer-Verlag, Berlin.

[Pytte 88] STELLA v2.10 is copyright 1985, 1988 by High
Performance Software Inc. and was written by Anders
Pytte & Friends.

[Rennels 89] Rennels G.D. , Shortliffe E.H., Stockdale F.E.,
Miller P.L. A Computational Model of Reasoning from
the Clinical Literature in AI Magazine, Spring 1989,
pp49-57.

[Sammut 83] Sammut C. & Sammut R. The Implementation
of UNSW-Prolog, in Australian Computer Journal
15(2), 1983, pp56-65.

[Soo 85] SOo V. , Kulikowski C.A. & Garfunkel D. Qualita-
tive Modelling and Clinical Justification for Experimen-
tal Design in Artificial Intelligence in Medicine, De
Lotto I. & Stefanelli M. (eds), Elseview Science Publish-
ers, B.V. (North-Holland) 1985, pp21-36.

[Symthe 82] Smythe G.A., Duncam M.W., Bradshaw J.E.,
Cai W.Y. & Symons R.G. Serotoninergic Control of
Growth Hormone Secretion: Hypothalmic Dopamine,
Norepinephrine and Serotonin Levels and Metabolism in
Three Hyposomatropic Rat Models and in Normal Rats
in Endocrinology 110 (2) pp376-383.

[Smythe 89] Smythe G.A. Brain-hypothalamus, Pituitary
and the Endocrine Pancreas in Smamols R. (eel) The
Endocrine Pancreas, Raven Press, New York, 1989.

[Weiss 78] Weiss S.M., Kulikowski CA. & Amarel S. A
Model-Based Method for Computer-Aided Medical
Decision.making in Artificial Intelligence 11 (1978),
pp145-172.

233




