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We take an information-theoretic approach to the problem of translating passages from French to
English. We imagine a French sentence to be a garbled version of an intended English sentence.
We seek the most probable English sentence given the French sentence and take this most probable
sentence to be the proper translation. If it is not a good translation, then we fault our statistical
model of the process by which English is garbled to become French, and we seek improvements.

The currency of our statistical model is the word. The words in an English sentence generate

corresponding words its French partner. This idea draws its intuitive appeal from the existence of
bilingual dictionaries, scholarly collections that aim to distill the essence of the relationship between
two languages into a set of translations of individual words. It is a difficult task and, as anyone who
has struggled to decipher some obscure passage knows, not always successful. Sometimes an English
word may translate into several French words, sometimes it may translate into no French words.
In general, the number and identity of the French words into which an English word translates
depends on the context in which the word appears.

Because of this dependence on context, one cannot learn a new language by reading a bilingual
dictionary. Dictionaries simply cannot be made large enough to cover all of the contextual nuances
necessary to the understanding and production of fluent, natural text. At best, a dictionary serves
to plug an occasional chink in the armor of the otherwise well-fortified polyglot. To learn to
translate, one must see a pair of languages in action. That is, one must digest a large quantity
of natural language in the raw. For machine translation, this means examining a large number of
pairs of translated sentences.

We think of a lexicon as little more than a list of words. A French lexicon and an English lexicon
together form the skeleton of our translation system. The muscle of the system is supplied by a
statistical analysis of a large body of pairs of translated sentences. In our model, we recognize the
close connection between words that are inflectional variants of one another. Because dictionaries
generally provide entries only for roots, the main problem we face in constructing a lexicon from
a machine readable dictionary is extracting these relationships. Often a dictionary claims to list
irregular forms, but assumes that the reader is smart enough to figure out that postman is some
kind of man and therefore has as its plural postmen rather than postmans.

A common approach to this problem is to write rules for producing inflected forms from roots

or for extracting roots from inflected forms, but we have found that while this approach handles
the majority of words well, it has difficulty with a significant minority of them. Instead, we have
chosen to deal with each word by hand so as to be as confident as possible in the correctness of the
result. One advantage of the lexicon is that while it is not small, it is nonetheless of manageable

size. We have been able to construct lexicons of several hundred thousand words for both English
and French at a cost of about 3 seconds of hand labor per word. At this rate, an individual can
examine an entire lexicon in about 2 months.
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