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1. INTRODUCTION

Although the idea of generating plans through nonlinear or partially
ordered partially instantiated (POPI) planningI has been around
for almost twenty years, it is only recently that the search space
characteristics of POPI planners have received particular atten-
tion. A big thrust in this work has been on reducing the redundancy
in the search space of POPI planners. This was largely motivated
by the belief that redundancy reduction will lead to improvements
in planning efficiency[10, 8]. One approach towards redundancy
elimination, that turned out to be particularly influential (as evi-
dencedby several closely related extensions [8, 18, 16, 2, 17]), was
that of McAllester’s [8]. McAllester showed that it is possible to
design a POPI planner that is systematic in the strong sense that
it never visits two equivalent plans or plans having overlapping
linearizations. Such systematic planners were claimed to be more
efficient than planners that admit redundancy in their search space.

While search space redundancy is an important factor affecting
the efficiency of a P O PI planner, another (perhaps) equally impor-
tant one is the level of commitment in the planner. After all, avoid-
ing premature commitment was one of the primary motivations
for POPI planning. There is a tradeoff between the redundancy
elimination and least commitment, in that often the redundancy is
eliminated at the expense of increased commitment in the plan-
ner. For example, McAllester’s planner achieves systematicity by
keeping track of the causal structures of the plans generated during
search, and ensuring that each branch of the search space commits
to and protects mutually exclusive causal structures for the partial
plans. We will see that such protection amounts to a strong form of
premature commitment, which increases the amount of backtrack-
ing as well as the solution depth, and can have an adverse effect on
the performance of the planner.

In this paper we shall argue that the performance of a POPI
planner depends more closely on the way it deals with the tradeoff
between redundancy and commitment, than with the systematic-
ity of its search. We will start with a rational reconstruction of
the motivations behind systematicity in POPI planning and show
that systematicity is just one extreme solution for the tradeoff be-
tween redundancy and commitment. We will show that there are a
spectrum of solutions to this tradeoff, and identify the dimensions
along which they vary. We will explore the relative utility of the
different solutions through a comparative study of seven planners
that fall at different points on the spectrum. Our studies show that
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1Throughout this paper, we shall use the term POPI planning rather
than nonlinear planning, as the former avoids confusion with iinearity
assumption.

both SNLP - which concentrates on redundancy elimination, and
TWEAK [1 ] - which concentrates on least commitment, could be
very inefficient. They also show that the planners that strike a
more judicious balance between redundancy and commitment can
outperform both less committed, and more systematic planners.
Organization: The paper is organized as follows: The rest of this
section presents some terminology for POPI planning. Section
2. reviews the motivations behind systematic nonlinear planning,
and brings out the tradeoff between redundancy and commitment.
Section 3. describes seven different planners, which between them
take a spectrum of approaches for dealing with the redundancy-
commitment tradeoff, and analyzes their effectiveness. Section 4.
supports the analysis through an empirical comparison of the seven
planners. Section 5. summarizes the contributions of this paper
and discusses relations to past work.
Terminology: Many POPI planners use causal links (also
known as protection intervals, we shall use these names inter-
changeably) to systematize the planning process (see below). 

say that ‘5 ~ w is a generalized (multi-contributor) causal link 
P if the step w and the set of steps ‘5 (called the contributor set)
belong to ~’, such that all the steps in S are ordered to precede
w and each of them is capable of giving the precondition p to w.
Given a step v, and causal link S ~ w of the plan P such that
Vs E ,5 <>(s -.4 v -4 w), v is called a negative threat for the causal
link if v deletes p. v is called a positive threat for the causal link
if v adds p. A plan 7’ is provably correct if there is a causal link
supporting each of the prerequisites of the plan, and none of the
causal links have any negative threats.2 The set of causal links of a
(partial) plan is also referred to as its causal or establishment struc-
ture. Acausallink,5 v ¯ ¯ .w of a plan ~ Is said to be exhaustive (c.f.
[4]), if for every ground linearization ~’ of 7~, some step s’ E,5
will be the last step preceding w that gives p in that linearization. It
is easy to see that a correct plan with exhaustive causal links, none
of the causal links will have positive or negative threats. If every
causal link of a plan has a singleton contributor set (i.e., 1,5[ = 1),
then the plan is said to have single contributor causal sla’ucture.

2. A RATIONAL RECONSTRUCTION OF
MOTIVATIONS FOR SYSTEMATICITY

POPI planning was motivated by the observation that total order-
ing planners waste search effort by committing prematurely to the
orderings and bindings of the steps. POPI planners avoid this
premature commitment by keeping plans as partially ordered par-
tiaily instantiated sequences of actions, and searching in the space
of these partial plans. Chapman’s TWEAK truth criterion speci-
fies necessary and sufficient conditions for checking the truth of a

2Note that the converse of this proposition is not tree - there may be
correct plans that do not satisfy these conditions
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proposition in a P O P I plan, which in turn can be used to check the
correctness of a plan. A plan is said to be complete (or correct) 
every precondition of every action in the plan is necessarily true by
MTC. MTC can be used to enumerate all legal ways of refining a
plan to make a proposition (that is not necessarily true) true. It thus
implicitly defines the state space of POPI plans. TWEAK, which
searches in this space, is complete in the sense that it will eventu-
ally generate every legal POPI plan as a result of some sequence
of refinements of the null plan.

A major problem with TWEAK is that its search space contains
two significant forms of redundancy:
1. Multiple paths to a (complete/incomplete) plan: TWEAK’s
search space is a graph rather than a tree - that is, a plan (complete
or incomplete) in the search space can be reached through more
than one set of refinements of the null plan?
2. (Complete/incomplete) plans with overlapping lineariza-
tions in the search space: TWEAK’s search space contains com-
plete/incomplete plans that have overlapping linearizations.

The first type of redundancy is typical of any graph search prob-
lems, and is normally handled by keeping a closed list and checking
for duplicates. Unfortunately, however, this approach toms out to
be infeasible for POPI planning, both because of the excessive
storage requirements, and because of the high cost of duplicate
checking (checking for equivalence of two plans involves com-
puting and comparing the transitive closure of the ordering and
binding relations of both the plans, and reduces to graph isomor-
phism problem).

The infeasibility of maintaining a closed list forces POPI plan-
ners to do a tree search in a graphical search space, leading to a
significant amount of repetition/redundancy in the search [6]. One
way of avoiding this redundancy is to equip the planner with a
generator that automatically traverses the search graph via a span-
n/ng tree. To see how this can be done, we first note that part of
the duplication comes from the in-built redundancy in the planning
decisions faced by TWEAK. For example, it can be shown that any
planner that backtracks on operator choices, ordering choices and
binding choices can safely ignore goal ordering choices without
losing completeness[15, 8].

Once such redundant choice points are "cut" from the planner’s
search space, the planner can generate all partial plans in its search
space in a systematic fashion with the help of protection brier-
vals (or causal links). Protection intervals record the producer-
consumer dependencies that have been established by the planner.
They allow the planner to keep track of its own progress, and to
avoid unnecessary undoing of previous establishments or redoing
of previously failed establishment structures. The idea of protec-
tion intervals has been around from Sussman’s HACKER [19] and
Waldinger’s regression planner [21], but was first used in POPI
planning by NONLIN [20]. All these planners organize their search
in such a way that in every search branch, the causal links are pro-
tected from negative threats. When such protection cannot be
enforced by adding ordering/binding constraints to the plan in a
given branch, the planner abandons that branch (i.e., backtracks).

Coming to the second type of redundancy mentioned above, al-
though traversing the search space via a spanning tree ensures that
no partial plan is visited twice, it will still not preclude visiting
plans having overlapping linearizations. Since the primary moti-
vation for POPI planning is to speedup TO planning, rather than
to find the least constrained plans, allowing plans with overlapping
linearizations into the search space of POPI plans will be tan-

3Notice that"cycling" between plan states will not occur since the search
operators are all refinement operators and going back to a less constrained
plan from a more constrained plan requires retraction.

tamount to looking at some TO plans more than once during the
search process. To avoid this type of redundancy, the planner
needs to restrict its attention to a subset of the plans in its search
space, such that every complete TO plan is a linearization of one
and only one POPI plan in the search space.

In [8] McAllester showed that it is possible to write a planner
that is systematic in the strong sense that it avoids both types
of redundancy discussed above.4 His planner (implemented as
SNLP by Barret et. al. [18]) achieves systematicity by using the
same causal link/protection interval based organization of search
discussed earlier, but with one extension: Unlike planners such
as Nonlin which protect the establishment structures only against
possible deleters, SNIP also protects the establishment structures
against possible adders. In the terminology of Section 1., SNLP
maintains exhaustive causal structures and thus avoids both positive
and negative threats for every causal link. By doing this, SNLP
ensures that at every decision point, the possible completions of
a partial plan are split into mutually exclusive sets with different
causal stnlctures, thereby achieving systematicity.

2.1. The Tradeoffbetween Redundancy and Commitment

In the foregoing we reviewed the motivations and approaches for
cutting down redundancy in the search space of POPI planners.
While redundancy in the search space is an important factor affect-
ing the performance of a PO PI planner, another (perhaps equally)
important factor is the level of commilment in the planner. Indeed,
as mentioned earlier, the original impetus for POPI planning was
the realization that total ordering planners such as STRIPS [13]
commit too soon to specific action orderings. It turns out that
all the methods for reducing redundancy that we have discussed
above involve a corresponding increase in commitment. For exam-
ple, although traversing search space via a spanning tree eliminates
redundancy, it may not always necessarily improve performance.
For one thing, the particular spanning tree that is selected may not
be the best way of traversing the search space to find the solution?

Secondly, using +re threats increases the depth of search- a plan
that is complete and correct according to McNonlin and TWEAK

4There seems to be some confusion regarding the exact definition of sys-
tematicity used in McAllester’s paper [8]. McAllester originally motivates
systematic nonlinear planning by saying that it provides a way of speeding
up total ordering planning by searching in the space of equivalence classes.
Under this motivation, systematicity would mean that the planner will not
generate any partial or complete plans with overlapping linearizations (as
described by the second type of redundancy above). Indeed, as discussed
in [11], McAllester’s planner does have this property as long as threat de-
tection is folded into children generation. However, McAllester also seems
to imply a different, weaker, notion of systematicity in his sketchy proof
of systematicity. According to this notion, a systematic planner need only
guarantee that no complete plans with overlapping linearizations is pro-
dueed. Not surprisingly, this definition will hold irrespective of whether
the threat resolution is folded into children generation, or deferred arbitrar-
ily (see Harvey et. al. for a proof of this). However, under this notion,
the search space of the POPI planner is no longer bounded from above
by the search space of corresponding total ordering planner. Our original
experiments dealt with an implementation of SNLP that resolves threats as
and when they are detected (as is described in McAllester’s originalpaper),
but we also repeated the experiments with a version of SNLP that postpones
the threats.

SFor example, suppose we are trying to find a plan for achieving the
goals {gl, g2, ̄  "", ft,}. Suppose further that making g,~ tree would also
make gl "" "g,-I true. Now, a TWEAK based planner doing breadth first
search would find the solution at level one, ff it looks at all goal orders; and
may have to go all the way to level n of the search space ff it doesn’t look at
all goal orders and happens to select and commit to the wrong goal order.
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Figure 1: A speemun of solutions to the tradeoff between redun-
dancy and commitment in POPI planning

may still need to be refined further to make it complete and correct
for SNLP. This inturn increases the cost of planning6

More importantly, the use of protection intervals and causal links,
while systematizing the search, also results in increased commit-
ment to particular establishment structures. Increased commitment
leads to higher backtracking as well as increased depth of the solu-
tion, which in turn adversely affect the performance. In particular,
SNLP’s practice of committing to and protecting establishment
slructures could cause cosily backtracking when the initial com-
mitment turns out to be wrong. Similarly, SNLP’s maintenance of
exhaustive causal links increases the effective solution depth since
it has to consider positive threats in addition to negative threats.

The tradeoff between redundancy and commitment suggests that
neither SNLP which eliminates redundancy without worrying about
commitment, nor TWEAK which guarantees least commitment
without worrying about redundancy, is guaranteed to be efficient
all the time. In the next two sections, we will expore this tradeoff
further by comparing a specmun of solutions that fall in the middle
of SNLP and TWEAK.

3. A SPECTRUM OF SOLUTIONS FOR THE TRADEOFF
BETWEEN REDUNDANCY AND COMMITMENT

The SNLP and TWEAK planners, discussed in the previous see-
tion, are in fact just two extremes in the spectrum of solutions to the
tradeoff between redundancy and commitment. Figure 1 shows
other sound and complete P O PI planners that fall in the middle of
these two extremes. In this section, we will characterize the dimen-
sions along which these planners vary, with particular emphasis on
the way they deal with redundancy-commitment tradeoff.

SNLP, McNonlin, MP and MP-I, the four planners on the
bottom left in Figure 1 use causal links or protection intervals to
organize their search. They introduce causal links to support each
open condition of the plan, and ensure that none of the causal links
are threatened. In each ease, planning is considered complete when
each prerequisite in the plan is supported by a causal link, and all
the causal links are safe (i.e, unthreatened). The planners differ
only in their definition and treatment of threatened causal links.

Two of them, SNLP and McNonlin, use the traditional single
contributor causal links to guide planning. SNLP considers a
causal link {s} ~ w to be threatened if there exists a step v of the
plan which is either a positive or a negative threat (see Section 1)

6In fact, it is trivial to come up with domains where SNLP’s obsession
with positive threats slows it down drastically. Consider a variant of blocks
world where every action has additional effects used(?x) for each block
?x that is used by the action. Suppose we use the usual blocks world test
problems, except that we augment the goal state with a bunch of used(?x)
assertions. This trivial syntactic change will leave NONI..IN and TWEAK
unaffected while drastically slowing down SNLP. This is because used(?x)
will be made true by many possible actions in the plan and thus causal links
protecting used(?x) will have many positive threats, which slow down
SNIP, but have no effect on McNonlin and TWEAK

of the causal link. In contrast McNonlin7 considers a causal link
to be threatened only when there exists a step v that is a negative
threat. In either case, the link is made safe by ordering v to come
either before s or after w.

The other two planners, MP and MP-I, use multi-contributor
causal links [4] to guide planning. MP considers a causal link
S ~ w to be threatened if there exists a step v in the plan which is
either a positive threat or a negative threat to the causal link. The
rink is made safe by ordering v to come either after w or before
some step s E S. In addition, if v is adding the condition p, we
can also make the link safe by ordering v to come before w and
merging v with S. MP-I considers a causal link to be threatened
only when there exists a step v that is a negative threat of the causal
link. The causal link is made safe by either promoting v to come
after w or demoting it to come before some s E S. Additionally
if there exists a step s’ such that it follows v and adds p, then the
canal link can also be made safe by ordering v~ to come before w
and merging s’ with S.

Clearly, the four planners balance the tradeoff between redun-
dancy and commitment in different ways. In particular, SNLP and
McNonlin reduce redundancy in the search space by increasing the
commitment to specific contributors, while MP and MP-I reduce
commitment to individual contributors at the expense of increased
redundancy. MP and SNLP maintain exhaustive causal structures
which allow them to split the possible partial plans into sets of
plans with mutually exclusive establishment structures, there by
controlling the redundancy in the search space. However, the same
exhaustiveness also increases effective solution depth, since unlike
McNordin and MP-I, MP and SNLP have to deal with positive as
well as negative threats to the causal links.

UA, TWEAK and NGTWEAK, the three planners on the bottom
right in Figure 1, do not use causal links (or protection intervals) 
their search. Thus, they completely eliminate the commitment to
contributors. Of these three, TWEAK closely follows the idea of
inverting Chapman’s MTC (with the minor difference that it doesn’t
use external white-knights for declobbering). It is the only planner
among the seven that backtracks on goal orderings. NGTWEAK
reduces some of the redundancy in the TWEAK search space by
avoiding backtracking on goal ordering decisions (similar to the
implementation described in [22]). UA [10, 11], reduces the re-
dundancy further by maintaining partial plans that are unambiguous
in the sense that each prerequisite in the plan is either necessarily
true or necessarily false. UA achieves this by ordering every newly
introduced step with respect to all possibly interacting steps. This
policy allows UA to eliminate plans with overlapping linearizations
from its search space, but does not ensure systematicity [10].

4. EMPIRICAL ANALYSIS OF THE TRADEOFF
BETWEEN REDUNDANCY AND COMMITMENT

To understand how the various solutions to the tradcoff between
redundancy and commitment affect the planning efficiency, we
performed empirical study on the performance of the seven planners
discussed in the previous section. This section describes the study
and analyzes the results.

4.1. Experimental Setup
Our test domains included classical toy-worlds such as blocks
world, as well as the synthetic domains used in Weld et. al.’s
work [18]. In this paper, we will concentrate on the results from
Weld et. al.’s synthetic domains and our variants of them, as they
provide for a more controlled testing of the tradeoffs. Weld et.

7 McNonlin is a con siderable simplification of Tate’s originalimplemen -
tation of NONLIN[20], which was a hierarchical nonlinear planner.
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al.’s original domains include ART-MD and ART-1D (also called
DInS1, D1S1 respectively), which are designed to contain easi-
ly serializable and laboriously serializable sub-goals respectively.
The domains are defined as:

ART-MD Ai prec : Ii add : Gi del : {I, Ij < i}
ART-1D Ai precond : h add : Gi del : 1i-1

To these, we also added our own variants: ART-MD-RD and
ART-1D-RD, which introduce preconditions achieved and deleted
by multiple operators. The variants are produced by making every
even numbered action require an additional precondition he, delete
that precondition and add an additional postcondition hfi s The
odd numbered actions similarly require and delete hf and add he.
The specification of ART-MD-RD is shown below. ART-1D-RD is
produced similarly from ART-1D (Note: although we experiment-
ed with ART-MD-NS domain and its variants, space limitations
preclude us from discussing the results).

even/ Aiprec: h,headd: Gi,hf dei: {Ijlj<i}U{he}
oddi Ai prec : ii,hf add : Gi,he del : {l~lj < i} u {hf}

In each of the domains, we compared all seven planners, over
solvable problems with 1 to 8 goals from the set { GI... Gs }. Since
the effect of commitment to contributors depends largely upon the
order in which the various goals and subgoals are addressedby the
planner, we tested with two types of goal order strategies: strategy
L which is a LIFO strategy where a goal and all its reeursive subgoals
are addressed before the next higher level goal is addressed; and
strategy GbyG, which is a FIFO strategy where all the top level goals
are addressed before their subgoals are considered by the planner
(strategy L corresponds to a depth-first traversal of the goal-subgoal
tree, while strategy GbyG corresponds to a breadth-first tmversal).

4.2. Experimental Results and Discussion

We will describe the experiments in two stages. First, we will
concentrate on the comparison between the four causal link based
planners. This will be followed by a comparison of all seven
planners.

4.2.1. Comparison between the Causal Link Based Planners
We started by comparing the cpu time (in m.sec, on a SUN

SPARe-f1), taken by the four causal link based planners for each of
the goal ordering strategies in ART-MD and ART-1D respectively.
We found that there is no appreciable difference in time taken by
the planners for solving problems in these domains (plots omitted
due to space limitations).

Next, we studied the performance of these planners in ART-MD-
RD, and ART-1D-RD domains. We started by comparing the sizes
of the overall search spaces of all the planners. The leftmost plot
in Figure 2 compares the total search space sizes of these four
planners for one of the goal orderings.9 They show that the four
planners have varying amounts of redundancy in the search space,
with SNLP having the smallest search space, and MP-I having
the largest. If the search space size were to be sole indicator
of performance, we would expect that SNLP would perform best,
followed by McNonlin, MP and MP-I.

The plots in Figure 2 compare the performance of the planners in
ART-MD-RD and ART-1D-RD domains which contain the easily
achieved and deleted conditions hfand he. (Fhe missing data points
on a plot correspond to the problems that couldn’t be solved before
the lime bound, which for us was the time it took for the lisp to run

She and hf are supposed to be mnemonics for handempty and
handfull conditions in the traditional blockswodd domain [13], which
are achieved or deleted by many of the actions in the domain.

9 aThe size of the overall search space is found by setting the rennin tion
condition for each planner to be uniformly false, thus forcing the planners
to visit every node m the search space before giving up.

out of memory and fail). A comparison of the number of partial
plans expanded by each of the planners yields very similar patterns.
Similar performance was also observed with two other weighted
heuristics.
Analysts: The behavior of the four causal link based planners in
our experiments can be explained in terms of the tradeoff between
redundancy and commitment that we discussed earlier. In par-
ticular, the near identical performance of the four planners in the
original ART-MD and ART-1D domains can be explained by the
fact that in these domains each precondition is ultimately provided
by a single action in the plan, and there is no penalty for committing
prematurely to that action as the contributor. Premature commit-
ment does hurt performance In ART-x-RD domains, and we find
that:

MP and MP-I perform better than SNLP and McNonlin in
the case of the LIFO goal ordering strategy L (see plots in
Figure 2) even though the latter two search in exponentially
smaller search spaces (see plots in Figure 2), with SNLP 
particular having the smallest search space, as guaranteed by
its systematicity property.

MP-I and McNonlin perform better than SNLP and MP in
the case of GbyG strategy, even though the former two don’t
split their search spaces into branches with mutually exclusive
establishment structures and thus search in more redundant

Once again, this behavior can be explained in terms of the way
each planner handles the tradeoff between redundancy and com-
mitment. Since both MP and MP-I can change their commitment
to establishment structures within the same branch, they may vis-
it a plan more than once. They thus have larger search spaces
compared to SNLP. Moreover, MP and SNLP, which maintain ex-
haustive causal structures, have smaller search spaces than MP-I
and McNonlin respectively.

However, the performance is not directly correlated with the
search space size. In the LWO ordering strategy L, SNLP and
McNonlin are forced to commit to a specific contributor for the hf
and he subgoals (preconditions) of a top level goal G, before the
other top level goals are expanded. Since both hfand he are easily
added and deleted by many actions in the domains, such premature
commitment has a high probability of being wrong. Since both
SNLP and McNonlin protect causal links to eliminate redundancy,
the only way they can get rid of a wrong causal link is to backtrack
over it (i.e., go over to another branch of the search space). Such
backtracking turns out to be very costly in terms of performance.
MP and MP-I avoid problematic backtracking as they can deal with
their initial wrong commitment by merging additional contributors
into the contributor list as and when they become available,m

Premature commitment turns out to be less of a problem when
the FIFO ordering strategy GbyG is used, since in this case Gi and
h are addressed before hf and he, and each action Ai is capable
of giving only one of the goals Gi. Since only the initial state is
capable of giving all h, the orderings imposed to deal with the
deletions of li’s by individual actions of the plans constrain the

t°In view of the note in Section 2. regarding two different notions
of systematicity, we have also repeated these experiments with a version
of SNLP which uniformly postpones resolution of conflicts to the end.
Although this version performed slightly better than the original SNLP,
there was no qualitative change in the relative performance of the planners.
For example, m ART-MD-RD with the Lifo goal ordering strategy, a 5 goal
problem is solved by MP(I) in 490 ms, by SNLP in 7180 ms, and by the
alternative version of SNIP in 3660 ms. Both versions of SNLP fail to
solve a size 8 problem, while MP(I) has no difficulty.
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Figure 2: Performance of MP, MP-I, SNLP and McNonlin in ART-MD-RD and ART-1D-RD and Domains. The first plot compares the
fun search space sizes in ART-MD-RD, and the other two compare performance on solvable problems in both domains

plan enough so that by the time hf and he are addressed, the only
available contributor choice also happens to be the correct choice.

Although premature commitment is not a problem, SNLP and
MP consider positive as well as negative threats for causallinks and
thus have higher solution depth. In particular, note that plans that
are complete for MP-I and McNonlin may still need to be refined
further to ensure exhaustiveness of their validation structure and
thereby make them complete with respect to MP and SNLP. This
explains the higher planning cost of SNLP and MP compared to
McNonlin and MP-I respectively.

4.2.2. Comparison between Causal Link based and Non-
causal Link based Planners

Given that the reduced commitment to contributors provided by
multi-contributor causal links allows them to strike a better balance
between redundancy and commitment than is the case with single
conaibutor causal links, a natural question arises as to whether
planners that completely avoid causal links strike an even better
balance. To answer this question, we compared the performance
of all seven planners shown in Figure 1. The plots in Figure 3
show the results of these comparisons in ART-MD-RD.

As expected, both SNLP, which completely eliminates redundan-
cy at the expense of increased commitment, and TWEAK which
avoids all forms of commiUnent, fare badiy in this domain. The
former gets penalized for the overcommitment (especially in the
LIFO goal ordering strategy), and the latter gets penalized for the
excessive redundancy (high branching factor). For the LIFO goal
ordering strategy, the planners using multi-conlributor causal links,
and those using no causallinks (except TWEAK), do better than the
planners using single contributor causal links, including SNLP and
TWEAK. This can be explained by the fact that LIFO goal ordering
heavily penalizes planners that commit too early to specific con-
tributors and protect the commitments. The best performance for
both goal orderings is shown by UA and MP-I with NGTWEAK
coming third.

5. CONCLUSIONSANDRELATED WORK

In this paper we provided a rational reconstruction of the moti-
vations for systematicity, and argued that the performance of a
POPI planner is correlated more closely with the way it balances
the tradeoff between redundancy and commitment, than on the sys-

tematicity of its search. We showed that there are a specmml of
solutions to this tradeoff, and identified the type of causal links
used (single vs. multi-conlxibutor vs. none), and the level of com-
mitment to the causal links (exhaustive vs. non-exhaustive) as the
important dimensions of variation. We conducted focused empir-
ical studies to understand how these different dimensions affect
the performance of a planner. The main objective of the empirical
study has been to establish the presence of tradeoffs. The studies
characterize SNLP and TWEAK as two extreme solutions to the
redundancy-commitment tradeoff, and demonstzate that planners
which strike a more judicious balance in this tradcoff can outperfor-
m both less committed, and more systematic planners. Although
our empirical studies were mainly done in artificial domains, we be-
lieve that the hypotheses regarding tradeoffs between redundancy
and commitment will also apply to other domains.

Our studies show that although the size of the overall search
space is significantly smaller for systematic planners as expected
(see Figure 2), their performance on solvable problems is not
directly correlated with the search space size (see Figures 2 and
3). This should not be surprising. The search space size will have
a significant bearing on the cost of planning only when the solution
density is so low that the planner is forced to search a significant
part of its search space. However in situations involving solvable
problems, where the solution density is not sufficiently low, the
average case performance is influenced more by factors such as
effective depth of the solution and the amount of backtracking
done by the planner. The latter factors are clearly correlated with
the planner’s level of commitment, and the extent to which the
domain penalizes overcommitment.

Our conclusions above are similar in spirit to Langlcy’s [7] work
on the comparative utility of systematic and nonsystematic search
strategies. They also have some parallels with the use of macro-
operators to improve performance of a base-level problem solver
(c.f. [9, 12]). Macrops increase the effective branching factor 
adding redundancy to the search space of the base level problem
solver to reduce the depth of the solution. It is well recognized that
in most cases the performance of base level problem solver declines
with both complete elimination and indiscriminate accumulation
of macrops. Best performance of the base-level problem solver is
attained by carefully controlling the accumulation of macrops. In
the similar vein, MP and MP(I) look at every plan that is visited 
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Figure 3: Comparison of all seven planners in ART-MD-RD Domain
SNLP, plus some more. As we have seen, this increased redundancy
does provide them more efficiency under certain conditions.

Our study also clarifies some of the conjectures made in the
literature on the relative performance of the causal link-based and
non-causal link based planners. The results in Figure 3 show that
contrary to the conjecture in [8], nonsystematic planners, includ-
ing those that don’t use causal links, can outperform systematic
planners like SNLP. At the same time, contrary to the conjecture in
[10, 11], maintenance of causal links does not necessarily increase
the cost of planning. In fact, as our study showed, in the ART-MD-
RD domain the best performance is exhibited by MP-I a causallink
based planner that uses multi-contributor non.exhaustive causal
links, and UA a non-causal link based planner that restricts search
to unambiguous plans.
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