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1 Introduction

Search permeates all aspects of artificial intelligence including problem solving, robot motion planning, concept
learning, theorem proving, and natural language understanding [12]. Because search routines are frequently also
a computational bottleneck, numerous methods have been explored to increase the efficiency of search by making
use of background knowledge, search macro operators, and parallel hardware for search.

We introduce an algorithm for massively-parallel heuristic search, named MIDA* (Massively-parallel Incremental-
Deepening A* search). In this paper we demonstrate that MIDA* offers a significant improvement in efficiency
of search over serial search algorithms and MIMD parallel algorithms that can only make use of a few processors.
At the heart of the MIDA* approach lies a very fast information distribution algorithm. Given information about
favorable operator orderings, MIDA* can improve upon SIMD algorithms that rely on traditional information
distribution techniques.

In the next section, we describe the IDA* algorithm and discuss the merits of operator ordering within this
paradigm. We then introduce the Fifteen Puzzle problem and the robot arm path planning problem that provide
the test domains for MIDA*. Next, we describe the MIDA* algorithm and present experimental results for the
Fifteen Puzzle and robot motion planning problems. Finally, we analyze the benefits of MIDA* search and discuss
directions for improvement and future application.

2 Iterative-Deepening A*

The heuristic Iterative-Deepening-A* (IDA*) search algorithm has been accepted as being asymptotically optimal
in time and space over the class of best-first tree searches that find optimal solutions [?]. IDA* consists of a series
of depth first searches. On each search iteration a depth limit is set, and when a node’s total cost exceeds the
limit, the search of that node’s subtree is abandoned. The set of nodes which were expanded just prior to the
cutoff point form the frontier set for that iteration. If the depth first search runs to completion without finding a
goal node, another depth first search is performed with the depth limit set to the smallest total cost that exceeded
the limit of the previous search. This process is continued until a goal node is reached. Korf offers a more detailed
description of the IDA* algorithm[6].

Even though IDA* provides an optimal solution in terms of cost of the solution path, it can suffer a significant
search cost penalty, or realize a significant benefit, depending on the fixed evaluation order that is used. Each
initial fixed ordering, or predefined order in which operators are applied, determines the order in which the
children will be generated and evaluated. Although the evaluation ordering does not affect the number of nodes
evaluated on iterations before the last iteration, the evaluation ordering that leads the search directly to the goal
on the last iteration will yield substantial savings. The initial ordering greatly affects the cost of the search
performed by MIDA*. Hall, Cook and Thomas describe a Transformation-Ordering IDA* algorithm that adjusts
the evaluation order on each pass through the tree to direct the search toward the goal [1]. In this work, we
also attempt to adjust the search in the direction of the goal by evaluating the nodes after the search space has
initially been distributed among the processors and re-distributing to bias the search in the direction of the "most
promising" node.

3 Test domains

One well-known search problem is the Fifteen Puzzle. This problem provides a good domain for testing our
algorithms because the problem size can be easly controlled, and because results from other parallel search
algorithms are given for this test problem. The goal state for this problem is shown in Figure 1. In this problem
there are at most four possible moves from any node. They correspond to moving the blank up, down, left, or
right.
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Figure 1: The Fifteen Puzzle

In our implementation, each move is considered to have a cost of one, so the value of g(n) is equal to the number
of moves made to reach node n from the initial state. We estimate distance to the goal using the Manhattan
Distance Function, which sums the number of horizontal and vertical grid positions that each tile is from its goal
position. The value of the heuristic estimate h(n) is the sum of these tile distances.

Another of the many domains which can benefit from a faster search algorithm is robot arm path planning.
Traditional motion planning methods are very costly when applied to a robot arm, because each joint has an
infinite number of angles it can move from each configuration, and because collision checking must be performed
for each arm segment with every move it makes. Because robot arm navigation must be calculated in real time
for general-purpose robot arm tasks to be useful, efficient motion planning is imperative

There exist a variety of algorithms which generate paths for robot arms [3, 5, 8, 13]. We utilize the potential
field method introduced by Latombe [8]. The workspace is divided into cells, each of which is assigned a value
that directs the search for a path toward the goal and away from obstacles. We calculate the kinematics for a
Puma 560 robot arm with six degrees of freedom. We make use of the same environment for each tested plan,
but vary the size of the angles and the precision to which the goal must be reached, in order to test a variety of
search space sizes.

4 The MIDA* Algorithm

The MIDA* parallel search algorithm is made up two phases. In the first phase, portions of the search space are
distributed to idle processors (the distribution phase). In the second phase, processors conduct IDA* search 
their portion of the search space (the search phase). The distribution phase biases the search to the left side 
the tree, and the search phase continues this bias.

4.1 The Distribution Phase

One critical step in parallel search algorithms is to distribute portions of the search tree to the processors. When
the number of processors is few distribution does not greatly affect the performance of the algorithm, but with a
large number of processors the performance can be slowed by the task of distributing information to the processors,
and many processors remain idle until all have the information they need to start.

With many MIMD and SIMD approaches, the active processors generate portions of the search space, and
unclaimed nodes or newly generated nodes are give to idle processors, who then treat the node as the root of its
own search space [4, 7, 11]. For a large number of processors, this will result in a long wait by idle processors
while new nodes are generated one by one by active processors.

The distribution algorithm used by MIDA* is central to its performance. Initially, the root of each processor’s
search subtree is empty, but at the end of the distribution phase each will have a board state that represents
the root of a unique subtree in the search space. At the beginning of the distribution phase, a single processor
contains the initial board state. A sequence of moves (arranged according to the current evaluation order) 
stored in an array. As long as there are enough empty processors left, the next set of board states is generated
and distributed in the following manner.

The first n active processors copy their board states to a corresponding empty processor, where n indicates
the either the number of processors with empty board states or the number of active processors, whichever has a
lesser value. The set of active processors is left untouched. To each new copy, however, a single move is made, as
indicated by the current value in the move array. If there are not enough processors with empty board states to
copy all active processors’ information, the leftmost set of active processors are copied, again biasing the search
of the left part of the search space.

Board states representing invalid moves (the blank moving beyond the board boundaries), board states rep-
resenting a move cycle of length 2 (the last move is the opposite of the previous move) and parent states whose
children have all been generated are tagged for removal. After compressing the remaining states, the move counter
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Figure 2: The distribution phase

is incremented and the process is repeated. Figure 2 illustrates this process for two iterations of the Fifteen Puzzle
problem, where the move array contains the four possible operators left, down, up, and right

To compress the states, a scan operation is used to incrementally assign unique numbers to all processors
whose current states are not tagged for removal. Once numbered, the boards are copied to the processor of that
number, in effect shifting all valid boards to the left and shifting all removed boards to the right, making the
rightmost processors available for the next iteration. An advantage to this approach is that invalid moves and
parent nodes can be removed with one application of the scan operation, which is an efficient operation on the
Connection Machine. The distribution phase is finished when there are no more empty processors.

Because the order in which operators are applied is not fixed but can be selected using information about
the search problem, we take advantage of this bias to speed up the search process. To do this, we introduce a
modification to MIDA* in which the distribution phase is executed twice. After the first distribution, the nodes
at this jagged frontier set are evaluated. The node n which is closest to the goal (has the least h(n) value) is
chosen to be the "most promising" node. The evaluation (transformation) order is then changed to reflect a bias
toward that node, in effect shifting that node and its neighbors to the left side of the tree. The distribution phase
is then executed again, after which the search phase begins. This idea of biasing the search toward nodes in the
frontier set with lowest h values is supported by empirical evidence [1, 10].

4.2 The Parallel IDA* Search Phase

Once the boards are distributed to the processors, each processor can start an IDA* search using its current board
state as the root of its own search subtree. Unlike other SIMD implementations, our approach does not require
a processor to wait for all others to complete one pass through the search tree before starting a new pass with
a higher threshold. Unlike the approaches presented by Powley et al. [11] and Mahanti and Daniels [9], there is
no load balancing during this phase or between iterations. Instead, each processor searches its unique subtree to
the given threshold. If the tree is completely expanded to that limit without finding a goal node, the processor
starts back at its original board state and searches again to a slightly greater threshold. In our implementation,
each move has a cost of one and the threshold is incremented by two each pass.

Figure 3 illustrates the appearance of the expanded search tree just prior to the search phase. Because of
MIDA*’s unique distribution, the tree is explored deeper on the left side of the tree than on the right. As a result,
the processors dedicated to this portion of the tree will finish the early passes more quickly and go on to search
deeper levels.

Note that this search technique heavily biases the search according to the selected operator evaluation order.
If information is supplied that prefers one transformation ordering over another, this approach is ideal. If no such
information is available, this method may be costly. In fact, Table 1 reveals a wide range of time spent on search
depending on the initial evaluation order.

To determine a evaluation order that looks promising, we modified MIDA* to perform two distribution phases.
After the first distribution, the h values of the nodes that comprise the frontier set are compared. The node with
the lowest h value is picked as the "most promising" node, and the evaluation order is changed so the search will
head in the direction of that node on the next pass.
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Figure 3: Expanded tree after distribution phase

The intuition behind generating a scheme to go quickly to the frontier node with the lowest h value, is that
smaller h values are expected to be more accurate. Powley and Korf offer the analogy of a car being fixed [10]. A
customer feels more confidence about the statement that his car will be ready in 2 days (h = 2) if it has already
sat in the shop 28 days (g = 28) than he would feel about the statement that his car will be ready in 28 days
(h = 28) given that the car has only sat in the shop for two days (g -- 2).

The skewed frontier set that results from the distribution phase and the resulting deeper thresholds for that
portion of the tree in the search phase bias the search heavily to the left side of the tree. If direction information
is available, it is not necessary to perform load balancing with the intent of moving the search at equivalent rates
down through the tree. As is shown by the results in the next section, there is a big difference between the amount
of search time necessary in the best and worst cases. By adapting the evaluation order, the search proceeds even
more quickly to the goal.

5 Experimental Results

MIDA* is implemented on a 32K processor Connection Machine 2 (CM2) using the C* language. For the first
test domain, we tested MIDA* on twelve instances of the Fifteen Puzzle problem and tabulated the results. Each
problem instance was run 24 times using all possible initial transformation (operator evaluation) orders. Table 
shows the results of the experiments. For each problem instance, we measure the average (A), best (B), and worst
(W) time in seconds to perform the distribution. In addition, we measure the average, best, and worst time 
seconds to perform the search, and the number of nodes expanded during this phase (N). Finally, we record the
average number of CM processors used to solve the problem instance (P).

Table 2 displays the results of comparing serial IDA* with a parallel MIMD version of IDA* [2] and our parallel
SIMD implementation of IDA* on twelve instances of the Fifteen Puzzle used by Korf [6]. The comparison is
based on number of node expansions by each system. Serial IDA* was implemented on a Sun SPARCstation,
the MIMD implementation of Window-Parallel TOIDA* was run on an 16-processor Intel Hypercube, and the
SIMD implementation was tested on a Connection Machine 2 with a Sun front end. For the MIMD and SIMD
implementations, the number of node expansions were tabulated for the winning processor (the first processor to
find a solution). When MIDA* is run using a single distribution phase as shown in Table 2, the results indicate
a 3,409% improvement of MIDA* over serial IDA*, and a 197% improvement over MIMD TOIDA* run on 16
processors. The solution depth lies on the average 4 moves beyond the optimal depth, whereas the TOIDA*
solutions lie an average of 16 moves beyond the optimal.

When MIDA* is run using two distribution phases with transformation order updating, MIDA* demonstrates
a 8553% improvement over serial IDA* and a 492% improvement over TOIDA*. These figures were calculated by
comparing the number of node expansions to MIDA*. The number of nodes expanded by MIDA* is calculated
as the number of iterations completed during distribution and the number of nodes evaluated by the winning
processor during search.

For the second test domain, we ran MIDA* on a Connection Machine 2 using 8k processors. For this ex-
periment, we compared the performance of MIDA* when applied serially and in parallel to the robot arm path



Puzzle # Distribution Phase Search Phase Processors
A B W A B W N P

18 11.9 10.4 12.8 2,093.8 623.0 6,890.7 77,693 18,664
19 11.8 10.4 12.7 483.3 48.9 807.4 17,754 17,520
42 12.1 10.4 13.6 149.4 73.7 354.0 4,962 18,636
47 11.9 10.4 13.2 649.7 259.8 2,587.5 24,768 19,178
55 12.3 10.4 16.2 56.0 9.1 I00.0 2,134 19,179
79 12.9 10.8 16.4 131.3 27.5 300.8 4,437 19,330
85 11.7 10.7 12.8 193.8 31.7 493.0 5,598 17,873
90 11.9 10.4 12.9 182.8 41.6 583.2 7,012 18,636
93 12.0 10.4 12.8 252.1 3.5 875.9 9,498 19,179
94 13.0 10.4 12.7 44.9 10.8 212.6 1,757 18,636
97 11.8 10.4 12.9 373.7 108.8 829.7 14,432 18,636
99 11.8 10.8 13.3 1,631.2 307.4 5,370.8 61,786 17,668

Table 1: MIDA* results on all 24 orderings of 12 problem instances

Korf Puzzle # Serial IDA* W-P TOIDA* MIDA*
18 23,711,067 959,054 21,619
19 1,280,495 180,951 1,973
42 877,823 114,960 2,919
47 1,411,294 361,845 10,042
55 927,212 163,326 405
79 540,860 324,289 1,109
85 2,725,456 642,206 7,626
90 7,171,137 1,189,296 1,683
93 1,599,909 57,230 186
94 1,337,340 115,066 463
97 1,002,927 152,223 4,277
99 83,477,694 7,941,556 7,833

Table 2: Comparison of Serial IDA*, Window-Parallel TOIDA*, and MIDA*

planning problem. To test the algorithm over a variety of search space sizes, we generated robot arm paths with a
number of different movement angle sizes and desired accuracies. The angle movements range from 5 degrees to 30
degrees, and the goal resolution range from 10 inches to 4 inches. Each problem size was tested and averaged over
three different goal locations, and the problems were solved using serial IDA* and MIDA*. The average speedup
over all tested problems, run on an CM2 with 8k processors, is 1144%. The actual timings will be included in the
final version of this paper.

When transformation ordering is invoked, the worst case time performances are improved from 27.6 minutes
to approximately 11 minutes. On the other hand, the average performance does not improve significantly. Some
of the previous best cases are slowed down a little, and extra time is needed to perform the second distribution,
thus somewhat equalizing the results.

6 Concluding remarks

In this paper, we introduce an algorithm for performing massively parallel IDA* search. Using MIDA*, the search
space is distributed among the available processors using a distribution technique that is very fast and biases
the search toward the left side of the tree. With a two-pass distribution, the search is actually directed toward
the most favorable portion of the search space. This technique is beneficial when the favorable direction can be
calculated, and risky when this information is not available. Once the distribution is complete, each processor
searches for a goal node in its portion of the search space using a set of incrementally-deepening depth-first
searches.

There are several factors which can make MIDA* a more powerful search technique. First, there is currently
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no load balancing performed between or during search iterations. Load balancing can improve the search process
by ensuring that each processor is searching a portion of the space which has a high likelihood of containing a
goal node. MIDA* can make use of these techniques to improve performance of the search phase.

Second, a key to MIDA*’s distribution is the information gained about the transformation order. In the
most drastic case (Problem 93), the worst transformation order has resulted in a Fifteen Puzzle search time 250
times as large as the best order search time. Therefore, evaluation order information must be used prior to the
final distribution. We modified MIDA* to perform two distributions. The second distribution uses the preferred
transformation order indicated by the first distribution. Unfortunately, the first distribution does not go far
enough down into the tree to glean enough information. The modification improves the worst case search time,
but overall improvement could be increased by incorporating more information about preferable transformation
orders.

Results indicate that this algorithm can provide an excellent method of improving the speed of AI applications
by greatly improving the speed of search. As additional information can be incorporated about favorable directions
of search, this speedup is expected to increase.
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