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Abstract
With random competition we propose a method for parallelizing backtracking search. We can prove high

efficiency of random competition on highly parallel architectures with thousands of processors. This method
is suited for all kinds of distributed memory architectures, particularly for large networks of high performance
workstations since no communication between the processors is necessary during run-time. On a set of examples
we show the performance of random competition applied to the model elimination theorem prover SETHEO.

Besides the speedup results for random competition our theoretical analysis gives fruitful insight in the inter-
relation between search-tree structure, run-time distribution and parallel performance of OR-parallel search in
general.

Keywords: OR-parallelism, random search, random competition, speedup, theorem proving, SETHEO, model
elimination.

1 Introduction

One of the major problems in automated theorem proving is the exploration of combinatorially exploding search
trees for a proof. Various parallel search procedures for different proof calculi have been developed in the last few
years. Implementations on parallel machines with a small number of processors show promising results. But how
can these results be extrapolated to very large numbers of processors? This is an important question since for most
of the combinatorial search problems in AI computation times increase exponentially or even worse with the problem
size and currently only very small problems can be solved. Therefore, apart from good heuristics, highly parallel
architectures are necessary for remarkable performance improvements. However, experiments on highly parallel
machines are expensive and time consuming. Thus mathematical models of parallel architectures for inference in
AI would be very helpful. Since most of these parallel architectures use sophisticated load balancing mechanisms or
share data in a global memory, mathematical models of such systems are hard to derive.

In the present paper we introduce a very simple, non interacting, parallel search architecture called random
competition. The basic idea of random competition is to use a set of independent parallel processors, each of
them executing a different randomized search strategy for proving a theorem. The system terminates if one of the
processors finds a proof. We apply methods of probability theory for computing the parallel speedup of random
competition for arbitrary high numbers of processors without any parallel experiments.

The question we want to answer is: How high is the speedup of the random competitive search procedure when
applied to particular problems? To answer this question we propose a three step procedure which we will describe
in Section 5 and apply to the theorem prover SETHEO2 [LSBB92] in Section 6. First, however, in Sections 3
and 4 we introduce the parallel execution model of random competition and give a short description of the LAN
implementation "RCTHEO".

2 Related Work

A promising approach to performance models of parallel depth first search based on the concept of isoefficiency is
presented in [KR90]. In [Ali87] a parallel Prolog execution model with very loosely coupled sequential processors
is described, but without any detailed performance analysis. A theoretical study for parallel randomized Prolog,
based on different classes of random trees was described in [JAM87]. Compared with this study, the present work
emphasizes the interpretation of theoretical results and their application in theorem proving. An empirical analysis
of superlinear speedup in parallel branch and bound search can be found in [SMV88]. In [FK87] an extension of
the random competition model, called cooperative competition, was proposed. Cooperation is used for exchanging
subresults between the competing processors, which probably leads to even higher speedups.

1Current address (1993): International Computer Science Institute, 1947 Center Street, Berkeley, CA 94704, email: er-
tel~icsi.berkeley.edu; permanent address: Institut ffir Informatik, Technische Universit~t Miinchen, AugUstenstra~e 46 Rgb., D-8000
Miinchen 2, emaih ertel~informatik.tu-muenchen.de

2SETHEO is a model elimination theorem prover for first order logic.
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3 Computational Model

In many cases there exist a number of different algorithms (e.g. search strategies) for solving a problem, where each
algorithm consumes a different amount of time for execution. If it is known in advance which algorithm is the best,
only one processor is necessary to execute just this algorithm. In most deduction applications, however, this is not
known. In this case a gain in computation time is achieved if the different algorithms are executed competitively in
parallel.

In order to build highly parallel inference systems we need a large number of different search strategies. This can
easily be achieved by random selection of branches at nondeterministic choice points. Different sequences of random
selections produce different search paths and therefore define different strategies. The sequential search procedure,
which we call random search, is the same on all the processors except for the initialization of their random number
generators. In our theorem proving application with SETHEO, we use depth-first backtracking search to select at
each choice point one of the open (not yet tried) branches at random.

In this model the task to be solved is not partitioned among the processors like in most other parallel archi-
tectures. Rather, each processor gets an identical copy of the whole problem. The competitive execution works as
follows:

1. Startup phase
The host sends the whole task to all the worker processors.

2. Working phase (Competitive Search)
Each worker processor does (a different) random search for solving the whole task.

3. Termination
If a processor finds a solution for the task, or if he fails 3 to find a solution, he sends a message (with the solution
in case of success) to the host. If the host receives such a message, he stops all the workers and outputs the
result.4

Obviously, during the whole working phase no communication between the processors is necessary. As a conse-
quence no idle times occur and load is perfectly balanced all the time.

Due to its simplicity, such a competitive system is very easy to implement on almost every parallel computer.
It is particularly suited for large local area networks of high performance workstations. As another -- in practice
of parallel computation very important -- advantage, random competition works with arbitrary changes in the
underlying sequential prover (running on the worker nodes). Even the replacement of the whole prover by 
improved version is possible with almost no effort. In most conventinal parallel search architectures where the
search process is partitioned among the processors, it is very hard to transfer optimizations (like lemmata, shared
datastructures, subsumption, ...) of the sequential prover to the parallel machine. This either causes decrease in
performance or very long development times. With random competition no changes (apart from randomization) 
the sequential prover are necessary for parallelization. Thus, the benefits from all the improvements of the underlying
sequential prover are conserved in the parallel system. Together with the efficiency (which we show in this paper)
of the model itself and a large number of processors we obtain with little effort a very high performance parallel
theorem prover which opens a door to new classes of hard problems.

4 RCTHEO, a LAN-Implementation

A first implementation of random competition was designed for arbitrary networks of UNIX workstations. It uses
standard UNIX- primitives (like rsh, rcp) for distributing work in the startup-phase and for collecting the results
in the termination phase. This implementation is generic, i.e. it can be used for competitive parallel execution of
any set of different programs. The hardware platform of our actual system is a local area network (ethernet) 
110 Hewlett Packard 9000/720 workstations with a raw performance of 50 MIPS each. On each of these machines
we use SETHEO in random search mode with an average performance of about 20000 LIPS (logical inferences per
second). This system is called random competition SETHEO, or short RCTHEO and can easily be invoked by every
SETHEO-user from any workstation connected to the network.

3A processor reports a fail to the host if he has found no solution after exploring the whole search tree.
4If the underlying hardware allows broadcasting, the workers can also be stopped by the message of the first terminating processor

himself.
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Figure 1: The three step performance analysis

Due to the very slow high level UNIX primitives, the overhead for distributing work in the startup-phase is
very high. Starting SETHEO on one of the remote machines takes 2.3 seconds. Thus, it takes about 4 minutes until
the last of all the 110 SETHEOs is running. Compared to the often very long run-times of todays theorem provers
on realistic mathematical problems this staxtup time is acceptable. However, we are aiming at an implementation
with startup-times (for the whole system) in the range of milliseconds by using broadcasting mechanisms which are
available on low levels of the ethernet protocol.

5 Parallel Performance

The simplicity of random competition enables us to compute with statistical methods the speedup of parallel ex-
ecution from sequential measurements or from knowledge about the structure of the search tree. Figure 1 shows
the three subsequent steps which axe necessary for analysing the competitive parallel performance of an inference
system for a given problem. Step 1, for computing the OR-search-tree for a given formula is very hard and can
be computed theoretically (without solving the whole problem) only for very simple, specific problem classes. For
known search-tree Step 2 allows the computation of the corresponding run-time frequency distribution 5 of random
search. This step and its results depend on the particular search algorithm used. Together with Step 3 a better
understanding of the tradeoff between search space structure and parallel performance can be obtained. In the work
presented here we use Step 1’ for computing from run-times of sequential random search runs the run-time distribu-
tion directly. This is necessary since for our theorem proving applications Step 1 cannot be done theoretically. Step
3 uses the statistical procedure described in ?? which leads from sequential performance to parallel performance. It
was applied to typical run-time distributions obtained with the theorem prover SETHEO via Step 1’ as we will see
in Section 6.

We will now focus on Step 3 to compute an analytical expression for the speedup S(k) of random competition
with k parallel processors, which we define as

E(T~ ) m
S(k) - E(Tk)’ with E(Tk) = Zpk(ti). k = 1, 2, ... (1)

i=0

where E(Tk) is the expected value of the run-time Tk with k processors. The stochastic variables Tk can take the
values to,..., tm with probability pk(ti) ~ 0for 0 < i < m.to, ..., tm arethe ordered sequential run- times of random
search. The possible parallel run-times are the same, but with different probability Pk(ti).

The basis for computing Pk(ti) are sequential run-time distributions n(ti), which denote the frequency of the
run-time ti in a set of samples. Empirical run-time distributions obtained with the theorem prover SETHEO are
shown in Figures 2 - 6.

The probability Pl (ti) for observing the (sequential) run-time ti can experimentally be estimated 

1 m

Pl (t~) ~ -~ . n(ti), where g = Z n(ti). (2)
i=0

5Short: run-time distribution
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Here and in the following we neglect the run-times of startup- and termination phase. Under this assumption
the run-time of the competitive parallel system is the minimum of the run-times of k sequential processors. This
leads to

Theorem 1" The probability pk(ti) of random competition with k processors to terminate with time ti is

A proof of this theorem can be found in [7]. Equation 3 allows us to compute the parallel probability density for
every given sequential run-time distribution pl(ti). Together with equation (1) the speedup of random competition
can be computed.

5.1 Optimal OR-Parallel Speedup

From an OR-parallel search algorithm one expects an increase of performance with increasing number of processors.
For each problem, however, there exists an upper bound for the speedup since there is a general lower bound for
the parallel run-time E(Tk). This lower bound is equal to the shortest possible sequential run-time to with random
search, to is the run-time of a processor which immediately without backtracking or communication finds a solution.
Therefore

m

Y~ Pl (t~)ti
lim S(k) 

E(T1) _ i=o
k-~oo -- min{to,...,tm} to

(4)

for all OR-parallel architectures. This inequality gives us a simple means for estimating the potential for OR-
parallelism in any particular problem. We have to sample random search runs and compute the ratio of the mean
run-time and the shortest run-time. Now we show that for random competition this inequality becomes an equality.
From Equation (3) we get

lim pk(ti) = { 0 if i~0 (5)1 if i=0
m msince ~j=i Pl (tj) < 1 for i # 0 and )--]j=0 Pl (tj) = 1. This means that for k ~ c~ only the shortest possible sequential

run-time is observed in the parallel system. Substitution in (1) yields lim E(Tk) = to which is the optimal possible
k--+~

OR-parallel execution time. The reason for this optimal asymptotic result is that with random competition no
communication and idle times occur.

6 Results

First we will use the derived formulas (3) and (1) to evaluate the performance of RCTHEO, which is the competitive
parallel version of the theorem prover SETHEO [LSBB92]. SETHEO is a Prolog-like theorem prover for first order
logic, based on the model elimination calculus, which employs an extended Warren abstract machine for proving
compiled formulas. Like in Prolog, the proof search proceeds depth first with backtracking in case of failure. To
ensure completeness of the prover, infinite search paths must be cut off by imposing global bounds (e.g. depth bound
or inference bound) on the search tree, which are increased successively via iterative deepening. At OR-branching
points (choice points) the unifiable clauses are tried in their original order. To make the OR-branch selection random
we implemented a dynamic random reordering of clause instances at every choice point.

With this randomly searching SETHEO we produced the sequential run-time distributions n(ti) from samples of
(typically 10000) runs for each of the benchmark formulas. The resulting distributions are plotted as impulse graphs
in the top part of Figures 2 - 6. The mean value ~ of the run-time6 is indicated by a ’A’-sign on the horizontal axis
of the plots. Below the picture of the whole distribution a zoom into the region near T1 = 0 is plotted. In the bottom
part of each Figure the corresponding speedup graph is shown. The thin straight line indicates unitary (often called
"linear") speedup S(k) = k. The thick line gives the speedup S(k) of random competition for k processors computed
numerically with the method described in Section 5. The dotted lines above and below the speedup curve are the

6~1 is the empirical estimation of the expected value E(T1)
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tolerance bounds S(k) :1: A(k) due to statistical estimation errors:

A(k) +

2 is the estimated variance of the expected value E(Tk)
~k

m1 ¯ -a~=N_1
i=1

As the figures show, the experimental errors decrease with the number of samples used for computing the sequential
run-time distributions. These errors come from incomplete knowledge (finite no. of samples) of the sequential
run-time distribution. They are not due to the analytical model which is exact. These speedup values, however,
are computed via mean values of run-times. In the practical application of random competition the results (parallel
run-times) may vary in a certain range. This is common to many parallel search procedures.

The speedup results obtained with this method are identical to those obtained with RCTHEO, our LAN-
implementation of random competition, with neglected strat-up times. Unfortunately, for the really hard (and thus
relevant for parallel execution) problems which can be solved only with the parallel RCTHEO, no mean values of
sequential run-times can be computed. Therefore we use relatively small formulas to show their speedup curves.
Results of RCTHEO on really hard problems are shown at the end of this section.

Two of the four benchmark formulas (I1, IP1, Fig. 4, 5, 6) are mathematical formulas from the Lucasiewicz
class, described in [Pfe88]. They have very imbalanced OR-search-trees (typical for theorem proving problems) with
a fixed branching factor of two. The two other combinatorial search problems are versions of the 10-queens problem
(Fig. 2) and the 8-puzzle (Fig. 3), which have search trees with a much more homogeneous structure. An overview
about some relevant parameters of the example formulas is given in the following table. Of particular interest is
the third column showing the mean run-times (in inferences) which give an estimate for the size of the search-tree.
Column 5 lists the potential for OR-parallelism (see Section 5.1) which is computed as the ratio of the values 
columns 3 and 4.

problem mean run-time T1 shortest speedup- type and size number of

[see.]] [infs.]

run-time limit, c.f. of search-tree sample
[infs.] Eq. 4 limitation runs

queens-10 35 732790 1082 677 depth: 50 1000
8-puzzle 2.4 43533 48 907 depth: 15 10000
II-d7 0.48 4376 23 190 depth: 7 10000
II-i21 2.4 26415 24 1101 infs.: 21 10000
IP1 129 1532500 614 2496 infs.: 19 4280

10-Queens Problem
Due to the homogeneous search tree, the 10-queens problem shows a nearly uniform run-time distribution. On such
a distribution the optimal performance of uninformed parallel search is expected to be a unitary speedup. According
to Figure 2 the speedup up to about 700 processors is nearly exactly S(k) = k/2. It can be proven theoretically
[Ert92], that for uniform run-time distribution the speedup is equal to (k + 1)/2 in the linear region. Thus, for
this example the performance of competition for small k is only half of the optimal performance. For large k above
the linear region, however, the speedup converges towards the optimal upper bound. This results in speedups of
up to about 650. A direct comparison with the parallel theorem prover PARTHEO [SL90] which is also based on
SETHEO shows similar results for this example. The speedup of PARTHEO on an Intet iPSC/2 Hypercube with 16
processors is 10.5 where random competition achieves a speedup of 8.6 with 16 processors on every parallel machine.
Unfortunately we don’t know the exact behaviour of PARTHEO with 700 processors, but most likely there will be
a slow down in efficiency due to load imbalance effects and communication overhead. The average speedup of our
implementation of RCTHEO on the 110 HP-Workstations is about 55 (without startup phase).

8-Puzzle Problem

The 8-puzzle-problem (Fig. 3) was run with a depth bound although this was not necessary, since here all paths
lead to a solution. The distribution of the 8-puzzle problem shows a fractal structure with triple peaks and double
peak, which comes from the fractal structure of the search tree, where the branching-factor alternates in a regular
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way between one, two and three. This distribution has high variance and a relatively high statistical weight of very
short run-times, what results in a strongly superunitary speedup up to more than 600 processors.

Lukasiewicz Problems

For the problem I1 two series of runs were performed. One with a depth bound of 7 (Ii-d7, Fig. 4) and one with 
inference bound of 21 (II-i21, Fig. 5). As the figures show, the structure of the search tree is very different. In case
of inference bound (Fig. 5) the OR-search-tree is more uniform. The distribution shows two clusters, the right one
being a copy of the left one. This is caused by a search-tree, consisting of two subtrees, one with solution(s), the
other without solution. The subtree with solution(s) produces the left cluster, if random search enters this subtree
first. If, however, the search procedure first enters the subtree without solution, it has to explore all the (empty)
subtree, then backtrack and enter the subtree with solution. Thus~ the delay caused by the empty subtree causes
a shifted copy of the distribution (of the subtree with solution). The speedup is nearly unitary only up to about
100 processors. Above, it is sublinear like that of the 10-queens problem. The reason for this is the relatively small
statistical weight of very short run-times relative to the centers of the clusters.

The distribution of problem II-d7 (Fig. 4) shows a very interesting structure which is not yet fully understood.
It may be caused (similar to that of II-i21) by one subtree with a solution and a number of ramifying subtrees
with no solution, but with different probability of being entered. The origin of such structures is subject of ongoing
research. The speedup shows about unitary behaviour.

The problem IP1 is very similar to I1, but much harder to prove, i.e. it generates a much bigger search tree. The
distribution, like that of Ii-i21, shows two clusters, which are more narrow relative to the width of the distribution.
The speedup is about unitary, i.e. much higher than that of Ii-i21. It can be shown [Ert92] that for such 2-cluster
distributions the speedup is superunitary, if the clusters are narrow enough.

RCTHEO multiplies the performance of SETHEO

RCTHEO, the LAN-implementation of random competition with SETHEO, which is now running stable for some
weeks allowed us to prove theorems which have been tried with SETHEO and with PARTHEO for many years, but
could not be solved. One example is Sam’s Lemma, which could be solved in its original version (see [Wos88]) 
RCTHEO in 19 minutes during a night run on 99 Workstations. Within the available time of 9 hours only 8 of the
99 SETHEOs found a proof; the fastest of them in 19 minutes.7 This indicates that the sequential average lies far
beyond 9 hours and therefore is outside the scope of SETHEO. The run-time distribution and the speedup curve of
Sam’s Lemma is not available, since only 8 of the shortest run-times could be measured.

7 Conclusion

With the analytic method presented here, we could show that the potential for OR-parallelism (= asymptotic
speedup) in theorem proving applications is very high. Moreover, we showed that this potential can be exploited
efficiently with random competition although it does no partitioning of the search space. Superlinear speedup results
are quite common in our theorem proving experiments, especially for strongly imbalanced search trees.

The run-time distributions obtained with random search represent an important means for the empirical analysis
of search procedures in general. Apart from the concrete results presented here, the analytic method can be used
for analysing other application domains on their suitability and their potential for OR-parallelism.

Random competition is a generic parallel execution scheme for inference systems which is easy to implement on
most parallel computers. It is particularly suited for (large) local area networks, where the computational power 
high performance workstations can be exploited with almost no communication overhead. Thus, random competition
makes it easy to parallelize even sophisticated high performance theorem provers and execute them efficiently on
the best available hardware architecture.
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