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Abstract

Rule-based systems have been used extensively by the AI community in implementing knowledge-
based expert systems. A current trend in the Database community is to use rules for the purpose of
providing inferential capabilities for large database applications. However, in the database context,
performance of rule-program processing has proved to be a major stumbling block, particularly in
data-intensive and real-time applications. Similar work in the AI community has demonstrated

the same problems mainly due to the predominantly sequential semantics of the underlying rule
languages and the lack of facilities to optimize run-time execution performance.

In this brief paper, we describe the PARULEL rule language and its meta-rule formalism for
declaratively specifying control of rule execution. We argue that the meta-rule facility provides a
means for programmable operational semantics that separates control from the base logic of a rule
program. This allows the potential realization of a wide range of operational semantics including
those of Datalog~* and OPS5. In previous work, we presented an incremental update algorithm for
Datalog~* and extended it for PARULEL. Run-time performance optimization is also studied by
way of the technique Of copy-and-constrain. We briefly describe extensions of this work to include

run-time reorganization as a principle to enhance execution performance after an initial compile-time
analysis. These features, incremental update, copy-and-constrain, and run-time reorganization, are
being developed within a parallel and distributed environment for execution of PARULEL programs
targeted to commercial multiprocessors and distributed computing facilities.
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1 Introduction

Speeding up rule-based systems has been an active area of research in recent years, with many different
approaches being investigated by various researchers (see [16, 9] for a wider treatment of the various
approaches attempted to date). These approaches include faster match algorithms [6, 10], compilation
of rules to imperative form [11], partitioning schemes to reduce the combinatorics of rule matching, and
parallel processing, to name a few. Of these, speeding up rule-based systems through parallel processing
is of particular interest as parallel and distributed computing environments have become more common.

In this paper, we shall not propose or describe another new machine architecture, but rather we shall
focus on system architecture issues including language semantics and several desirable environmental
subsystems to allow the extraction and implementation of parallelism from a high level declarative rule
formalism. The system we seek to design is intended to be "architecture independent." This means
that the same rule program should be "portable" from any parallel machine to another with the aid of
analysis and mapping subsystems that require a model of the targeted machine.

To maximally exploit parallelism for the purpose of speeding up rule processing, there are several
key issues to be addressed:

(a) A new generation of rule languages with inherently parallel execution semantics needs to 
defined.

(b) Rule languages must feature language constructs to easily specify control of rule execution in 
parallel environment.

(c) An incremental update algorithm that allows updates to the initial set of facts to be incorporated
in an efficient manner is needed.

(d) An algorithm is required that produces a parallel processing strategy for a given rule-program
and system architecture.

(e) A low-cost run-time facility to reorganize the parallel computation is desired to ameliorate the
effects of performance bottlenecks that are not predictable at compile time.

(f) Rule languages must be embeddable in host parallel and distributed computing environments 
order to co-exist with "ordinary" applications and to use native data types. The matching of terms
in the antecedent of rules should be generalized to operate over a range of data types, and alternative
definitions of "term equality."

Although this is a rather broad range of issues and concerns, we and many other researchers have
made substantial progress in studying these issues. We seek to extend these solutions, and study other
solutions in a fully integrated rule processing environment implemented within a commercial database
management system. The rule processing environment under development has come to be called PAR-
ADISER (PARAllel and DIStributed Environment for Rules).

In our earlier work on the DADO project, we tested a number of OPS5 programs on the DADO2
parallel machine [17]. The programs executed consisted of from 13 to 884 OPS5 rules and from 12 to
528 database facts. Measurements were made of the total time to execute the rule system over a large
number of rule execution cycles. Performance measurements indicated that at best we sped up programs
by a factor of 31, and at worst by only a factor of 2. Of particular interest is the performance of the
programs that were dominated by data, rather than rules. That is, we measured better speed-up for
programs that have proportionately more data elements than rules. Realizing only a factor of 31 with
1023 available processors indicates strongly that much more work is needed than first suspected.

2 The PARULEL Language and Meta-rules

There are a number of reasons why rule-based expert systems are slow performers. By way of summary,
AI rule languages such as OPS5 are tuple-oriented. OPS5 semantics require that a single rule instance
be fired at each cycle, affecting a small number of tuples in the database. In contrast, a set-oriented rule
language would call for the firing of multiple rules at each cycle, potentially causing numerous database
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updates. Since the act of firing an OPS5 rule produces a small number of changes to the working
memory, the number of subsequently affected rules is also small, thus limiting the amount of work to
be performed in the parallel match. Without a large amount of possibly concurrent work to perform,
speed-ups under parallel execution are thus not realizable.

Our current research involves discovering a set of constructs that increase the expressiveness of rule-
based languages and the choice of execution semantics as well, while at the same time increasing the
available parallelism.

Here we briefly describe the execution semantics and structure of PARULEL [18]. The syntax of
PAlZULEL is derived from OPS5, but its operationM semantics is closer to Datalog-~* in several respects.
Specifically, in PARULEL, all instantiated rules that have been processed by a programmable "conflict
resolution" phase are fired in parallel. If the actions of rules specify database updates, i.e., additions
or deletions, numerous tuples can be added or deleted in one cycle as in set-oriented processing. In
contrast, the semantics of OPS5 essentially enforces a "tuple-at-a-time" behavior.

In PARULEL, checking and eliminating conflicts among rule instances is expressed through redaction
meta-rules. These meta, rules, formulated by the programmer, specify which instantiations of rules should
be removed from the conflict set. After filtering the conflict set of instantiations with the meta-rules,
the remaining rule instances can be fired in parallel, realizing set-oriented database updates. Thus, the
meta-rules act as an instrument for resolving inconsistencies implicit in the original rule set as execution
progresses. There are a number of advantages to using meta-rules. First, because the same mechanism
used for rule evaluation is applied to the redaction meta-rules, we need no added run-time synchronization
or concurrency control, and thus eliminate the associated overhead. Second, the declarative specification
of conflict resolution in meta-rule form provides a means of efficiently determining appropriate actions
to be performed during incremental update. Finally, meta-rules in PARULEL attempt to push the
primary desiderata of rule programming, that is, declarative specification, into the realm of "control."
In this way, the operational semantics, or conflict resolution strategies can themselves be declaratively
specified. Thus, one of our goals for PARULEL is to define a base rule language architecture that can
be declaratively programmed to exhibit the declarative and operational semantics of any rule language
desired, including Datalog"~* and OPS5.

We have designed a compiler for PARULEL that generates data structures that can be interpreted
by a "code generator" that generates relational expressions in SQL. The generated "code" is embedded
within a run-time system that interacts directly with a database server such as Sybase. Various opti-
mizations were performed during the course of this work, the details of which appear in [3]. The basic
technique for rule matching is similar to the method used in the semi-naive evaluation of Datalog rules
[19]. Our method is augmented to handle negative condition elements and deletions occurring in the
actions of rules, and is based upon the TREAT algorithm [10].

Hernandez [7] has studied the performance of a suite of benchmark OPS5 rule-based programs re-
implemented in PARULEL. For each benchmark, the problem-solving strategy used in the OPS5 version
was studied and then the program was implemented in PARULEL while preserving the original problem-
solving strategy. However, changes were made where necessary to take advantage of the parallel semantics
of PARULEL. In all cases, meta-rules were used to either provide the control of execution or to remove
synchronization points.

The programs that were studied include the well known benchmarks Waltz, Toru-Waltz, and Tourney
[7]. The performance was measured along several significant dimensions. We mention only one of these,
namely the comparison of the number of inference cycles needed to solve the task at hand between the
OPS5 and PARULEL implementations. This is given in the form of an "improvement factor," that
indicates the factor by which the number of OPS5 cycles dominate the number of PARULEL cycles for
the same task. For Waltz, the improvement factor was in the range 5 - 7 on problem sizes in the range
9 - 27. For Toru-Waltz, the improvement factor was in the range 7.6 - 16.6 for problem sizes in the range
5-30. For Tourney, the improvement factor was 31.3. The initial performance results obtained, together
with an informal comparison of the results with other multiple rule-firing systems, show that a large
amount of parallelism can be extracted from the PARULEL implementation of the programs studied.
These results were produced by simply coding the application in PARULEL and without performing
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any optimizations that are discussed in the following sections.

3 Incremental Update of Rule Programs

AI research in reasoning systems teaches that in many real-world applications, reasoning is necessarily
non-monotonic and a means for maintaining the consistency of a deductive process is required. Assump-
tions about the truth of certain formulae are initially made only to be retracted later as new information
dictates. In data-intensive applications, such as communication network management or financial ap-
plications such as financial securities allocation [16], the database may change independently of the
inference process, and thus a "truth maintenance" capability is called for to maintain the consistency of
the set of derived deductions.

Incremental update of rules is also useful for parallel and distributed rule processing in the following
sense. When the processors evaluating a single program operate asynchronously, then they may have
different views of the database. The general framework we develop for incremental update can be used
to synchronize such disparate views. Our algorithm for incremental update works for an arbitrary
cycle update, and therefore can be applied to asynchronous parallel and distributed rule processing by
copy-and-constrain (see the following section).

We have previously reported the incremental update algorithm [21]. The reader is encouraged to
see [2] where we reformulate the algorithm in a manner that lends itself to rigorous treatment for the
purpose of proving correctness. We have formalized the proof to accommodate a variety of operational
semantics, including that of Datalog"*, OPS5 and PARULEL. The performance of the incremental
update algorithm under PARULEL semantics has been measured. In one test case, incremental update
is shown to correct an inference process far more efficiently than simply restarting the process from the
beginning. In another test case, quite the opposite is found. Thus, incremental update is an important
and desirable system feature to be judiciously applied in the appropriate context. The details of measured
performance and a deeper analysis of the results of that performance appear in [12].

4 Copy and Constrain

The essence of the copy-and-constrain optimization technique [15] and its variants (e.g., data reduction
[20, 1]) is to "rewrite" the rule system in such a way that individual rules that require more processing
than the "average" rule are replaced by a number of copies of the rule in question with additional distinct
constraints appearing in each copy. The effect of this transformation is to preserve the same computation
as the original rule, but to provide the opportunity to match the copied rules in parallel. The total effect
is that a number of rules representing a "hot spot" rule can more quickly calculate the same instances
in parallel. In our experimentation reported in [13], we found that as more hot spot rules were copied
and constrained, greater parallelism and faster execution was achieved. For example, one program was
accelerated to a speed-up of 31 by copying and constraining 33 rules. Another program had 50 of its
original 237 rules copied to yield a total speed-up of 7, and the number of rules of another program were
doubled for a factor of 2 in speed-up. Thus, varying degrees of performance gains have been found for
different programs.

This approach is not without problems. It may be difficult to determine the tuple attributes that
should be constrained and how they should be constrained. Choosing these requires knowledge about
the program’s behavior and knowledge about the domain to decide the best choice of constraints, as well
as a model of the underlying machine (number of processing sites and communication costs). It should
be stressed that although our prior experimental results depict moderately good performance gains
while utilizing the copy-and-constrain technique, we did not work very hard to choose the "optimal"
constraints. Hence, the programs we studied may be expected to run even faster with additional fine
tuning.

In our current experimental work, we are formulating a strategy to automatically produce copy-
and-constrained versions of rule programs written in PARULEL by analyzing "system catalogs." Many
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commercial database management systems provide system catalogs that gather various statistics on
the database while the database is updated. Thus, statistics on value ranges for various attributes,
cardinality, numbers of distinct values, etc., may be used to produce various schemes for partitioning.
The use of such information is rather straightforward. As an initial partitioning scheme, we may, for
example, interpolate the range of an attribute over its domain as a function by probing random tuples
in the base relations, compute its integral, and partition the ranges into equi-size buckets, one for each
constrained rule in which the attribute appears. At present we have formulated a heuristic strategy to
automatically choose an attribute for partitioning, both at compile time for an initial distribution of the
workload, and at run-time to dynamically reorganize the computation. The reader is encouraged to see
[4, 5] for complete details.

5 Run-time Reorganization

In a recent article, Ishida [8] reports on an architectural schema for reorganizing a parallel computation
to increase effective throughput and response times. The class of application studied is problem-solving
systems represented in rule form.

The key ideas proposed are as follows. An initial rule program together with organizational informa-
tion is located at a single processing site, and problem-solving requests are issued from some external
source. (All data are assumed resident in main memory.) As problem-solving (rule inference) progresses,
and additional problem-solving requests are received, some collection of rules, called an agent, is decom-
posed into two independent and asynchronously executed agents. Initially there is only one agent, the
original rule program. Reorganization is demanded when, after the agents have been distributed around
a number of processing sites, very high demands are placed upon a small subset of rules. Some agents
therefore have more work than others. These "overstressed" agents (we may otherwise call them hot-
spots) are determined on the basis of response time rather than on the size of the local database. Whole
rules stored within a slow running agent, and the facts matched by those rules, are communicated from
the parent agent to its newly formed sibling agent. When demand loads decrease, and underutilized
resources are detected, two agents can compose into one agent, thus freeing up resources for other agent
decompositions that may need these resources. (We note that the rule program is not compiled but
rather represented declaratively as data that is executed by a rule interpreter.)

The approach is interesting but not without problems. For example, whole rules are migrated among
processors as data at run-time, along with the facts they have matched. Thus, rules are stored explicitly,
and are interpreted at run-time, rather than being initially compiled to a more efficient run-time form. In
addition, Ishida’s work assumes each problem-solving request is entirely independent of other previously
received requests. This means that each problem-solving request accesses different base relations (but
a common body of organizational information that is memory-resident). As described earlier, in many
real-world applications, incoming requests may simply dictate that prior assumptions used in earlier
inferences were wrong, and thus we are faced with the circumstances of incremental update. This
implies that Ishida’s organizational information, appropriate for dynamic repartitioning and distribution,
requires augmentation with historical inference information as we have detailed in our incremental update
algorithm.

We have devised a scheme that we believe to be much more efficient than Ishida’s scheme, especially
in the important case of rule processing in large knowledge-bases. First, we note that problem-solving
requests may not be independent of each other. Our proposed incremental update algorithm can simply
be used to allow problem-solving requests to be directly related. Second, we believe there is a simple and
efficient means of composing and decomposing agents based upon copy-and-constrain. This proceeds as
follows.

Rather than locating the entire rule program initially at one processing site, each processing site is
given an initial copy-and-constrained version according to the scheme outlined in the previous section.
Each version is simply compiled, no declarative rule base is needed at run-time, nor an expensive in-
terpreter. Then, as bottlenecks are detected and reorganization is required, new constraint ranges are
passed among the distributed agents. Thus, rather than whole rules being communicated, only the new
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version of an already resident rule needs to be communicated between agents by way of new partition
information. Communication requirements should be significantly reduced and speed of execution should
be greatly improved relative to Ishida’s scheme.

We next detail the context in which our studies will be conducted, a specific real-world application
of rule processing against a database supplied by an industrial collaborator.

6 The Merge/Purge Problem and Equational Theories

The recent enactment of the HPCC legislation demonstrates the deep conviction of many researchers
about the promise of large-scale parallel and distributed computing. Orders of magnitude speed-up of
computing hardware will provide the opportunity to solve computational problems well beyond the reach
of today’s fastest computers. Concomitantly, many expect that by the end of the decade, technology
will enable far greater manipulation of vast amounts of information stored in diverse databases, includ-
ing transmission over high-speed networks, integration, and coalescing, providing unprecedented new
opportunities for acquiring new knowledge. These goals will likely be met but not without significant
advances in our understanding of how to build advanced knowledge-based systems that would bridge
the semantic gap inherent in diverse sources of information.

The issue is this. Given two or more databases of primarily textual records, representing information
about some set of domain entities or concepts, how does one determine whether two records represent the
same domain entity? How might one develop an "equational theory" that accurately specifies the logic
of when two unequal strings represent the same domain entity? There are two sources of techniques that
may be brought to bear on this problem. Statistical pattern recognition techniques attempt to classify
large sets of data (although usually numerical quantities, symbolic data has been attempted as well [14])
into semantically meaningful clusters of similar data. Likewise, AI learning techniques attempt to learn
logic rules to cluster symbolic data into semantically meaningful classifications. We believe the lessons
learned from these two areas of research can be applied to multidatabase integration. Specifically, one
must explicitly represent and utilize domain knowledge in order to classify raw data in meaningful ways,
i.e., a knowledge-based approach is a requirement.

The specific instance of this problem we study is called the merge/purge problem. Each month
large quantities of information are supplied to various organizations and then are merged into existing
databases. Some of the information contained in the newly acquired data might be found to be irrelevant
or redundant and thus is purged from the database. The fundamental problem is the merge. Data
supplied by various sources typically include identifiers, as string data, that are either different or
errorful, i.e., determining that two records from two databases provide information about the same
entity is highly complex. It is evident that our understanding of how to develop efficient means of
integrating diverse information sources of very large size is lacking and requires considerable research.

There are two fundamental problems with performing merge/purge:

¯ The size of the data sets involved is so large that only a small portion of the database can reside
in main memory at any point in time.

¯ The incoming new data is corrupted, either purposefully or accidentally, and thus the identification
of matching data requires complex tests, e.g., the matching of two data items may require inference.
Simple structural matching tests (i.e., one field of the data record "equals" another) are not possible
in all cases.

Although these problems appear daunting at first glance, merge/purge can be solved with varying
degrees of effectiveness and computational efficiency. The typical approach is to sort the data in such
a way as to bring in close proximity all records that are likely to be merged together. The comparison
of records is then restricted to a small neighborhood within the sorted list. The effectiveness of this
approach is based on the quality of the chosen "keys" used in the sort. Poorly chosen keys will result in
a poor quality merge, i.e., data that should be merged will be spread out far apart in the final sort and
hence will not be discovered.

212



An alternative approach we study is to partition the datasets into independent clusters of records
that are within a specified "distance" to some well chosen "centroid record." The partitioning is done by
choosing a set of records from the database that are highly dissimilar. The other records in the database
are then clustered to the record that they are most similar to. The determination of "similarity" of
records is based upon knowledge-based distance metrics. The clustered data sets should be both much
smaller in size than the entire database, and guarantee that records that should be merged will indeed
occupy the same cluster. Thus, borrowing from statistical pattern recognition techniques, we believe it
is possible to initially partition the data in such a way as to reduce the combinatorics of the merging
process.

However, we also need a means of specifying an "equational theory" that dictates the logic of domain
equivalence, not simply string equivalence. A natural approach to specifying an equational theory and
making it practical would be to use a declarative rule language, which additionally had the capability
of resolving arbitrary conflicts manifested via rule instantiations when they arise. PARULEL is ideally
suited for fast execution on a multiprocessor. Thus, PARULEL can be used to specify the equational
theory and conflict resolution strategies to be employed in the event of unacceptable matches for the
merge/purge task. In addition, PARULEL extends the usual rule language semantics by providing user-
defined LHS predicates. This provides the means of expressing equational theories based on closeness of
match by calling on routines in C that compute distance metrics, for instance.

At the moment, the approach we have proposed is to derive domain attributes of textual strings
by inference represented in rule form. However, if we identify the string "Michael" as an "Anglican
male name," we wish to represent this information explicitly in some fashion for subsequent comparison
operations (or for the preliminary clustering phase as described above). The approach we have described
accomplishes this by way of merging, along with the source records, other sets of facts that map names
to various attributes. That is to say, "Michael" will appear in some database with the attributes "male"
and "Anglican," as well as other pertinent information, as data to be matched by a rule rather than
being explicitly represented in a rule. (The latter approach would lead to an unmanageable number of
highly specialized rules.)

Furthermore, we seek to compute the transitive closure of our equational theory rule base. For
example, we may find that record A is (provably) equivalent to record B through a series of rule
inferences, while also finding that B is equivalent to record C, but do not find A to be equivalent
to C directly. Hence, we will necessarily execute the rule program iteratively to a fixpoint to form the
transitive closure. There are clearly two important issues: the number of iterations and the combinatorics
of the matching. In the first case, we believe it is unlikely that very many iterations will be needed to
reach a fixpoint. This is clearly a function of the data and the number of individual records that are
indeed equivalent. Even if there were many, it is likely most if not all will be captured after one iteration.
In recent preliminary experiments, we have found that two iterations are sufficient to capture almost all
of the cases. As for the second case, the best we hope for is to form small clusters making rule evaluation
as efficient as possible.

7 Conclusion

What we have stressed in this paper is that substantial analysis and alternative semantics of rule lan-
guages to elicit more parallelism is crucial. A notable aspect of the PARADISER environment is the
incremental update facility, which we believe every rule processing facility targeted to databases in re-
alistic environments must provide. Included in that environment is an optimization facility that maps
a PARULEL program to a distributed or parallel processing environment. The key techniques under
study are focussed on automated means of producing efficient copy-and-constrained versions of a rule
program based upon compile-time analysis of system catalogs. An interesting possibility exists to provide
run-time reorganization by way of low cost repartitioning of a distributed rule program. Furthermore, re-
alistic large-scale applications are pursued in order to provide the widest and most stressful test cases for
performance studies. One such application has been described, the merge/purge problem, that demon-
strates the need for embedding equational theories into the term matching phase of rule processing. In
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addition, merge/purge sets our sights on problems of very-large scale that many predict will be the norm
when HPCC technology developments and wide area network computing become available.
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