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1 Introduction

Many AI systems engage in planning: they make deci-
sions about what courses of action to pursue, and form
intentions towards those actions. In fact, compelling ar-
guments have been given that agents must form inten-
tions to survive in complex, dynamic environments [3].
In addition, work in plan recognition has shown that
for an agent to interact cooperatively with other agents,
he needs to be able to reason about their intentions [1;
18]. We can divide the modeling capabilities necessary
for these tasks into two broad categories: static and dy-
namic. The static case concerns an agent’s cognitive
state at a particular time: the connection among beliefs,
intentions, and other attitudes that any successful agent
should obey. This connection has been called rational
balance. The dynamic case tracks the agent’s cognitive
state over time, as he maintains rational balance in the
face of new information that forces changes in beliefs
and intentions. The formal properties of belief revision
have been extensively studied [10], but the more gen-
eral problem of cognitive state change has barely been
addressed.

Formalizations of cognitive state that include inten-
tions and beliefs have appeared in the recent literature [8;
21; 20; 22; 13]. With the exception of the current
authors, these have all employed normal modal logics
(NMLs), that is, logics in which the semantics of the
modal operators is defined by accessibility relations over
possible worlds. This is not surprising, since NMLs have
proven to be a powerful tool for modeling the cognitive
attitudes of belief and knowledge. However, we argue
that intention and belief are very different beasts, and
that NMLs are ill-suited to a formal theory of intention.

We therefore present an alternative model of inten-
tion, one that is representationalist, in the sense that its
semantic objects provide a more direct representation of
cognitive state of the intending agent. We argue that
this approach results in a much simpler model of inten-
tion than does the use of an NML, and that, moreover,
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it allows us to capture interesting properties of intention
that have not been addressed in previous work. Further,
the relation between belief and intention is mediated by
the fundamental structure of the semantics, and is inde-
pendent of any particular choice for temporal operators
or theory of action. This gives us a very direct, simple,
and semantically motivated theory, and one that can be
conjoined with whatever temporal theory is appropriate
for a given task.

In the next section (Section 2), we make the case for
a representationalist theory of intention. In Section 3,
we sketch the pre-formal theory of intention on which
we are building, and enumerate the characteristics of
intention that are of central concern to us. Section 4
constitutes the technical heart of our paper: there we
develop our formal model of intention, and show how it
captures the properties discussed in Section 3. Finally,
in Section 6, we draw some conclusions and point the
way toward further development of our logic of intention
to the dynamic case.

2 The case for representationalism

As we noted above, NMLs have been widely and suc-
cessfully used in the formalization of belief. It is largely
as a result of this success that researchers have adopted
them in building models of intention. However, we ar-
gue in this section that these logics are inappropriate to
models of intention:

¯ Their primary advantage for belief, namely nesting
of operators, are irrelevant in the case of intention.

The semantic rule for normal modal operators is the
wrong interpretation for intention. This rule leads
to the confusion of an intention to do ¢ with an in-
tention to do any logical consequence of ¢, called the
side-effect problem [3]. A simple and intuitively jus-
tifiable change in the semantic rule makes intention
side-effect free (and nonnormal).

Normal modal logics do not provide a means of re-
lating intentions to one another. Relations among
intentions are necessary to describe the means-end
connection between intentions.
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2.1 Introspection Properties sible worlds:

One of the central strengths of NMLs is the ease with
which they allow one to to specify the properties of
nested modalities. For the case of belief and knowledge,
such nesting properties have been taken to be of consid-
erable importance. Thus, for example, so-called positive
introspection--the statement that if agent A believes ¢
then he believes that he believes ¢--is often considered
a defining characteristic of belief. It is straightforward
to capture various introspection properties in an NML
by specifying the algebraic characteristics of the acces-
sibility relation between possible worlds. For example,
positive introspection is modeled with a transitive acces-
sibility relation.

There is, however, no natural analogue to introspec-
tion for nested intention operators. If A intends (to do)
¢, this does not normally entail that A intends to intend
¢, or that he intends that he intend ¢. Similarly, while
at least some theories of belief include axioms of negative
introspection--if A does not believe ¢, then he believes
that he doesn’t believe it--there is no parallel constraint
on intention.

So one of the primary strengths of NMLs, their ability
to model interesting nesting properties among modal op-
erators, turns out not to be especially useful for models
of intention.

2.2 Side effects, abstraction and conjunction

NMLs are closed under logical consequence: given a nor-
mal modal operator L, ifL¢ is true, and ¢ ~ ¢, it follows
that L¢ is true. When L represents belief, consequential
closure can be taken to be an idealization: although it is
obviously unrealistic in general to assume that an agent
believes all the consequences of his beliefs, it is reason-
able to assume this property of an ideal agent, and this
idealization is acceptable in many instances.

However, consequential closure cannot be assumed for
intention, even as an idealization. It is clear that an
agent who intends to perform an action usually does not
intend all the consequences of that action, or even all the
consequences he anticipates. Some of the consequences
are goals of the agent, while others are "side effects" that
the agent is not committed to. As we will discuss in more
detail in Section 3, an agent will behave very differently
with respect to the propositions he intends to achieve
than he will with respect to those that are side-effects of
his intentions.

Because NMLs are subject to consequential closure,
and intention is not, researchers using these logics to
model intention have used several strategies to make
their logics side-effect free. They all involve relativizing
the side-effects of intentions to believed consequences.
To see this, we look more closely at how consequential
closure comes about. Consider the following set of pos-
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Each possible world is a time-line giving the state of the
possible world at all times. The subset of these worlds
marked "BEL" are those that the agent believes may
be the actual world; those marked "INT," the worlds
he intends to bring about by his actions. The normal
modal semantics of intention (or belief) is: "and agent
intends (or believes) ¢ exactly when ¢ is true in all his
intended (or believed) worlds." The agent believes that
a D b, since in all belief worlds in which a is true, so is
b. The thesis of realism is that all of an agent’s intended
worlds are also belief worlds [8], that is, a rational agent
will not intend worlds that he believes are not possible.
Given the realism thesis, whenever the agent intends a
and believes a D b, he will also intend b.1

Rao and Georgeff [20] point out that by relaxing re-
alism, intentions can be made side-effect free. Weak re-
alism is the thesis that at least one intended world is a
belief world. There can thus be intention worlds that are
not belief worlds, as in the above diagram. Now, even
though the agent believes a D b, b is not an intention,
because there is an intended world in which a is true but
not b.

Although weak realism seems inherently less desirable
than realism (how is it possible for an agent to intend
worlds he does not believe possible?), it is still not fully
side-effect free. Any analytic implication (i.e., when
a D b must be true in all possible futures) will cause
problems. We single out two cases: abstractions and
conjunctions.

Abstractions are relations between propositions, in
which one is more abstract or general than another, let a
be making a spaghetti-marinara dinner, and b be making
a spaghetti dinner. In every possible world it is the case
that a D b, so an intention to do a necessarily implies
an intention to do b, if they are treated as normal modal
operators. Normal modal operators are never abstrac-
tion free, but as we argue in the next section, intention
must be.

Another property of normal modal operators is that
they are transparent to conjunction: L(a A b) =_ La A Lb.
This means an intention to achieve a conjoined goal is

1Cohen and Levesque [9], in adopting the realism thesis,
rely on claims about way an agent may change his beliefs
about the connection between an intended proposition and
its consequences to make their theory side-effect free. In their
case, an agent who always believes that a D b is always true
will incur the side-effect problem when intending a. Also,
their theory will not be abstraction free or conjunction free:
see below.
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Possible worlds W

~~ -a, --b

Figure 1: A Venn diagram of two scenarios.

interpreted as an intention to achieve each of the con-
juncts separately. One part of this equivalence is just
another version of the abstraction problem that normal
modal operators suffer from. As we argue in the next
section, intention must also be conjunction free.

These problems do not mean we have to abandon pos-
sible worlds. In fact, with the right semantics, they are
an intuitively satisfying way of representing future possi-
bility and intention for an agent. The key to solving the
side-effect, abstraction and conjunction problems is to
revise the semantics of the intention operator. We note
that intentions divide the possible futures into those that
the agent wants or prefers, and those he does not. Con-
sider the diagram of Figure 1. The rectangle represents
the set of possible worlds W. The scenario for a propo-
sition a is the set of worlds in W that make a true: the
shaded area in the diagram. An agent that has a as an
intention will be content if the actual world is any one of
those in Ma, and will be unhappy if it is any unshaded
one. The division between wanted and unwanted worlds
is the important concept behind scenarios. For example,
consider another proposition b that is implied by a (for
concreteness, take a = "I get my tooth filled," and b =
"I feel pain.") If we just look at interpretations within
the shaded area, a and b both hold, and so cannot be
distinguished. But the complement of these two propo-
sitions is different. A world in the area -~a, b, in which
the agent feels pain but does not have his tooth pulled,
is an acceptable world for the intention b, but not for a.
So the interpretation rule for intention must take into
account the complement of the intended worlds. As we
will see in Section 4, this makes intention a nonnormal
modal operator. It also makes it side-effect, abstraction,
and conjunction free, whether we choose realism or weak
realism, or treat intentions as "eventually" or not.

2.3 The Structure of Plans

The problem of side-effects is indicative of the general
difficulty underlying the use of NMLs logics to represent
intention. NMLs represent cognitive attitudes, like belief
or intention, as relations between an agent and a set of
possible worlds, which specify a set of propositions (the
ones that are true in all the possible worlds). As such,
NMLs abstract away from the internal cognitive state of
the agent.

Such abstraction appears not to be possible in the
case of intention, however. The very concept of intention
arises from the activities of agents who construct and ex-
ecute complex, richly structured plans of action. As we
shall see in Section 3, an agent who intends to do some
action a as part of a plan to do some other action /~,
may behave very differently than one who plans to do/~
as part of a plan to do c~, or from one who intends a and
~/separately. There is an internal, structural difference
between these two plans, but this difference can result in
observably different external behavior. The standard se-
mantic analysis in NMLs--an accessibility relation from
one world to a set of worlds--is too coarse-grained to
distinguish easily between these two kinds of plans. In
both cases, the agent intends to do both a and /~; in
both cases, then, an NML would represent the agent as
standing in a relation to a set of possible worlds, all of
which satisfy both tx and/~. What is needed is to rep-
resent a relation between these two propositions, that
is, between the two sets of possible worlds. In our rep-
resentational theory, we add a graph structure among
scenarios, representing the means-ends relations among
intended propositions.

3 The Nature of Intention

3.1 A Preformal Account of Intention

It is common for papers like this one to provide a list of
properties that the formal model is expected to capture.
We will follow in this tradition. Our pre-formal account
of intention, like those of Cohen and Levesque and of Rao
and Georgeff, has been heavily influenced by Bratman’s
philosophical theory of plans and planning [3] and its
subsequent interpretation in an architecture for resource-
bounded reasoning [4; 19]. We begin by sketching this
account.

Bratman’s theory addresses the fundamental question:
why should an agent bother to form plans? His an-
swer is that agent form plans because their reasoning
resources are limited, and their environments are typi-
cally dynamic. Thus, they cannot afford to consider all
possible courses of action. One way for them to avoid
doing this is to commit to certain courses of action, and
then (in general) bypass consideration of alternatives. 
other words, an agent can construct plans that he intends
to execute, and then use those plans as a framework for
further practical reasoning: he can perform that reason-
ing on the assumption that he will in fact carry out his
plans.2

For plans to play this constraining role, they must have
certain characteristics. The agent must believe that his
plans can be executed. This means that not only must
the agent believe that each of his plans is executable, he
must believe that all of them are, i.e., he must believe

2This is, of course, an oversimplification. An agent that
never considers alternatives to its existing plans will be un-
likely to exhibit intelligent behavior. Rational agents will be
attuned to certain kinds of options that should be subject to
consideration, even if they are inconsistent with their existing
plans [3; 4].
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that they are mutually consistent. 3 It makes no sense
for an agent to reason on the assumption that he will
carry out his plans if he believes that he cannot, in fact,
do so.

A second important property is that an agent’s plans
must be reasonably stable. A central reason for adopting
plans, in this theory, is to limit the amount of subsequent
reasoning the agent does. Although there will always be
some situations that will lead an agent to revise his plans,
they cannot be constantly subject to reconsideration. If
they are, there is no point in adopting the plans in the
first place. Moreover, it makes no sense to assume in
reasoning that one’s plans will be successfully executed,
if those plans are highly likely to change or be abandoned
prior to execution time.

The need for stability leads in turn to a requirement of
partiality. Because agents do not have complete knowl-
edge of how their environments will change, highly de-
tailed plans for the far future will be of little use to
them, as they are likely to be highly unstable. Con-
sequently, agents frequently form partial plans, deciding
upon rather general actions that they intend to perform,
and leaving open for later deliberation the question of
how they will go about performing those actions. Us-
ing standard AI terminology, they engage in hierarchical
planning, first adopting high-level goals, and later adopt-
ing subgoals to achieve them.

The structure of an agent’s plans--the relations be-
tween the various goals and subgoals--affects the way in
which the agent monitors and revises his plans. If an
agent forms a plan to drive downtown as a way of get-
ting to the movie theater, and subsequently abandons
his intention of going to the movies, he will also aban-
don his intention to drive downtown.4 In contrast, if he
forms a plan to go to the movies so that he can drive his
new red Miata downtown (and show it off), then if, for
whatever reason, he must abandon his plan to go to the
movies, he should attempt to replan to find a different
course of action that will allow him to drive downtown.
Without taking into account the structure of an agent’s
plans, one cannot distinguish between cases like these.

Because agents are committed to carrying out their
plans, they also tend to "track" the success of those
plans, and to engage in replanning when their intended
means have become impossible. The tendency towards
replanning leads to a distinction between what the agent
actually intends, and what are merely "side-effects’, or
unintended consequences, of his intended actions. Many
examples of side-effects have been given in the literature:
Cohen and Levesque, for instance, describe a dental pa-
tient who intends to have a tooth filled, believing that a
side-effect will be to cause himself great pain [8, p. 218].
If, in fact, the procedure turns out to be painless, the
patient will not replan a course of action that will result
in pain.

3Because agents have bounded reasoning resources, it will
not follow from this requirement that all of an agents plans
are in fact mutually consistent.

4Unless, of course, driving downtown is also part of an-
other plan the agent currently has: shared subplans form
another interesting aspect of plan structures.

[conjunctive example]
Both the example of the show-off Miata driver and

that of the lucky dental patient illustrate the dynamics
of intention. In developing our logic of intention, we will
pay careful consideration to its dynamics, especially in
situations in which something "goes wrong": either an
intended action fails, or an intention is dropped, typi-
cally as the result of a change in belief.

In a complete account of intention, we would need
also to consider the connection between what an agent
intends and what he actually does. Normally, we as-
sume that agents are competent, and so are successful
in performing the actions they attempt. And normally,

they do in fact attempt the actions they intend. How-
ever, we shall not deal directly with the intention-action
connection in this paper.

3.2 Rationality: belief and intention

We can now summarize the properties of intention that
are of central concern to us:

1. Admissibility: A rational agent must believe that
his intentions are jointly possible. In addition, he
must not believe any of the propositions he intends
to achieve will be true independent of his actions.
Rao and Georgeff call the first condition "weak
realism;" the second condition is part their Non-
Transference principle.

2. Unintended Consequences: A rational agent
need not intend all the believed consequences of his
intentions. The formalization of intentions should
be side-effect, abstraction, and conjunction free.

3. Internal Structure: A rational agent’s intentions
will often be clustered into complexes called plans,
with dependencies among the intentions that con-
stitute a plan. A plan may be partial, in the sense
described above.

4. Reasonable Stability: A rational agent’s inten-
tions will be reasonably stable, that is, there will
be a tendency for them to remain constant across
changes in belief.

4 Cognitive structures

We are now ready to define a semantic model for inten-
tion. This model will have two components: possible
worlds that represent possible future courses of events,
and cognitive structures, a representation of the mental
state components of an agent. We introduce complica-
tions of the model in successive sections. To begin, we
define the simplest model, a static representation of pri-
mary or "top-level" intentions. It is difficult to specify
precisely what distinguishes a primary intention: in some
sense, we might consider all intentions to be subordinate
to a single primary intention of "living a good life". In
practice, however, it seems relatively easy to separate
primary intentions, such as "going to the movies," from
dependent ones, such as "driving downtown," or "paying
the cashier." Primary intentions do not depend on any
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other intentions that the agent currently has.~

4.1 Possible Futures

The concept of intention is intimately connected with
choosing among course of future action. In the model,
courses of action are represented by possible worlds.
Each possible world is a complete history, specifying
states of the world at all instants of time. Later, in
discussing the dynamics of intention and belief, we will
consider time indices in possible worlds; for now we as-
sume there is a distinguished moment now in all worlds
that is the evaluation point for statements.6

The set of possible worlds is W. For each world w E
W, there is an evaluation function that determines the
value of sentences in a language £:, which refer to states
of the world or actions that take place between states of
this world. For any sentence ¢ of £, w(¢) is the truth-
value of ¢.

To talk about contingent and necessary facts £: is ex-
tended to/~o, which includes the modal operators [] and
O. The possibility operator <> expresses the existence of
a world with a given property. <>¢ says that there is a
world (among W) for which ¢ is true. Its semantics is:
Definition 4.1

w,W~O¢ iff 3w’eW.w’,W~¢.
<> is used to specify the background of physically possi-
ble worlds under which reasoning about intention takes
place, and will be important in describing the structure
of a given domain. The necessity operator O¢ is defined
as -,O-,¢.
4.2 Belief and primary intentions

We begin by defining concept of scenario.

Definition 4.2 Let W be a set of possible worlds, and
¢ any sentence off_.. A scenario for ¢ is the set

M,= (weWlw, W~¢}.
A scenario for ¢ identifies ¢ with the subset of W that
make ¢ true.

A cognitive structure consists of the background set
of worlds, and the beliefs and intentions of an agent.7

Definition 4.3 A cognitive structure is a tuple
(W, ~,Z) consisting of a set of possible worlds W, a sub-
set of W (~, the beliefs of the agent) and a set of sce-
narios over W (Z, the intentions of the agent).

5This is a bit of an overstatement, since an agent’s in-
tentions change over time, and an intention that begins life
as primary may later also be used in support of some other
intention. In such cases we say that the intention has been
overloaded. Overloading is a cognitively efficient strategy for
an agent to employ [19]. For the moment, however, we will
not worry about primary intentions that later are overloaded.

8This definition of possible worlds is the one usually used
in the philosophical literature, but differs from that of Moore
in [16], where possible worlds are identified with states at a
particular time.

tin this paper, we deal only with the single agent case,
and thus we neither explicitly indicate the name of the (un-
ambiguous) agent associated with any cognitive structure,
nor include an agent argument in our intention or belief
predicates.
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We extend /:n to £t by adding the modal operators B
for belief and I for intentions. The beliefs of an agent are
taken to be the sentences true in all worlds of ~.8 For
simplicity, we often write ~2 as a set of sentences of £:r~,
so that M~ is the corresponding possible worlds set.
Definition 4.4

(W, ~2,Z> ~ B(¢) iff Vw’eM~.w’,W~¢,
i.e, M~. C_ M~ .

The beliefs of an agent are always possible, that is, they
are a subset of the possible worlds. This also means that
an agent cannot be wrong about necessary truths. A
more complicated theory would distinguish an agent’s
beliefs about what is possible from what is actually pos-
sible. For the moment, we confine ourselves to the sim-
pler system. The key concept is that intentions are rep-
resented with respect to a background of beliefs about
possible courses of events (represented by (>), as well 
beliefs about contingent facts (represented by B). Stated
in Z~t, the following are theorems:

B(¢) D 
S(O¢) - []¢ (1)

Of course, beliefs about contingent facts can still be false,
since the real world does not have to be among the be-
lieved ones. The B operator represents all futures the
agent believes might occur, including those in which he
performs various actions or those in which he does noth-
ing. The beliefs form a background of all the possibilities
among which the agent can choose by acting in particu-
lar ways.

The second component of a cognitive structure for an
agent, an intention structure, is a set of scenarios Me.
Intuitively, an agent’s intention structure will include
one scenario for each of his primary intentions. We write
I as a set of sentences of/~a, where each sentence ¢
stands for its scenario Me.
Definition 4.5

(W,~,Z) I( ¢) if f q¢E : T.suchthat Me isa scenario
Yore, i.e. M¢ = M~.

This definition bears an interesting relation to the se-
mantics of normal modal operators. Each primary inten-
tion (i.e., each element of 27) acts like a separate modal
operator. A normal modal operator I¢ for the element
Me would be defined using:

(W,E,2:) ~ I¢(¢) iff C Me,

just as for belief. The semantic rule for I is similar, but
uses equality between the scenarios instead of subset, so
that the worlds not in Me must satisfy _,¢.9 By identify-
ing intentions with scenarios, we explicitly encode in the
semantics the distinction between preferred and rejected

8This enforces the condition of logical omniscience [14] on
the agent’s beliefs, which is not a realistic assumption. We
could chose a different form for beliefs, say a set of sentences
of £I that is not closed with respect to consequence; but it
would obscure the subsequent analysis.

°The semantics of I is reminiscent of Levesque’s "all I
know" operator O¢, which also uses the complement of the
accessibility relation in its semantics [15].



possible worlds. If we were to use the weaker form of
the semantic rule for I(¢) (i.e., Me _C Me), then there
could be some world w which satisfies ¢ but is not a
world satisfying the agent’s intention. This is contrary
to our reading of intention as a preference criterion di-
viding possible worlds.

Although it was developed independently as a model
of intention, our semantics is also equivalent to the
minimal model semantics of Chellas [5]. In the mini-
mal model semantics, the accessibility relation is from
a world to a set of sets of worlds, i.e., a set of proposi-
tions. As Chellas shows, such logics are nonnormal, and
the simplest system, E, contains only the inference rule
¢ =_ ¢/I¢ =_ I¢. We can make use of all the analytic
results from minimal modal logics.

From the formal definition, it is easy to show that
I(¢) will hold just in case ¢ is logically equivalent 
some proposition ¢ E 2".

Proposition 4.1 For any structure (W, P.,2"),

(w,p.,2">bx(¢) 3¢e2".wbD(¢-¢).
The I operator is true precisely of the individual top-

level intentions the agent has. It is not subject to closure
under logical consequence or under the agent’s beliefs.
To see this, consider the cognitive structure (W, S, {a}),
i.e., the agent has the single intention to perform a. As-
sume that a logically implies b, but not the converse,
i.e.,

w o(a b) ^ <>(b 
Then Ma ~ Mb, because there is a world in which b is
true but a is not. From the semantics of I, we have

(W, S, {a}) I(a) 
This shows that I is not closed with respect to valid con-
sequence. To distinguish the intention of a from its nec-
essary consequence b, there must be at least one possible
world in which b is true but a is not.

Proposition 4.2 The following is a theorem of the
model.

[I(a) A -,I(b) A D(a D b)] D O(b A -~a).

The above example is essentially that of "side effects."
Consider our dental patient, who intends to get his tooth,
believes that getting his tooth filled will result in his
being in pain, but he does not intend to be in pain:

(W, {get-tooth-filled D be-in-pain}, {get-tooth-filled}).

Here we use atoms to denote actions: get-tooth-filled is
a particular action that the agent intends. Moreover,
we simplify the agent’s beliefs, listing only the beliefs
that pertain to actions. In a more general treatment,
the agent’s beliefs would typically concern act-types: for
instance, he would believe that for all actions of the type
get-tooth-filled, there would be a resulting event of the
type be-in-pain. The belief listed above, about a partic-
ular instance of a get-tooth-filled action, would then be
a logical consequence of the universally quantified belief.

We have shown that the I operator is not subject to
consequential closure. As a particular instance of this,
our theory does not equate an intention to perform a

Possible Worlds W

-a, -b

Figure 2: A Venn diagram of conjunctive scenarios.

conjunction with a conjunction of intentions. Assume
that the set of possible worlds distinguishes a and b, i.e.,
W ~ <>(a A -~b) A <>(-~a A b). Now consider two agents:
the first has the single primary intention a A b, and the
second has exactly the two primary intentions a and b.
Then:

(W, P~, {a ^ b}) = I (a ^b)̂  ~I( a) ^ - ~I
(W, P,, {a, b}} D I(a) ^ I(b) ^ -,I(a ^ b) (2)

The reason for this is clear from the diagram of Figure 2.
The scenario M,^b excludes all interpretations outside of
the overlap area in the figure; hence it is not equivalent to
Ma, for which a perfectly acceptable world could contain
a and -~b; nor is it equivalent to Mb.

On the other hand, taking the two scenarios Ma and
Mb singly, acceptable worlds are in the respective re-
gions a and b. Thus the most acceptable worlds are in
the overlap region. However, if one of the goals becomes
impossible, say a, then any world in b is acceptable, un-
like the case with the conjunctive scenario MaAb.

We have thus shown how cognitive structures satisfy
the second property we listed in Section 3.2. The ability
to distinguish between an intention and its side effects,
abstractions, and conjunctions is basic to the semantics
given in Definition 4.5, and does not require any fur-
ther axioms or stipulations, nor any commitment to a
particular temporal logic.

An alternative to the reading of "intention" as sepa-
rate primary intentions is the reading as conjoined inten-
tion, i.e., "¢ is intended if it is the intersection of worlds
of some set of primary intentions." We use the operator
I*(¢) for this reading.
Definition 4.6

(W,~,2") ~I*(¢) iff 3J C2- such that Mj is a scenario
fore, i.e., Mj =Me.

I* can be characterized by the following axioms.

Proposition 4.3 The following are theorems of £I.

I(a) D [*(a)
I*(a) A I*(b) D I*(a 

So I* sanctions the conjoining of separate intentions, but
not the splitting of an intention that is a conjunction.
In terms of Chellas’ minimal models, the semantics of
I* is for models that are closed under intersection. This
makes sense: I* represents any intersection of intentions.
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-a, -b

Figure 3: A Venn diagram of belief and intention.

4.3 Rationality constraints: intention and
belief

So far we have not related the agent’s intentions to his
beliefs. Consider the diagram of Figure 3, for which the
cognitive structure is (W, ~, {a, b}). The agent’s two in-
tentions are jointly possible, since the overlapping area
contains at least one world in which they both hold.
However, based on the contingent facts of the situation,
the agent does not believe that they will actually occur,
since his beliefs, given by the set ~, fall outside the over-
lap area. A rational agent will not form intentions that
he does not believe can be jointly executed. Further, in-
tentions should be nontrivial, in the sense that the agent
intending ~ should not believe that ¢ will occur without
the intervening action of the agent. To enforce ratio-
nality, we define the following conditions on cognitive
structures.

Definition 4.7 A cognitive structure (W,~,Z) is ad-
missible iff it is achievable:

Bw E ~. ve E I. w E M~,
and nontrivial:

Ve e:T..Jwe ~. w ~ M¢ .
This condition leads immediately to the following conse-
quences.
Proposition 4.4 These sentences are valid in all ad-
missible structures.
~I(a A ~a) Consistency

I(a) A I(b) D (>(a Joint Consistency

I*(a) D <>a
1(a)
I(a) ̂  X(b) ^ b))
r(a)
1(a) ^ Epistemic ndeter,.inacy

A rational agent, characterized by achievable structures,
does not believe that his joint intentions represent an
impossible situation: this is the theorem of Joint Epis-
temic Consistency (which Georgeff and Rao call "weak
realism"). 1° This theorem can be stated using either

1°If we model an agent with a limited belief logic, such as
that of Konolige [12], we might want to make this require-
ment relative to the agent’s beliefs: for an extremely resource-
limited agent, it might not be irrational to intend, say, both
P and -~Q A (P D Q).

Epistemic Consistency
Joint Epistemic Consistency

reading of intention.
In addition, the nontriviality condition on models

means that the agent does not believe that any one of
his intentions will take place without his efforts (Epis-
temic Indeterminacy). Recall that the B operator repre-
sents all futures the agent believes might occur, including
those in which he performs various actions or does noth-
ing. The beliefs form a background of all the possibilities
among which the agent can choose by acting in particu-
lar ways. If in all these worlds a fact ¢ obtains, it does
no good for an agent to form an intention to achieve ¢,
even if it is an action of the agent, because it will occur
without any choice on the part of the agent. So, for ex-
ample, if the agent believes he will be forced to act at
some future point, perhaps involuntarily (e.g., by sneez-
ing), it is not rational for the agent to form an intention
to do that.

Epistemic indeterminacy is weaker than Cohen and
Levesque’s realism condition, that intended worlds are a
subset of belief worlds. We could insist on this condition
by making all intention scenarios subsets of the belief
scenario. Realism would not affect any of the results
that we have presented.

In this logic, we are deliberately leaving the temporal
aspects vague until they are necessary. At this level of
abstraction, different kinds of goals can be treated on an
equal basis. For example, goals of prevention, which are
problematic for some temporal logic accounts of inten-
tion, are easily represented. For an agent to prevent a
state p from occurring, he must believe both p and --p to
be possible at some future state. The agent’s intention
is the scenario consisting of worlds in which p is always
true.

As promised, the static relation between belief and
intention is not mediated by a particular choice of tem-
poral operators, but arises simply from the division of
possible worlds by preference.

We cannot yet say anything about the internal struc-
ture of plans, as primary intentions are precisely those
without such structure. We turn next to that issue.

4.4 Relative intentions

As we discussed earlier, one of the primary character-
istics of intentions is that they are structures: agents
often form intentions relative to other intentions then
already have. That is, they "elaborate" their existing
plans. There are various ways in which a plan can be
elaborated. For instance, a plan that includes an action
that is not directly executable can be elaborated by spec-
ifying a particular way of carrying out that action; a plan
that includes a set of actions can be elaborated by im-
posing a temporal order on the members of the set; and
a plan that includes an action involving objects whose
identities are so far underspecified can be elaborated by
fixing the identities of one or more of the objects. As
Bratman [3, p.29] notes, "[p]lans concerning ends em-
bed plans concerning means and preliminary steps; and
more general intentions ...embed more specific ones."
The distinction between these two kinds of embedding
recurs in the AI literature. For instance, Kautz [11] iden-
tifies two relations: (1) decomposition, which relates a
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plan to another plan that constitutes a way of carrying
it out (means and preliminary steps), and (2) abstrac-
tion, which relates a specific plan to a more general one
that subsumes it. It is useful to have a term to refer to
the inverse relation to abstraction: we shall speak of this
as specialization.

Both kinds of elaboration are represented in the cog-
nitive structure by a graph among intentions. The graph
represents the means-ends structure of agent intentions.
For example, suppose the agent intends to do a by do-
ing b and c. Then the cognitive structure contains the
graph fragment Mb, Mr --+ M,. As usual, in the cog-
nitive structure we let the propositions stand for their
associated scenarios.

Definition 4.8 An elaborated cognitive structure con-
sists of a cognitive structure and an embedding graph
among intentions: {W,~,Z,---+ I. The graph is acyclic
and rooted in the primary intentions.

Remarks. The reason we need both primary intentions
and the graph structure is that, while every root of the
graph must be a primary intention, primary intentions
can also serve as subordinate intentions. Consider the
masochistic agent with a tooth cavity: he both intends
to feel pain, and intends to get his tooth filled. His
cognitive structure would be:

{w, {a b}, {a, b}, a b}.
Also note that a scenario of the graph ma~ serve to elabo-
rate more than one intention; Pollack [19] calls this over-
loading.

The embedding graph ~ is the most strongly repre-
sentationalist feature of the model. It represents the
structure of intentions in a direct way, by means of a
relation among the relevant scenarios. A normal modal
logic is incapable of this, because its accessibility rela-
tion goes from a single world (rather than a scenario) 
a set of possible worlds.

In the language, £I is extended to include a modal
operator By(or;ill,.. "fin), where the fll together are an
elaboration of a.
Definition 4.9

(W,l],27,---~) ~By(c~;fll,.../~,) ig fll,...fln--+o~.

For rational agents, intention elaborations will have
the same properties vis-a-vis belief as top-level inten-
tions. So, in admissible structures we insist on the con-
dition that any scenario of --+ is part of the achievable
and nontrivial intentions.

Definition 4.10 A cognitive structure (W,~,Z) is ad-
missible iff it is achievable:

3w V¢ (I and --*). w M¢
and nontrivial:

VCE(Zand ---@ 3w E ~. w q~ M¢ .

This semantic constraint has the immediate consequence
that all By-arguments are conjoined intentions, and
share in all their properties.
Proposition 4.5

By(a;~,) D r(~) ^ r(fll) A...^ 

Possible Worlds W

Figure 4: Means-ends intentions and belief.

But there is an additional constraint on the elaboration
of intentions, having to do with their means-end rela-
tion. An agent should believe that if the elaboration is
achieved, the original intention will be also. Consider the
diagram of Figure 4, in which the agent has the inten-
tion to achieve a by achieving b; for concreteness, take
the example of calling the telephone operator by dialing
0. There can be possible worlds in which b does not lead
to a: for example, in using the internal phone system of a
company. The correct rationality condition for an agent
is that he believe, in the particular situation at hand,
that achieving b will achieve a. This is represented by
the set ~ of belief-worlds, in which b D a holds.

We call a model embedded if it satisfies this constraint
on belief and intention structure.

Definition 4.11 A cognitive structure is embedded iff
whenever bl " "bn "* a, Ni~=l Mbi C Ma.

It can be easily verified that this condition leads to the
following theorem.

Proposition 4.6 In all embedded cognitive structures
(W, r~,Z,--,),

(W, r~,Z, --) ~ By(~;~I,...~,) ~ B(~I ^...A~ ~ 

While the embedding graph semantics is simple and
may seem almost trivial, it leads to interesting interac-
tions in the dynamics of intention and belief revision.
We turn to a preliminary application of this kind in the
next section.

5 Dynamics: a default perspective

As it stands, the cognitive structure model does not say
anything about how belief and intention change over
time. In fact, in keeping the model simple we opted for
representing the agent’s mental state at only one point in
time. To express the dynamics of cognitive state change,
a more general model is necessary, incorporating a tem-
poral logic. The theory then contains two parts: at each
time point, the static theory of cognitive state gives the
rationality conditions that obtain between belief and in-
tention; while across time points, the dynamic theory
constrains how belief and intention changes in response
to new information. Unfortunately, the theory of cog-
nitive state revision is much more complicated than the
static theory. For example, one would like to say that
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agents are committed to achieving their intentions. Yet
there are many ways in which an agent could give up this
commitment: if he believes it is impossible, if someone
else does it, or even if he finds something better to do.

One strategy to deal with cognitive state dynamics is
to specify end-point conditions for simple cases. Cohen
and Levesque take this viewpoint in describing agents
that are fanatically committed to their intentions. In
their theory, an agent remains committed to his inten-
tions until one of two conditions holds: either he comes
to believe that it is impossible, or that it is already
true. n Specifying end-point conditions yields a lot of
theoretical mileage, and enables Cohen and Levesque to
prove many results for joint plans and for discourse the-
ory [7; 6]. Still, the need to specify beforehand all pos-
sible ways in which an intention could be abandoned
makes the theory less generally applicable. What seems
to be needed is a default treatment -- that agents are
committed to their plans, unless something occurs that
causes them to become impractical. Such a default the-
ory would soften the requirement of fanatical commit-
ment, while still maintaining the stability of plans (and
belief) over time. Although they can be cumbersome,
default treatments of mental attitudes have been mod-
erately successful in formal speech act theory [2; 17;
23] and plan recognition [13].

In keeping with the simplicity of our current model
theory, we will not introduce any temporal logic notions
at this point. Instead, we restrict our attention to im-
pulse dynamics: what happens to cognitive state under
an "impulse" change of belief or intention. For this case,
it suffices to represent just two static situations: the one
immediately before the impulse, and the one after. Al-
though they are only a limited case of revision, they are
arguably an important one. For example, in helpful plan
recognition an the observer must correct the actor’s mis-
taken plan; predicting how the actor’s plan will change
under information contributed by the observer is a prob-
lem in impulse dynamics [18].

5.1 Impulse dynamics

For modeling impulse dynamics, we need two cognitive
structures, representing the state of the agent before and
after the impulse. Operators that refer to the first one
are subscripted with 0, the others with 1. As an example,
we describe an agent with the primary intention a, and
the elaboration b --* a. The following sentences describe
this agent before the impulse.

B(a D b)
-~ B a A -~ B-~ a
",Bb A -~B-~b (3)

Ia
By(a;b)

The sentences a and b are time-stamped, that is, they
specify a time interval for an action or state, such as
"picking up milk at the grocery store this afternoon."

nThey also introduce an "escape clause" that relativizes
commitments to an arbitrary proposition. The nominal rea-
son for this proposition is to make commitment relative to
other intentions, and so reconstruct some of the means-ends
structure of plans.

From the stability condition of plans (Section 3), in-
tentions should remain unless the agent has a reason for
abandoning them. This condition is implemented by a
set of normal default rules. They are written as P =~ Q,
and translate to the default rule P:Q/Q, that is, if P
holds and Q is consistent, assume Q.

Definition 5.1 An impulse default theory consists of
the three rules:

The first rule transfers belief across the impulse, and the
second transfers primary intentions. The third rule, for
means-ends relations, is more complicated. A means-
ends relation will only be transferred if its end-intention
has been transferred. This rule reflects the nature of sub-
ordinate intentions: they only survive if their controlling
intention survives.

Surprisingly, these rules are all that we need for a the-
ory of impulse change. All of the hard work of deciding
which intentions actually survive is performed by the
static theory elaborated in Section 4, which prunes the
default conclusions to conform to rationality constraints
on belief and intention. To illustrate the rules, we con-
sider the example introduced at the beginning of this
section under three different belief change impulses.

1. Bt~b. Here the agent comes to believe that b is not
achievable. Under BT, the belief state of the agent
becomes:

Bl(b D a)
~Bla A ~Bl~a
Bt ~b

Since there is only one primary intention Ia, the
IT rule transfers it over. Then, the precondition of
the BYT rule is satisfied for Byo(a;b); but, since
Byl(a; b) implies I~b which implies -~B~--,b, this rule
is not applicable. So the resulting intention state
of the agent is Ila,-~I[b. It is easy to show that
this is consistent with the beliefs, and it is the only
extension of the default rules. The agent still has his
primary intention, but believes that the elaboration
is not possible.

2. -~Bl(b D a). The agent’s belief about the connection
between a and b is denied. The belief state is:

~Bl(b D a)
~Bla A ~Bl~a
~Blb A ~Bt ~b

For the intention state, Ioa will be transferred by
IT. Again the preconditions for BYT are satisfied,
but since Byl(a;b) implies Bl(b D a), the conclu-
sion is not added. The resultant intention state is
the same as before, but a different belief condition
prevented the BYT rule from applying.

3. Bib. The agent comes to believe that b is true. The
belief state is:

BI(b D a)
81 (a A b)
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In this case, the primary intention Ioa is not trans-
ferred, because by Epistemic Intederminacy Ila can-
not be true if Bxa is true. The By relation is also
not transferred.

6 Conclusion
We have concentrated on the static relation between in-
tention and belief, and shown how the relationship be-
tween these two can be represented simply by an ap-
propriate semantics. The static formalism is useful in
task such as plan recognition, in which one agent must
determine the mental state of another using partial in-
formation.

More complex applications demand a dynamic theory,
which is really a theory of belief and intention revision.
The formalism of cognitive structures can be extended
readily to time-varying mental states, by adding a state
index to the model. However, the theory of revision is
likely to be complicated, even more so than current belief
revision models [10], and will probably involve elements
of default reasoning.

Appendix: Proof Theory
The extended language £t has a compact axiomatization
in the propositional case.

Proposition 6.1 The following system is sound and
complete for propositional ~I, relative to admissible, em-
bedded cognitive structures.

MP ¢,¢ D ¢/¢
Neca. ¢/I-3¢
NecB. ¢/B¢
Taut. All tautologies

go. OtAO(¢D¢) D 
To. D¢~¢

gB. BtAB(¢D¢) DB¢
BO. BO¢ = o¢
EI. o(¢=¢) D(I¢=I¢)
I*,. I(a) D I*(a)
1"2. I*(a) ̂  r(b) I*(a ̂  b)

B-consis. -~ B(_l_ 
WR. I*¢ D-~B-~¢
NT. I*¢ D-,B¢

Bys. By(a;fll) D S(fll D 
ByI. By(a;fli) D I*(a) A I*(fll) A . . . A I*(fln)

If the cognitive structures obey realism, then the following
axiom is necessary:

R. B(¢ - ¢) (I¢ - 
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