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Introduction
Information retrieval (IR) is concerned with tech-
niques that can provide effective access to large
databases of objects that contain primarily text. It
is generally assumed that there is a wide variety of
users and a large number of potential queries. Al-
though these characteristics are different than those
of a typical case-based reasoning (CBR) applica-
tion, there are opportunities for integration of the
two approaches. To demonstrate that this is possi-
ble, we first describe IR techniques in more detail.
After a brief overview of CBR, we then outline an
approach to integration that takes advantage of the
strengths of both approaches. We also give a sim-
ple example of how an integrated CBR/IR system
could be used to address a real information need.

Information Retrieval
The basic processes in an information retrieval sys-
tem are text representation, representation of a
user’s information need, and comparison of these
two representations. Given that, the major re-
search issues in IR fall into four broad categories:

1. What makes a good text representation? What
are retrievable objects and how are they orga-
nized? How can a representation be generated
from the text of an object? These issues, un-
der the general heading’of i~dezing;’have been a
major part of IR research over the last 30 years
and have included significant work on the use of
natural language processing techniques.

2. How can we represent the user’s information need
and how can we acquire the representation from
a description (a query) or through interaction
with the user? The research in this area includes
work on user interfaces, query languages, and rel-
evance feedback [Salton and Buckley, 1990].

3. How can we compare representations to judge
likelihood that a document matches an informa-
tion need? The comparison techniques are based
on a retrieval model, such as the vector space
model [Salton and McGill, 1983] or probabilistic
model [Croft and Turtle, 1992].

4. How can we evaluate the effectiveness of the re-
trieval process? Recall and precision are well-
known measures of retrieval effectiveness, but
many others have been discussed [Salton and
McGill, 1983].

Text Representation

Text representation, or indexing, has been one of
the major foci of research in IR [Sparck Jones, 1974;
Salton and McGill, 1983; Salton, 1986; Lewis e$ al.,
1989]. One major result is that simple word-based
representations, when combined with appropriate
retrieval models, are surprisingly effective as well
as being efficient and straightforward to implement.
Indexing an object for retrieval using this approach
consists of lexical scanning to identify words, mor-
phological analysis to reduce different word forms
to common "stems", and counting occurrences of
those stems.

More sophisticated representations based on nat-
ural language processing techniques have yet to be
shown to be cost-beneficial. This includes even sim-
ple techniques such as recognizing noun phrases us-
ing syntactic or stochastic parsing. Although there
is some evidence that the recognition of phrases in
queries using these techniques is effective [Croft e$
al., 1991], the importance of a phrase-based con-

...... cept,in an objeat ~can ~b~. generally identified us-
ing simple word proximity measures. Despite the
difficulty of making progress in this area, the re-
cent upsurge of interest in large-scale applications
of natural language processing holds promise for
eventually improving the effectiveness of retrieval
systems. The research on text extraction carried
out under the DARPA-sponsored MUC [Sundheim,
1991] and TIPSTER [Harman, 1992a] programs, in
particular, indicates that advanced techniques can
be used to extract specific information from text
and could provide more accurate evidence for the
relevance of text objects.

Another representation technique that has been
extensively studied in IR is clustering [Willett,
1988]. Document clustering is used to group docu-
ments with related representations and term clus-
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tering is used to group related words and phrases.
In the case of document clusters, representatives
of the clusters are used for comparison to the
query, rather than the original text representations
[Sparck Jones, 1971]. The technique can be re-
garded, therefore, as transforming the original rep-
resentations. Term clusters, on the other hand, are
typically used to expand (or transform) the orig-
inal query representation. The experiments that
have been carried out using these techniques have
not established their effectiveness, although a re-
cent application of factor analysis [Deerwester et
al., 1990] has some promise.

Retrieval Techniques
The most important results in the IR literature in
this area have to do with the relative effectiveness
of different retrieval techniques and probability es-
timation functions. A number of experiments have
shown that retrieval based on Boolean logic is much
less effective than retrieval that produces a rank-
ing using similarity functions or probability esti-
mates. Probabilistic models such as the inference
net [Croft and Turtle, 1992; Turtle and Croft, 19921
provide a formal basis for representing and reason-
ing about the uncertainty that is inherent in the
text representation, information need representa-
tion, and comparison processes.

Given that ranking techniques should be used, a
basic issue is how the "score" of an object should be
calculated. In probabilistic retrieval models, this
involves estimating probabilities. In the vector-
space model, term weights can be interpreted as
probability estimates [Turtle and Croft, 1092] and
a great deal of experimental work has been done
to evaluate alternative forms [Salton and Buckley,
1988]. In general, these are referred to as 7~f.icZf
weights, since they include a component based on
the frequency of a word (or feature) in the text 
an object (the tf or term frequency component),
and a component based on frequency of the word
in the "universe" of objects (the idfor inverse docu-
ment frequency). The inverse document frequency
weight increases as the frequency of the word de-
creases (hence the name).

Acquisition of Information Needs

Research in query formulation has focused on query
languages and interactive aids to formulation. It
has been shown, for example, that Boolean queries
are extremely difficult to generate [Borgman, 1989].
On the other hand, it has also been shown that
Boolean or structured queries can be very effec-
tive when used with an appropriate retrieval model
[Salton et al., 1983; Croft et al., 1991]. The ad-
ditional structure in Boolean queries (compared
to queries expressed as sets of terms) can de-
scribe important linguistic features such as phrases,
and both probabilistic and vector-space models can

be designed to produce ranked output from such
queries.

Relevance feedback involves modifying the initial
query using feedback from the user about the rel-
evance of top-ranked documents. This is a form
of machine learning, and experiments have shown
that significant effectiveness improvements can be
gained by using quite simple techniques [Salton
and Buckley, 1990]. There have also been results
that show that the problem of choosing new terms
from relevant documents to add to queries becomes
worse in full text collections and in applications
where large numbers of relevant documents are
available to train the system [Lewis, 1992]. In addi-
tion to the short-term focus of relevance feedback,
work has been done on techniques for long-term
learning [Fuhr and Bnckley, 1990].

Case-Based Reasoning
Case-based reasoning systems are characterized by
a database of structured information ("cases"), in-
dices for rapid access to selected portions of the
database, and methods for determining the rele-
vance or similarity of stored cases to an information
need. Some CBR systems also include a problem-
solving component that adapts the retrieved infor-
mation for use in a particular context. The first
three components (the database, the indices, and
the retrieval methods) are the focus of our remarks

here, because they have clear analogues in IR sys-
tems.

The CBR paradigm places no restriction on
what can be a case. Systems have been
built in which cases are simple feature vectors
(e.g. [Callan e~ al., 1991; Pu and Reschberger,
1991]), frames (e.g. [Rissland and Ashley, 1987;
Bareiss and Porter, 1987]), and multimedia objects
(e.g. [Bareiss et al., 1991]). Highly structured case
bases are desirable because they support reason-
ing at different levels of abstraction and reasoning
about relationships among cases. Highly structured
cases can be surprisingly easy to acquire if the case
structure matches the natural or customary orga-
nization of information in the domain.

Most CBR systems use indices to focus the sys-
tem’s reasoning on a subset of the case base. Sim-
ple indices might direct the system to cases whose
frame slots match certain values, while more com-
plex indices essentially define higher-level concepts
as a function of a set of frame slots. In systems
with simple case structure and simple indices, the
indices can be created automatically (e.g. [Kolod-
net, 1983]). The more common solution is that 
human either creates, or guides the system as it cre-
ates, the indices (e.g. [Rissland and Ashley, 1987;
Bareiss and Porter, 1987]). The manual component
of index creation is one reason that CBR systems
have been limited typically to case bases of dozens,
hundreds, or occasionally a few thousand, cases.
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CBR systems employ a range of retrieval strate-
gies. Some well-known examples are conceptual
clustering (e.g. [Kolodner, 1983]), nearest-neighbor
[Aha, 1991], and domain-specific reasoning meth-
ods for comparing and contrasting potentially rel-
evant cases (e.g. [Rissland and Ashley, 1987]). 
general, complex reasoning during retrieval is only
practical if the indices focus the system’s attention
on a small set of potentially relevant cases. Other-
wise retrieval becomes unacceptably slow.

Incorporating CBR Concepts
into IR Systems

The large size of IR databases has forced IR re-
searchers to develop automatic methods for index-
ing databases. IR researchers have,~responded with
two fundamentally different approaches. One ap-
proach is to index the documents by the words that
occur in the text, which is an uncontrolled vocab-
ulary. Another approach is to index documents
by a controlled vocabulary representing concepts
thought to be important in the domains covered by
the documents.

CBR researchers have concentrated almost ex-
clusively on indexing by controlled vocabularies.
The smaller size of CBR databases has allowed
CBR researchers to concentrate on manual or semi-
automatic methods of indexing documents, al-
though automatic indexing by clustering has also
been done (e.g. [Kolodner, 1983]).

Both types of vocabulary have advantages and
disadvantages. Uncontrolled vocabularies repre-
sent the subtleties and nuances of each document,
which is important for heterogeneous databases and
a wide range of user queries. However, uncontrolled
vocabularies are sensitive to word choices, and dis-
courage reasoning about relationships among con-
cepts. Controlled vocabularies have the opposite
characteristics. Controlled vocabularies are insen-
sitive to word choices, and enable reasoning about
relationships among concepts. However, controlled
vocabularies may not represent the subtleties and
nuances of each document, thereby conflating doc-
uments that should be distinguished.

We believe that a combination of the approaches
taken by CBR and IR will be superior to either
alone. If documents are indexed by both the words
in the text and concepts from a controlled vocabu-
lary, it should be possible to obtain the strengths of
each approach while avoiding the weaknesses. In-
dices based on the words in the text should allow
fine-grained distinctions to be made among doc-
uments, and can be relied upon for a wide-range
of user queries. Indices based on a controlled vo-
cabulary should reduce sensitivity to word choices
and enable higher-level reasoning about relation-
ships among concepts in a document.

IR provides a variety of approaches to efficiently

index a document collection by an uncontrolled vo-
cabulary. IR also provides methods of creating con,
trolled vocabularies with which to index informa-
tion [Deerwester et al., 1990]. One drawback to the
vocabularies created by IR methods is that they
are often opaque to users. The vocabularies may
accurately represent clusters of documents in the
collection, but they are difficult to reason about.
We are interested in allowing higher-level reason-
ing of the type found in CBR systems.

Many CBR systems index cases by vocabular-
ies (features, frame slot values) created manually.
Manual development of a vocabulary for a domain
is not an overwhelming task. However, to be practi-
cal in an IR system, there must be automatic meth-
ods of identifying those vocabulary terms that ap-
ply to ,each .document. Manual indexing of docu-
ments is impractical, because current systems can
contain millions of documents.

We believe that the first step towards integrating
CBR and IR is the automatic recognition of simple
features or concepts in documents. This task can
be accomplished by a combination of IR techniques
for text normalization and naturM language pro-
cessing (NLP) techniques for text extraction. Text
normalization converts different representations of
an idea, for example a number or a date, into a
canonical format [Mauldin, 1989]. Text extraction
identifies the important elements, for example acts,
actors and locations, of stories concerning a partic-
ular subject [Sundheim, 1991]. Although they are
different, both techniques depend upon automati-
cally recognizing certain concepts in the text of a
document. If it is possible to recognize a set of
concepts automatically, it is possible to index doc-
uments by the occurrence of those concepts.

These ideas are being explored in INQUERY, a
probablistic IR system based upon Bayesian infer-
ence networks [Croft and Turtle, 1992; Turtle and
Croft, 1992]. The INQUERY document parsers in-
clude a small set of algorithms, called concept rec-
ognizers, that each identify occurrences of general
concepts in documents. INQUERY contains recog-
nizers for companies, US cities, foreign countries,
and several other simple concepts [Callan et al.,
1992]. Some recognizers are based on little more
than table lookup (e.g. foreign countries) while oth-
ers require inference (e.g. company names [Rau,
1991]). Collectively the concept recognizers pro-
vide a more abstract vocabulary than the words
that occur in the documents. INQUERY indexes
each document by both the text, and the concepts
that occur within the text.

We believe that a relatively large set of concept
recognizers would offer a number of advantages for
intelligent information retrieval. First, it provides
an automatic method of indexing large document
collections by a vocabulary selected manually. Sec-
ond, it reduces the sensitivity of current IR tech-
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<top>
<dora> Domain: International Finance
<Title> Topic: Debt RescheduUng
<desc> Description: Document will discuss a current debt rescheduling agreement between a developing country
and one or more of its creditor(s).
<narr> Narrative:
A relevant document will discuss a current debt rescheduling agreement reached, proposed, or being negotiated
between a debtor developing country and one or more of its creditors, commercial and/or official. It will identify
the debtor country and the creditor(s), the repayment time period requested or granted, the monetary amount
requested or covered by the accord, and the interest rate, proposed or set.
<con> Concept(s):
i. rescheduling agreement, accord, settlement, pact
2. bank debt, commercial debt, foreign debt, trade debt, medium-term debt, long-term debt
3. negotiations, debt talks
4. creditor banks, creditor countrles/governments, Paris Club
5. debtor countries, developing countries
6. debt package
7. debt repayments
8. restructuring, reschedullng existing loans
9. lower interest-rate margin, easier terms, more lenient terms
<fac> Factor(s):
<nat> Nationality: Developing country
<time> Time: Current
</fac>
</top>

Figure 1: A TIPSTER topic.

niques to word choices, and enables them to work
well with queries expressed at a more abstract level.
Third, it makes easier the task of further filtering
or ranking the documents retrieved, for example
recognizing that an otherwise promising document
lacks some important criteria. Finally, it enables
reasoning about the result8 of a query, which can
guide refinement of the query.

There is good reason to believe that a perfor-
mance improvement can be obtained by indexing
a document collection with both the words in the
texts and concepts from a controlled vocabulary.
Previous IR research has shown that better per-
formance is obtained when an information need is
represented in two or more quite different queries
whose results are combined [McGill e~ at., 1979;
Katzer d al., 1982; Turtle and Croft, 1991]. We be-
lieve that representing a need for information in two
distinctly different vocabularies will obtain similar
results.

A further benefit of indexing documents by a con-
trolled vocabulary of abstract concepts is that it
will enable reasoning about the set of documents re-
trieved. Case-based planning methods can be used
to automatically alter the query to provide more
precise results. For example, if the set is rich in
documents that satisfy one portion of the query
but not another, some portions of the query can be
made more specific while others are made more gen-
eral. If the set of documents retrieved is too small,
which is rare with probabilistic systems, query ex-
pansion could be performed to obtain more docu-
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ments. If the set of documents retrieved is too large
to be managable, further query analysis could be
performed to discover constraints that enable the
set to be filtered to a smaller size. We believe that
the number of different retrieval strategies is not
large, but their effect on performance, and partic-
ularly user satisfaction, could be large.

An Example

DARPA’s TIPSTER [Harman, 1992a] and TREC
[Harman, 1992b] projects on information retrieval
are characterized by both the size of the document
collection (2 GB) and the detail in which a need
for information is described. An information need
is described by a frame-like data structure called
a topic. Figure 1 contains a TIPSTER topic that
describes a need for very specific information about
debt refinancing by developing countries. The topic
is not a query in the traditional sense. It is a tem-
plate in which an information need is described.
The first task that must be accomplished by an IR
system is to convert, automatically, the topic into
a more traditional query.

The INQUERY system [Croft and Turtle, 1992;
Turtle and Croft, 1992; Callan et al., 1992] serves
as an example of how an IR system can transform a
complex information need into a query. INQUERY
converts TIPSTER topics to queries by recognizing
phrases syntactically, expanding some words with
synonym fists, and inserting operators that match
concepts of specified types (concept matching oper-
ators, or concept operators for short). For example,



the phrase "debt rescheduling" would be recognized
in the Title field. The words "developing~ country"
would be replaced with a synonym list containing
phrases like "developing nations" and geographic
regions like "Central America." INQUERY does
not insert concept operators into this query, but in
some queries it replaces the word "company" with
an operator that matches any company in the text.

The power of INQUERY’s query processor is off-
set by the difficulty of the TIPSTER topics. The
topic in Figure 1 is an example of an information
need that is difficult for current IR systems to sat-
isfy. It requires that the retrieved documents spec-
ify the debtor country, the creditor, a repayment
time period, a monetary amount, and the interest
rate. Each of these five requirements is an abstract
concept, and therefore difficult for an IR system to
satisfy by matching words in the query to words
in a document. This topic requires that the system
understand that "interest rate" can match "prime",
"8.25%" and "libor plus 2.125%."

Success with this topic depends on recognizing
and indexing documents by five concepts: devel-
oping countries, creditors, time periods, monetary
amounts, and interest rates. Each of these con-
cepts can be recognized with current technology.
The INQUERY system uses table-lookup to recog-
nize countries and developing countries. It recog-
nizes companies with an algorithm similar to Rau’s
[Rau, 1991], and it could recognize time periods
and monetary amounts with an algorithm similar to
Mauldin’s [Mauldin, 1989]. Recognition of interest
rates would be a simple extension of the algorithm
for recognizing monetary amounts. The only addi-
tional knowledge required to do well on this query
is the knowledge that a creditor is either a bank or
a country.

The technique of recognizing concepts can be
considered an extension of query expansion by syn-
onyms, a technique that has a long history in IR
[Salton and McGill, 1983]. Inclusion of synonyms
does sometimes improve retrieval performance. For
example, adding the words "percent" and "libor"
to the query for Figure 1 improves the precision
of the INQUERY system at rank 200 from 17.9%
to 18.8%, a 5% improvement. However, manuM
inspection of the document database reveals doc-
uments that describe interest rates in ways that
synonym lists will not find.

We believe that, in order to do well on specifica-
tions like the one in Figure 1, the IR system must
be capable of understanding a relatively large num-
ber of simple and general concepts. For example, an
IR database for financial documents must recognize
and index documents by perhaps a couple of dozen
financial and economic concepts. Other domains
would require recognition of additional concepts.

The developments outlined above are intended
primarily to enlarge the class of queries upon which

IR systems do well, but they should also be of in-
terest to the CBR community.. The complexity and ........
abstraction of CBR indices varies greatly, but most
depend ultimately upon the recognition of a fea-
ture, concept, or goal in a description of an event
or object.1 Recognition of these features, concepts
and goals has been largely manual until now, but
the MUCC, TIPSTER and TREC projects demon-
strate that some can be recognized automatically.
It may be worth extending downward hierarchical
CBR indices in order to simplify the indexing prob-
lem. One could then view CBR indices as queries
on an appropriately indexed IR database. This ap-

¯ proach requires significant manual effort in develop-
ing concept recognizers, but it scales easily to large
(> 1,000,000 document) databases.

Summary
As IR systems index documents by a wider variety
of concepts, their indices will begin to contain the
low-level features and concepts upon which CBR
indices can be built. It will be possible to view
some CBR indices as complex queries on an appro-
priately indexed IR database. The advantages to
the CBR community are the ability to index auto-
maritally and then retrieve quickly from very large
heterogeneous databases.

One additional advantage to CBR of using IR
systems in this manner is that, while the informa-
tion is indexed by abstract concepts and features,
it also remains indexed by the words in the doc-
uments. The presence of an underlying IR system
would provide great flexibility to a CBR system de-
signer, particularly in the ability to degrade grace-
fully under unforseen situations.
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