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Abstract

We explore the use of the delay-coordinate-
embedding technique to automatically con-
struct and use probability forecast mod-
els. The technique offers distinct advan-
tages, including coherent handling of noise
and continuous data, over previously ex-
plored [1] probability forecast methods em-
ploying Bayesian belief networks. We dis-
cuss the relationship between the dynamical
systems and the probabilistic reasoning ap-
proaches to probability forecasting. Finally,
we apply the dynamical systems method to
a multivariate time series of physiologic mea-
surements of an infant with adult respiratory
distress syndrome (ARDS).

1 Introduction

It is widely assumed that the qualitative features of
physiology can be described through differential equa-
tions. In this paper, however, we do not attempt to
specify these equations. Instead, we reconstruct the
solution space of these equations from a time series
of physiologic measurements. As an example, we con-
sider a patient with adult respiratory distress syndrome
(ARDS). We do not specify a set of differential equa-
tions to model ARDS, because instead, we can recon-
struct the solution space to these unspecified equations
from a time series of observations of even a single mea-
surement such as oxygen saturation. Thus, rather than
use patient data to fit model parameters such as lung
compliance, shunt fraction, dead space, or diffusion
capacity, and numerically solving these equations to
predict future states, we construct a patient-specific
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model directly from the data. Because the algorithm
for reconstruction and forecasting is simple and quick,
we can automate the process of model construction.
Furthermore, we can model the effects of intervention
and thus generate management recommendations. In
summary, we suggest a method, based on a dynamical
systems approach, that can automate the management
of critically-ill patients

Experimental and theoretical evidence has shown that
the solution of an evolution equation

z(t) = f(z(t)), z(t) (1)

describes the qualitative features of the time evolution
of many physical systems. A dynamical system is a
time evolution of a system defined by a solution to the
evolution equation. Often, we do not know the evo-
lution equation; instead, we have access to a time se-
ries of observations of the system. An experimentalist
faces the problem of reconstructing the solution of the
evolution equation from a time series of observations.
Takens [6] solved this problem with an algorithm that
reconstructs the solution from multiple time-delayed

X ooobservations. Thus, if { t}t=o denotes the observa-
tions, Takens showed that for some p, the space of
vectors {xt, ..., Xt-p+l} is diffeomorphic to the solution
space of the evolution equation. Thus, trajectories of
the dynamical system are preserved in the space recon-
structed from the observations. Eckmann and P~uelle
[2] used Takens’ result to generate predictions of the
future observations of the system; since then, several
new methods for forecasting the behavior of dynamical
systems have emerged [7]. These systems are typically
nonlinear, and traditional methods of forecasting, such
as ARIMA models, are inadequate for the task.

Most natural phenomena behave as dynamical sys-
tems. The reconstruction and forecast methods of
the dynamical systems approach have found great-
est acceptance in physical science applications. Al-
though models of human physiology are plentiful, they
are most often characterized by simple, nondissipa-
tive, differential equations of basic physical principles.
These models can make accurate physiologic predic-
tions for healthy individuals, but, with their unrealis-
tic assumptions and generic nature, these models per-
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form poorly when predictions of deranged physiology
are required. The method described in this paper is
a first step towards more accurate predictions of the
pathophysiology of ill patients.

2 Probability Forecast Models

In this section, we discuss forecast models that gen-
erate probability distributions rather than point esti-
mates. Probability forecasts are essential in medical
applications, because we need to assess the risk of al-
ternative outcomes. In addition, probabilities allow us
to select the therapy that most likely yields the great-
est benefit for the patient.

2.1 Dynamical Systems

For a deterministic dynamical system, the state of the
system is the information necessary to determine com-
pletely the future trajectory of the system. The state
space $ of the dynamical system is the set of all pos-
sible states of the system. For example, consider a
pure oscillator, that evolves according to the differen-
tial equation ~ + k2 x = O, where x( t ) = al eikt +a2e-ik t,

al, a2 G ~, is a solution to this equation. The values
of x(t) and k(t), at some time to, specify the state 
this system. From these values, we can solve for al
and a~, and we can determine the state of the system
for any future time t. Thus, the state space of the pure
oscillator is the ~ phase space.

Typically, however, we do not know the equations that
model the dynamical system. Rather, we have avail-
able only a time series xt of an observable quantity
generated by the system, and we want to forecast fu-
ture values of the time series from knowledge of its past
values. In a deterministic system, the observations xt
are a function only of the state of the system at time t.
Thus, if the system returns to the same state at a later
time t~, then the observation xt, should be the same
as the observation xt. Furthermore, since the future
of the system is determined only by its current state,
then for any k > 0, the observations xt,+k must be the
same as xt+k. Thus, if we knew the state of the system
that corresponded to each time point, then at time t~

we could forecast a future observation xt,+k by iden-
tifying a time t in the history of the system when the
system was in the same state: the forecast for xt,+k is
the value observed for xt+k.

Because we do not know the equations that model
the evolution of the system, the state of the system
is also unknown. Fortunately, however, we don’t need
to know the state of the system to forecast values of the
time series. It suffices to know whether at times t and
t~ the system was in the same state. The Fractal Delay
Coordinate Embedding Prevalence Theorem of Sauer,
Yorke, and Casdagli [4], a generalization of a theorem
first proved by Takens [5], determines whether at time
t and t I the system was in the same state. This theo-
rem proves that if S is a d-dimensional smooth man-

ifold [5], or S is a d-dimensional manifold of a fractal
attractor [4], then for embedding dimension p _> 2d+ 1,
the space D of all vectors a(t) (zt,..., xt-p+t) is dif
feomorphic to S. By the properties of a diffeomor-
phism, the space 7) preserves the trajectories of the
system through its state space S. Thus, the system
is in the same state at times t and t ~ if and only if
a(t) = a(t’). The vectors a(t) are known delay-
coordinate-embedding vectors, and the space D is a
delay-coordinate embedding of the state space.

In certain applications, we may have access to multi-
ple observations of a system Xlt, ..., xrt. Provided the
observations are independent, the Fractal Delay Coor-
dinate Embedding Prevalence Theorem holds for any
vector a(t) : {Xlt,...,xl t_pl- l- l,...,xrt,...,xr t_pr. t- 1},
where Pl 4- ... 4- Pr _> 2d + 1 [4].

2.2 Noise in Dynamical Systems

In practice, because noise corrupts the observations xt,
we cannot assume that the observations are a func-
tion only of the state at time t. Thus, even though
the system may be in the same state at times t and
f, the observations xt,+l and Xt+l may not be the
same. Furthermore, because we use the observations
to construct the delay-coordinate-embedding vectors
a(t), these vectors are also corrupted by noise. When
noise corrupts the observations, we cannot determine
reliably that two states at time t and t~ are the same
based on their vectors a(t) and a(t’).

A natural solution to the problem introduced by noise
is to cluster the delay-coordinate-embedding vectors
into sets of vectors that are in the same neighborhood.
Two vectors a(t) and a(t’) are in the same neighbor-
hood if their Euclidean distance is small. We assume
that all the vectors that lie in a neighborhood corre-
spond to a single state of the system. This assumption
is valid provided we choose a sufficiently small neigh-
borhood size, and the system is not chaotic. For ex-
ample, if we happen to include another state in a small
neighborhood, then since the two states are close, the
trajectories of the system, when initiated at either
state, are also close. If the system is chaotic, how-
ever, trajectories diverge rapidly in spite of their close
starting points.

2.3 Probability Forecasts, Dependency
Structures, and Belief Networks

In this section, we show how to generate probabil-
ity distributions of forecast variables. We first dis-
cuss the dependency structure implicit in a forecast
variable’s delay-coordinate-embedding vector. Previ-
ously, we used cross-correlations and spectral analy-
ses of training sets to specify dependency structures
among domain variables [1]. A major advantage to the
dynamical systems approach over previous methods is
that it automates the construction of the dependency
structure. We then show how to define a probability
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distribution on the domain variables that preserves the
dependency structure of the domain variables. The
resultant model shares properties with Bayesian be-
lief network models [3]. Researchers have used belief
networks extensively to model uncertainty in many
domains. Belief networks, however, are restricted to
categorical data, and thus, continuous data must be
discretized.

Delay-coordinate embeddings provide a natural de-
pendency structure for a forecast variable. For the
univariate time series xt, the dynamical systems
paradigm suggests the following dependency struc-
ture: forecast variable xt+k depends on variables
xt,...,Xt-p+l that appear in the delay-coordinate-
embedding vector a(t) (xt, .. ., xt -p+l). If we have
access to multiple observations of the dynamical sys-
tem, then the delay-coordinate-embedding vector is
composed of various observable variables: a(t) 
{Xlt,...,Xlt-pl+l,...,Xrt,...,Xrt-pr+l}. For multiple
observations, the forecast variable xt+k depends on all
the variables in its embedding vector. Thus, delay-
coordinate-embedding models have a simple depen-
dency structure that we can specify immediately once
we know the delay-coordinate-embedding vector.

We want to define a probability distribution over
the variables of the delay-coordinate-embedding model
that preserves the dependency structure specified by
the embedding. We can easily show that the decom-
position

Pr[xt+k, a(t)] = Pr[xt+k la(t)] Pr[xt]... Pr[xt-v+t]

preserves the dependency structure of the embedding.
We show how to specify the conditional probability
Pr[xt+kla(t)]. We let Af(a(t)) denote the neighbor-
hood of a(t). For all times t’, such that a(t’) is 
the neighborhood of a(t), we accumulate the set 
observations xt,+k in a histogram. This histogram
corresponds to the conditional probability distribution
Pr[xt+k[a(t)] for the forecast xt+k. We define the prob-
ability forecast of zt+k at time t as the distribution
Pr[xt+kla(t)]--that is, the probability forecast is the
distribution over the forecast variable xt+k conditioned
on an instantiation of the embedding vector at time t.

The representation that consists of a dependency
structure, and a probability distribution that quan-
tifies the dependencies, is a Bayesian belief network.
Formally, a belief network consists of a directed acyclic
graph (DAG) and a set of conditional probability func-
tions. If X1, ..., Xn represent the nodes of the DAG,
and r(Xi) represents the set of parents of Xi in the
DAG, then for specified conditional probability func-
tions (tables), Pr[XilTr(X0], the decomposition

n

Pr[XI, ...., X,] = l’I Pr[Xilrr(Xi)].
i----1

preserves the dependency structure.

The model induced by delay-coordinate embedding
differs from a belief network in that it does not re-

quire discretization of continuous observations. Con-
tinuous data must be discretized before we can specify
the conditional probability tables of a belief network;
this step is known to introduce considerable biases into
probabilistic models. By working with the continuous
values of the time series, we minimize losses in preci-
sion due to discretization. For categorical data, the
delay-coordinate-embedding model and the belief net-
work model are identical. Differences arise for con-
tinuous data because, by fixing a discretization of the
time series xt, belief network models impose a neigh-
borhood on the embedding vector a(t). This neigh-
borhood is the p dimensional rectangle of edge dimen-
sions do, ...,dp-1, where di denotes the discretization
interval that contains zt-i. If an embedding vector
a(t) lies near an edge, or a vertex, of a rectangle, then
its nearest neighbors are contained most likely in ad-
jacent rectangles. Thus, the embedding vectors con-
tained in the rectangle of a(t) are not its nearest neigh-
bors; these vectors correspond to distant trajectories
in the state space. The forecasts we make from these
vectors may differ substantially from the trajectory of
the system started at a(t).

2.4 Decision and Control

In many real-world applications, we have a utility func-
tion that assigns a value of goodness to states of sys-
tem, and we have control variables of a system, that
change the state, and hence the trajectory, of the sys-
tem. We use control variables to maximize the proba-
bility that the system will be in a good state--that is,
we maximize the expected utility.

Let 0 denote a control variable with possible settings
01, ..., Ore. Let U(x) denote a utility function of the
observations xt. At time t, we want to adjust the
control variable to maximize the expected utility of
the future state xt+k. Thus, if at time t the system is
in state a(t), then the setting of 0 is given 

O = argmaxei E U(xt+k) Pr[xt+k la(t), Oi].
~t-l-k

To compute the value for O we need the probabilities
Pr[xt+k]a(t),Oi]. These probabilities vary with vary-
ing values of Oi. The trajectories of the dynamical
system change when we change the control variable.
For a given state, the control variable parametrizes a
family of trajectories. Thus, to reconstruct the state
space from the time series, and therefore, the proba-
bility Pr[xt+k la(t), 0d, we need to include the value of
the control variable at time t in the embedding vec-
tor. In the reconstructed state space, two states are
neighbors if, as before, a(t) and a(t t) are close, and
in addition, tOt = tOt’. Thus, to compute the probabil-
ity Pr[xt+~ la(t), tOi], we construct the neighborhood of
a(t) from all the vectors a(t’) such that tOt, = tOt, 
such that the control variable tOt, remains constant be-
tween t’-p+ 1 and t/+ k. The histogram of the
observations xt,+k for vectors in the neighborhood of
a(t) is the probability Pr[xt+k [a(t), tOl].
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Figure 2: Plots of MAPE versus neighborhood size
for lookaheads k = 1 and k = 300. Over the spec-
ified search space, the optimal models reconstructed
the state space using only the SaO~ time series. SaO2
embcddings shown are of dimensions 3, 4, and 5.

Figure 1: The 1-step-ahead and 30-step-ahead fore-
casts for selected models.

When we have access to multiple control variables
O1, ..., Ok, we fix an ordering of the control variables,
and we prescribe settings to each one in that order.
The algorithm that prescribes settings is identical to
the algorithm for a single control variable.

3 Example

To analyze and compare forecast results, we use several
measures from time-series analysis. The prediction er-
ror at time t is the difference between the observation
at time t, Ot, and the prediction for time t, Pt. The
percent prediction error (PPE) at time t is given by
Ot -Pt
Iod x 100. The mean prediction error (MPE) mea-

sures the bias of the model predictions, and it is given

by ~~--~t=lg O,-Ptlo, i. The mean absolute prediction error
(MAPE) measures the dispersion of the model predic-

tions, and it is given by -~ ~N=I lot-P,[Io, I

3.1 Adult Respiratory Distress Syndrome

Thc AAAI94 Symposium on Artificial Intelligence in
Medicine provided a time series of various physiologic

measurements of an eight month old girl suffering from
ARDS. Following a Kasai procedure for biliary atre-
sia, the patient developed E. Coli sepsis, and subse-
quently ARDS. She required mechanical ventilation,
along with cardiovascular support, to improve the hy-
poxemia caused by ARDS.

The time-series data contained measurements of EKG
heart rate (HR), systolic, diastolic, and mean arterial
blood pressures (SBP, DBP, MAP), and hemoglobin
oxygen saturation (SaO2). Relevant control variables
included ventilator settings (FiO2, PEEP, PIP, tidal
volume, respiratory rate, and mean airway pressure),
mode of ventilation (pressure cycled and bag-valve-
mask), and cardiovascular support (dopamine drip and
fluid load).

We focused on generating forecasts of the oxygen sat-
uration from measurements of previous oxygen satu-
rations, heart rates, mean arterial pressures, and the
setting of the control variable FiO2. For simplicity,
and because interventions were sparse, we ignored the
contribution from other control variables. For exam-
ple, PEEP was 9 cm H20 throughout the recorded
period.

To specify the model, we must specify an embedding
dimension for each observed variable, SaO2, H1%, and
MAP, and we must specify a neighborhood size. We
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allowed the observable variables to have embedding di-
mensions 0, 2, 3, 4, or 5, and we allowed the neighbor-
hood sizes to be 3, 10, 50 or 100. Thus, we generated
a total of 500 models--the product of 125 embeddings
and 4 neighborhood sizes. We used the MAPEs of the
forecasts of each model, for the interval between time
points 2000 and 2800, to select the best model. Fig-
ure 2 shows how the MAPE varies with neighborhood
size for the best models. Figure 1 shows plots for the
i-step-ahead and 30-step-ahead forecasts.

4 Discussion

We chose to forecast SaO2 because, under most cir-
cumstances, oxygen saturation correlates well with hy-
poxemia, the predominant consequence and cause of
morbidity in patients with ARDS. Unfortunately, at
the levels of oxygen saturation observed for the pa-
tient, oxygen saturation is not a sensitive measure of
hypoxemia. Continuous PaO2 measurements would
have improved substantially the lack of sensitivity. For
the forecasts that we show in Figure 1, the MPEs
are negligible and MAPEs are small. Naturally, the
MAPE increases monotonically as we increase the
number of steps ahead that we forecast. Also, al-
though the MAPEs for the 300-step-ahead forecast de-
creased with increasing neighborhood size, the MPEs
increased. This effect, known as the bias-variance
tradeoff in statistics, is expected.

Management of ARDS patients requires that we main-
tain the oxygen saturation greater than 92%. We
can use long-range forecasts of the oxygen satura-
tion to recommend ventilator settings that maximize
the probability that SaO2 is greater than 92%. The
open-loop algorithm developed at Latter Day Saint’s
(LDS) Hospital in Utah uses single measurements 
the arterial-oxygen-partial pressure to determine the
optimal settings of FiO2 and PEEP. We can use the
algorithm described in Section 2.4 to generate settings
of FiO2 and PEEP from forecasts of the oxygen satura-
tion. The settings recommended by the algorithm are
patient specific because they use a delay-coordinate-
embedding reconstruction of the patient’s pathophys-
iology. To ensure that this algorithm yields reliable
settings, however, we require that the training set for
the model contain frequent interventions in the control
variables FiO2 and PEEP. Without frequent interven-
tions, the data we use to set the control variables are
sparse, and the settings are unreliable.

5 Conclusions

We showed how to generate probability forecasts
from delay-coordinate-embedding reconstructions of
dynamical systems. For dynamical systems with con-
trol variables, we described an algorithm that selects
control variables that satisfy specified constraints on
the future state of the system. We applied the fore-
cast method to a multivariate time series of physio-

logic measurements of an eight month old infant with
ARDS. Analyses of short-range forecasts (1- and 10-
step-aheads) and long-range forecasts (30- and 300-
step-aheads) are encouraging.

The automation of model selection is a straightforward
process. The model has few adjustable parameters,
and we automate selection by exhaustively searching
for the best model in the space of allowable models.
Thus, the algorithm constructs quickly a model of the
relevant physiologic quantities, and makes therapeu-
tic recommendations based on the current, and pre-
dicted states of the patient. These properties make
the method a viable approach to the automation of
critically-ill patient management.
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