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1 Introduction
GAMES-II is an european AIM project aiming at

developing a general methodology for the construc-
tion of medical knowledge based systems (KBS)
based on a general model of medical reasoning. Such
a model splits medical reasoning in two subsequent
steps. While the first one is aimed at selecting a set of
hypotheses representing possible solutions of the
problem at hand, the second one is aimed at testing
each of them. Because of the paradigm on which it is
rooted, the model has been dubbed select and test
model (STModel). It can represent the three generic
medical tasks: diagnosis, therapy planning and
patient monitoring, by defining the knowledge roles
played by the domain entities in each one of them.

The GAMES-II methodology is based on three
principles that have emerged during the last decade of
AI research:
(i) knowledge level modeling,
(ii) reusability of both task and domain knowledge,
(iii) integration of multiple reasoning techniques.

The knowledge modeling (Newell, 1982) princi-
ple states that knowledge should be modeled on a
higher level than that of exploited knowledge repre-
sentation formalisms, to avoid premature design
decisions, and to facilitate communication with
domain experts. The second principle implies that the
complexity of KBS development must, just as with
any other engineering activity, be tackled by the con-
struction of libraries of reusable components (Puerta
et al., 1992). The third principle is based on the con-
sideration that the "weak methods" are too weak, and
therefore that KBS should use multiple specialised

reasoning techniques for the different steps in the
problem solving process. (Wielinga et al., 1992)

GAMES-II views the KBS development process
as composed of two phases. In the first phase an epis-
temological model is constructed representing the
conceptual model of the KBS we want to build. In the
second phase this model is transformed into a compu-
tational model, a model of a computer implementa-
tion to perform that task, preserving the structure of
the epistemological model as much as possible. The
construction of this model is a four-step process;
(i) construction of a task model,
(ii) configuration of a domain ontology,
(iii) mapping the task model onto the domain ontol-

ogy (Ramoni et al., 1992) and,
(iv) instantiating the domain ontology.

The availability of libraries of generic task instan-
tiations and libraries of generic ontologies makes eas-
ier the construction. Within GAMES-II tools
supporting all of these activities have been devel-
oped.

We identify three steps in the construction of the
computational model:
(i) selection/formulation of the meta rules,
(ii) selection of problem solvers,
(iii) representation of the domain knowledge through

the formalisms used by the selected problem
solvers.

The availability of the epistemological model
ensures that all the relevant knowledge is present
when the computational model is constructed. The
construction of the computational model is supported
by the availability of a blackboard shell.

One of the main theses of GAMES-II, is that one
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single model of reasoning (the STModel) is sufficient
to describe all kinds of reasoning found in medical
practice. The STModel views reasoning as a cyclic
process of ABSTRACTION of relevant problem fea-
tures from data, ABDUCTION of potential solutions
(hypothesis) from these relevant problem features,
subsequent DEDUCTION of expected observations
if the hypotheses would hold, and eliminative
INDUCTION of hypotheses whose deduced predic-
tions were false. In data rich environments such as
clinical environments abstraction is the key to suc-
cessful problem solving.

The GAMES-II approach is being used in nine
clinical pilot projects, and proved to be successful in
managing patients integrating several types of prob-
lem solvers and exploiting time reasoning.

2 The Computational Model
The computational architecture we adopted is

extensible. This design choice is required to allow a
smooth integration of different problem solvers into
the same framework during the process of KBS con-
struction. Adding new problem solvers accounts for
the possibility of using each time the most suitable
formalisms for knowledge representation matching
the ontological structure of the given domain at best.

Among all the computational architectures found
in the literature, the "Blackboard Architecture" (BA)
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Fig. 1 The Distributed Control Blackboard Architecture.

seems the most suitable in fitting those requirements.
BA imposes as its only requirement the existence of a
"Blackboard Structure", simply referred as black-
board, and several" Knowledge Sources". While the
blackboard acts as a central repository for the infor-
mation where the state-of-the-art concerning the
problem solution is kept, the knowledge sources
incrementally add new information on the black-
board, therefore cooperating in the process of build-
ing a set of plausible solutions for a given case. No
control component is taken into account in the BA
since that framework is just aimed at providing an
abstract conceptual way of structuring and organiz-
ing information within a KBS.

The architecture adopted within the GAMES-II
project is based on a slightly modified implementa-
tion of the Control Blackboard Architecture (CBA)
proposed by B. Hayes-Roth (1985). One of the major
goals of the project is indeed to represent the dynamic
flow of reasoning, making explicit how different
generic medical tasks need to be solved invoking all
the available problem solvers. Such a goal is achieved
by describing each task through a suitable task-
decomposition hierarchy. A careful description is
given about the conditions which must be met for
each task to be invoked, as well as about the sub-tasks
which must be executed to perform it. This process is
iterated on each subtask until a complete description
of the internal functionality of each problem solver is
achieved. The presence of a control module is there-
fore essential for achieving this goal. Moreover, since
a complete description of a task at some point of the
task decomposition hierarchy will also tackle the
internal arrangement of a problem solver, a modular
framework must be adopted which allows an easy
integration of different problem solvers.

According to this scheme, which has been dubbed
Distributed Control Blackboard Architecture (D-
CBA), each problem solver is considered as a sepa-
rate module based on CBA, as shown in Figure 1. It is
therefore provided with several local knowledge
sources implementing specialized formalisms for
representing and operationalizing knowledge. Each
module is also provided with a local blackboard able
to interface with its knowledge sources. Finally, a
local control module is used by establishing the map-
pings between the tasks model and the ontology at the
problem solver level, therefore taking advantage of
the particular formalisms implemented by it.

79



As shown in Figure 1 a central module is also pro-
vided which is always included in each KBS. This
module implements the "Frame Ontology" and
some high level task representation primitives. The
choice of forcing the frame ontology to be included in
each KBS has been motivated by its generality. Actu-
ally the need to represent object as classes linked
either by class-subclass or class-member relation-
ships is always a basic requirement for representing
medical knowledge. The central module also pro-
vides the system blackboard, which is rooted on the
frame ontology. This means that the basic construct
for representing objects within our framework is
given by the class. Classes are described by a set of
features, and features may have several attributes,
each one able to accept multiple values characteriz-
ing it. Locating the system blackboard in the central
module results in having it module independent,
therefore allowing an easy way for modules to com-
municate and exchange data among each other.

3 Problem Solvers
Problem solvers are used for implementing differ-

ent representational formalisms combined with a rea-
soning technique. From the point of view of the
computational architecture they may be considered
as black boxes able to inspect the blackboard. As a
result of their invocation they may return suitable val-
ues to be stored back on the blackboard. The configu-
ration of problem solvers into an executable system is
supported by M-KAT (Medical Knowledge Acquisi-
tion Tool), a framework implementing and operation-
alizing D-CBA. One of the key issues of the whole
process is the cooperation among different problem
solvers. This means that the results provided by one
of them will be used by another one and so on. Such a
cooperation is made available through the uniform
formalism for data representation implemented by
M-KAT.

In a very general scenario, different problem solv-
ers should be available for performing the same task.
Users should be allowed to specify the one to be used
according to some criteria concerning computational
complexity, explanation, representation capabilities,
and so on. Obviously for this to work a set of transla-
tors should be implemented within each problem
solver so that each one of them is able to translate the
same application knowledge from a generic repre-
sentation formalism into its own representation

schema. Several research efforts are currently being
addressed to this topic, whose most important are
probably represented by Ontolingua (Gruber, 1993)
and KIF (Genesereth et al., 1992) projects. However,
despite these efforts, the availability of such tools is
still to come. Due to this problem in the current imple-
mentation each problem solver may also replicate
part of the domain knowlegde for its own purposes.
This is needed for representing knowledge in a more
appropriate way for the specific formalisms provided
by the problem solver itself.

Several problem solvers have been implemented
so far, and a short descriptions for each one of them
will be provided in the following. Qualitative
Abstraction is one of the simplest available. Its aim is
that of extracting from a large set of data a lower num-
ber of problem features from which a plausible solu-
tion can be inferred. Starting from the values of
several findings by means of lookup tables the system
is able to come up with a symbolic value expressing
the same information content in a more synthetic
way. Numerical Abstraction may be considered as a
simple formula evaluator, used whenever an alge-
braic expression must be evaluated starting from the
numerical values taken by some component evi-
dences. Episodic Abstraction is aimed instead at
identifying a set of episodes starting from a time
sequence of data and according to some user specified
criteria. The available criteria, which obviously
depend on the data type of the component evidence,
include: increasing, decreasing, constant, range, pat-
tern of values, set of values etc...

Production Rules is one of the most important
problem solvers available. Besides being used for
modeling domain knowledge, it has been chosen for
implementing control knowledge. Rules are struc-
tured as usual, with an IF part including a statement
which must be satisfied for their THEN part to be acti-
vated. One of the main features provided by this prob-
lem solver is represented by the possibility of
assembling complex clauses starting from elemen-
tary statements, therefore simplifying the whole rule
editing process. This has been accomplished through
the identification of a new formalism based on the
idea of operator. Each operator may be described as
an entity able to convert a statement expressed
through a human understandable syntax into the cor-
responding computer executable piece of code, so
that there is always an exact matching between the
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Fig.2 The task network in a KBS developed through M-KAT.

declarative statement made by the user and the sys-
tem interpretation. The attempt we pursued has been
to provide the user with the very basic building blocks
needed to express the ill-shaped knowledge involved
in medical reasoning. Each rule is therefore com-
posed of several clauses, where each clause refers to
a particular value of a feature attribute, checks for
relationships existing in the ontology or related to the
inference model, invokes the execution of a task etc...
Additionally, a clause may join toghether several sub-
clauses into a more complex structure. For imple-
menting each clause a different operator has been
devised able to supply the system with all the relevant
information about the syntax and semantics of that
clause.

As a first attempt to integrate external problem
solvers into the architecture we used an Influence
Diagram developed with the GAMEES environment
(Bellazzi et al., 1991). This problem solver allows the
definition of a network composed of different nodes
connected through inference relations. Three types of
nodes have been implemented so far: decision nodes,
chance nodes and utility nodes.

Additional research is being carried on concerning
several other problem solvers. It is worthwile men-
tioning QCMF (Ironi et al., 1993), a tool that supports
the construction of qualitative models of pathophysi-
ological systems. The underlying ontology is based
on the notion of compartments, and the dynamics of

the system are modeled through flows representing
transfers between compartments. QCMF is associ-
ated with a simulation algorithm able to support rapid
prototyping, and therefore it can be used as a standa-
lone tool for the construction of knowledge based
systems.

4 Modeling Tasks with Metarules
Within the computational model developed,

metarules were adopted as the basic formalism for
implementing inferential knowledge (Lanzola and
Stefanelli, 1993). Metarules proved to be very useful
in associating control situations with actions to per-
form. Moreover, this formalism showed a semantics
which could be easily made operational into the sys-
tem. By means of a special parser each clause can be
directly translated into the matching piece of code
executable by the system.

The layout of a rule is structured as usual. Each one
of them is composed both of a left-hand side and of a
right-hand side. The left hand side consists of a con-
junction of inquiries over the control blackboard or
over the domain blackboard depending on the partic-
ular kind of metarule, while the right hand side trig-
gers the activation of a possible action upon the
satisfaction of its premise. More specifically two
kinds of metarules can be distinguished.

The first kind ofmetarules deals with the sequenc-
ing of the several inference types involved in the
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inference model of the system. They represent possi-
ble strategies to adopt as a consequence of situations
which may occur within the control blackboard.
Their left parts therefore include tests about either the
execution status or possible results achieved by pre-
viously executed tasks and substasks, while their
right parts are able, upon satisfaction of their pre-
mises, to trigger the activation of a new task. Their
purpose is to give rise to a task-subtask decomposi-
tion hierarchy starting from the top level task, whose
goal is to find a solution for the given medical prob-
lem, and going on each time with simpler sub-tasks
whose execution is required in accomplishing the
super-ones. Metarules are therefore grouped into
classes, where each class is linked to others, so form-
ing a network. Figure 2 shows the rule class network
available in a KBS for managing patients affected by
Acute Myeloid Leukemia developed with M-KAT.
Each class includes all the rules able to perform a
given task.

The second kind of metarules is usually located at
the bottom level of a task-subtask decomposition
hierarchy and deals with the process of establishing a
mapping between the inference model and the ontol-
ogy. Those rules are used to provide a detailed
description of how a particular task can be imple-
mented with references to the activation of domain
specific knowledge sources. Their left sides therefore
deal with either inferential or ontological elements, in
order to successfully provide instances for their right
sides which will trigger the activation of particular
areas of the ontology useful to accomplish the
selected task. Rules belonging to this class prove to be
very useful in giving the user the possibility of
describing a task in a highly detailed way, allowing
him to exactly specify which ontological entities
should be exploited to achieve a goal.

When a new system is being built from scratch, the
basic set of metarules provided by the system is sim-
ply aimed at implementing a generic instance of the
STModel. This metarule set will be able to implement
all the functionalities provided by the problem solv-
ers selected during the initial configuration step with-
out exhibiting any particular domain dependent
strategy. The user is then left the job of analyzing and
customizing these rules according to the specific
application needs.

5 Conclusions
This paper addresses one of the most exciting

issues in AI, that is knowledge acquisition based on
the idea of knowledge sharing and reusability. The
approach we adopted was aimed at identifying a com-
mon language as the basis for defining conceptual
models of problem solving methods. That formalism
proves to be successful in giving the user the possibil-
ity of modeling his strategies within the inference
model of a KBS in a straightforward way. The imme-
diate contribution of this research is therefore a
method for providing KA tools also with powerful
capabilities allowing an end user to model his own
strategies within a KBS in a context free situation.
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