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Introduction
Knowledge acquisition and knowledge maintenance are
problems with any expert system. These problems are
exacerbated in domains dealing with temporal data such
as the example data sets distributed for AIM-94.
Knowledge acquisition for such domains requires
information about how features In the data are identified
as well as how these features are reasoned about.
Ripple Down Rules (RDR) Is a knowledge acquisition
methodology which goes some way towards addressing
these problems.

The problem with knowledge acquisition and
maintenance is that the knowledge an expert provides,
whether about feature Identification or reasoning about
features, cannot be guaranteed to apply outside the
context in which it was provided by the expert
[Compton, 1990]. The RDR approach attempts to use
the knowledge only In the same context in which it was
provided. For rule based systems a new rule (a
correction) ts attached at the end of the sequence of
rules which had been evaluated giving the wrong
conclusion. This rule is evaluated only after the same
rules are evaluated with the same outcomes as
previously. Rules are never removed or corrected, only
added. All rules provide a conclusion, but the final
output of the system comes from the last rule that was
satisfied by the data. The case that prompted the
addition of the rule Is also stored to validate further
knowledge acquisition.

Pathology, St.Vincent’s Hospital Sydney [Compton,
1992, Edwards 1993]. PEIRS now has more than 2000
rules. It covers about 25% of Chemical Pathology and
is over 95% accurate. The system was put into routine
use after 200 rules were added. All other rules have
been added by experts as errors occur, without
knowledge engIneering assistance. It takes about three
minutes to add a new rule and the laboratory anticipates
continuous on going development as it is trivial to add
to the system as domain knowledge evolves.

The data used by PEIRS is characterised by multiple
test results on sequential specimens submitted to the
diagnostic laboratory. The major knowledge
engineering effort with PEIRS was deciding what
functions had to be applied to the data and what
features had to be extracted. Nine fairly simple
functions such as MIN, MAX, and AVERAGE.
Transformations of data allow abstractions such
CURR(BLOOD_C02) is HIGH to be used in rules.
These features and functions are hard coded. This very
simple approach only works because the features
identified can be refined in context. That is, a rule
sequence may include TSH is HIGH and TSH <10.
Simple mathematical expressions can also be included
in context [Srinivasan 1991]. These new features and
functions are not named and so cannot be used in other
contexts, but they allow the system to deal with fairly
complex time course data with very simple predefined
features and functions.

Only valid rules are allowed. A valid rule is one that
will correctly interpret the new case for which it is
added but will not be satisfied by the case associated
with the previous last true rule in the sequence of rules
evaluated. The expert Is required to choose rule
conditions from a list of differences between the
current case and the case attached to the last true rule to
ensure a valid rule.

It might be expected with the RDR approach that rule
contexts would be too specific resulting in much
repetition and redundancy in the knowledge base. This
does not occur [Mansurl, 1991; Gaines, 1992]
presumably because the approach allows the expert to
focus on domain Issues rather than knowledge
engineering. A major validation of the approach is the
PEIRS system in routine use tn the Dept. of Chemical

The diabetes data in AIM-94 data is likely to require
other features and functions which are even more
difficult for the expert to pre-identify than with PEIRS.
A new implementation of RDR has been developed to
address this problem. TCRDR (Time Course Ripple
Down Rules) uses a more flexible interpreter, allowing
for the creation of reusable data abstractions. As well,
the user interface has been de-coupled from the
Inference engine, allowing for greater portability - the
inference engine does not need to be on the same
machine as the interface. It also allows for easy
eustomisation of the interface, as well as testing of the
interface and inference engine.

In TCRDR, internal data is essentially stored in a 2
dimensional array, very like the appearance of the raw
data. With this representation it is possible to directly
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address individual elements of the array. It is also
possible to reference data points temporally, as in
referencing the value of a test at some time in the past.
A set of operators is supported that allows
combinations of data references to be combined into a
function or feature. These first order abstractions can
also be combined to form higher level features and
functions, leading to arbitrarily complex features. New
features and functions can be added at any time in the
systems development. However the central feature of
the RDR approach remains in which rules are added in
context allowing features to be refined in context. As
with PEIRS, this allows simple and inadequate features
and functions in context as required. The burden of
trying to achieve perfect feature identification is
removed by allowing local fixes to inadequate
definitions.

Aim
The aim of the present study was to build a system to
deal with the AIM-94 diabetes data in which the expert
was expected to add his own function and feature

definitions as required and add rules. This is a slightly
more difficult task than just adding rules as the expert
had to understand the function interpreter syntax.
However, no knowledge engineering knowledge is
required because the RDR approach avoids the problem
of having to understand potential interactions between
rules.

Some knowledge engineering/programming assistance
is still required in setting up and appropriate data
representation. The main environment developed for
the expert in working with the data can be seen in Fig
1. The expert was interested in reviewing the data in
the form of sliding windows at different times. Data
typically were not dense, so that a window width of 11
would provide several days data at once. Internally
provision was made for working with windows of some
40 columns maximum. It may seem a restriction but as
it is a sliding window, data can be reviewed for periods
in the past at any time.
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System aim
The diabetes data was used to build rules designed to
assist patients monitor their insulin therapy for the
following reasons [Hauser, Kraegen et el. 1992]
i) most patients monitoring their own glucose levels

are highly motivated and generally aware of the
purpose of monitoring.

ii) patients, In concert with their physicians, develop
a good sense of their individual responses to
insulin therapy and to environmental factors
which impact upon glucose levels and insulin
requirements.

iv)

The most appropriate use of AI techniques is then:
i) as a "back-up" system to alert patients to

important data that may require intervention;
ii) to critique the appropriateness of interventions;
lii) as an educational tool for patients entering a

monitoring program;

Figure 1

The main knowledge
acquisition screen. The
expert has facilities here to
review windows of data,
depending on how
temporally the rules he Is
required to make, test data,
call up screens for making
new rules or reviewing
existing rules or
conclusions.

v)

for the support of family or community caters
who may be required to supervise monitoring but
have less sophisticated knowledge of the
principles of monitoring;
to assist clinicians and diabetes specialists in
periodic assessments of patients’ cumulative data.

We do not believe these systems should replace or in
any way subsume the patient’s role in monitoring
his/her diabetes.

The following types of output were seen as potentially
useful and were incorporated into interpretations
generated by the RDR tool built for the AIM’94
dataset:

t) indication of undesirably high or low results;
ii) recommendations for the nature of intervention;
iii) recommendations for the timing of intervention.
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We did not attempt to model individual’s responses to
insulin therapy or provide quantitative estimates of
adjustments to insulin therapy.

In clinical practice, a number of factors may
significantly alter our approach to management of
diabetes. These include the patients age, presence of
co-existing Illness, other drug therapy and general level
of competence in self-monitoring. The absence of this
data forces us to assume all patients are "average"
patients - a tenuous concept which constrains our
systems’ ability to fine-tune its recommendations.

Thus, the following clinical principles were
incorporated into rules:
i) aim to maintain glucose levels between 80 - 180

mg/dL;
ii) modifications to Insulin dosage were suggested if

sustained high (or low) levels were obtained over
2-3 days. To this end, functions for calculating 2-
day and 3-day means were written.

iii) more Immediate intervention was recommended
for more extreme high or low values (< 60 or 
280 mg/dL)

Results
The expert added a number of functions to the system,
including:

CURR(x) :x[0]
PREVI(x) ̄  x[-1]
PREV2(x) : x[-21

most recent value of a test
2rid most recent value
3rd most recent

IMIN(x) : prev2[x] % prevl(x) % curt(x)
MAX(x) : prev2[x] $ prevl(x) $ cuff(x)
(% = minimum operator; $ = maximum operator)

In the context of AIM-94 diabetes, the definitions of
MAX and MIN would allow for finding the MAX or
M/N BG measurements for a particular period - such as
the maximum pre-breakfast BG

Other definitions Include

I
last_two_average(x) :

(CURR(x) + PREVI(x))/3)
last_three_average(x) 

(CURR(x) + PREVI(x) + PREV2(x))/3)

which simply averages the last three available
measurements for a reading.

At the time of writing, the expert had added 63 ripple
down rules which used the functions above to deal with
the AIM data set. Further rules are being added, and
additional functions may be required. The key element
in this approach is that the very simple global functions
above can be refined in context with the RDR. At this
stage the expert does not have to consider the global
utility of the refinements as they only apply to the
context, the particular chain of rules.

The following are simple examples of refinement.

This rule was entered

IPreg-BG > 180
=> High fasting glucose.
Consider increasing night-time Insulin.

It was then discovered that it didn’t apply in the
following circvmstances

I
Prevl (preb_BG) <180
=> High fasting glucose. Yesterday’s level OK.
Suggest: let’s see fasting level tomorrow before
changing anything.

Another Independent refinement was also added

I
Prevl(preb_BG) >180 and
Prev2(preb_BG) < 180
=> High fasting glucose over consecutive days.
Try increasing night-time insulin dose tonight.

In the tree built so far, the longest chain of
corrections before reaching a final conclusion was
five.

Discussion
With PEIRS, we showed that the RDR approach to
knowledge acquisition provides a framework for
medical experts to build expert systems for
interpreting complex data sets IF_Awards et al 1993].
For the AIM’94 diabetes data set our expert used
TCRDR to identify features in the data and create his
own functions for use in rules. The flexibility of this
approach further enhances the freedom conferred to
domain experts by RDR, allowing them to build
useful expert systems in the real world.

The PEIRS results show that the RDR approach can
be used with fairly short time course data (five time
points). The results here demonstrate that this can be
extended to more complex time course data. With
more complex time course data it becomes more
difficult to predetermine the type of data abstraction
required so the TCRDR system used here allowed the
expert to construct his own function and feature
definitions.

The expert building the expert system for the diabetes
data worked on his own with minimal consultation
with the knowledge engineer who originally
packaged the data for him. Most of the consultation
that did take place was in providing the data in the
form the expert wanted, rather than encoding the
experts knowledge. As well, the Interface system
used for the Inference engine (a HyperCard stack in
communication with a separate Inference engine C
program) proved to be a viable method of
communication with the expert. Changes to the
interface were easily made on the spot as required.
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The crucial features of this development are that any
inadequacies in the global functions and features
decided by the expert can be refined in context.
Secondly the expert does not need knowledge
engineering assistance or skill to add rules or
functions in the developing system. Thirdly the
system allows trivial maintenance and on-going
development while in use. This allows the system to
evolve as more knowledge is accumulated about the
domain and clinical practice evolve.

In a conventional system changing feature definition
rules causes major problems because it is very hard to
understand rule interactions (Grossner, Preece et al.
1993). The TCRDR system solves this problem by
allowing refinement in context. However the
situation may arise with a particularly poor definition
that the same refinement is being used In many
contexts. This can be solved by a new definition,
however the expert may prefer to change the original
definition, in which case all the conventional
problems emerge. We stress that this problem has not
yet emerged, but it ts possible. To solve this problem
we have a system under development whereby
changes in definitions are only used by rules added
after the definition has been changed (Menzies 1992).
As with RDR, definition changes are validated by
taking into account case differences.

Finally, this primitive approach of patching errors
seems inelegant in contrast to the search for elegant
abstractions the characterise some other approaches.
However it is motivated by the "situated cognition"
concern that knowledge is constructed in context,
rather than a Platonic archetype (Compton and Jansen
1990; Clancey 1993). It has the pleasing
consequence of largely removing the need for a
knowledge engineer and may have wide application
beyond classification systems (Compton, Kang et al.
1993).
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