
Forecasting Glucose Concentration in Diabetic Patients
using Ignorant Belief Networks

Marco Ramoni* Alberto Rivat Mario Stefanellit Vimla L. Patel*

*Cognitive Studies in Medicine
McGill Cognitive Science Centre

McGill University, Montreal, Canada

tLaboratorio di Informatica Medica
Dipartimento di Informatica e Sistemistica

Universit~ eli Pavia, Pavia, Italy

Abstract

Bayesian Belief Networks (BBNs) provide 
suitable formalism for many medical appli-
cations. Unfortunately, learning a BBN from
a database is a very complex task, since the
specification of a BBN requires a large amount
of information that is not always available in
real-world databases. In this paper, we in-
troduce a new class of BBNS, called Ignorant
Belief Networks, able to reason with incom-
plete information. We will show how this new
formalism can be used to forecast blood glu-
cose concentration in insulin-dependent dia-
betic patients using underspecified probabilis-
tic models directly derived from a real-world
database.

1 Introduction

Predictions about the future evolution of the patient’s
state play a central role in the interpretation of clini-
cal data and in medical decision making: predictions are
required both for prognostic assessment and for ther-
apy planning, and are necessary for testing diagnostic
hypotheses as well. Bayesian Belief Networks (BBNS)
[Pearl, 1988] provide a powerful formalism for develop-
ing systems able to forecast a patient’s evolution, and
they have been successfully applied to several medical
tasks. A BBN is a direct acyclic graph in which nodes
represent stochastic variables and links represent causal
relationships among those variables. Each link is de-
fined by the set of all conditional probabilities relating
the parent variables (the "cause" variables) to children
variables (the "effect" variables).

The probabilistic semantic of BBNs provides a theo-
retically sound way to represent the uncertainty so of-
ten included in medical information, and the graphical
structure of BBNS is able to capture the causal structure
of most medical knowledge. Despite a considerable suc-
cess, BBNs bear some severe limitations that can impair
their applicability to real-world clinical problems:

¯ They require a large amount of information: the
number of conditional probabilities needed grows
exponentially with the number of parent variables
in the causal relation. This requirement leads into

serious difficulties since all the conditionals proba-
bilities defining a causal relation among variables
have to be known, as well as all prior probabilities
for root variables, before any reasoning process can
start.

¯ Each probability assignment expresses in a single
number both the belief about an event and the re-
liability of such a belief.

These two limitations are strongly related, since they
arise from a common source: the inability of BBNS to
distinguish between uncertainty and ignorance.

In a real-world database most combinations of events
are often missing or at least incomplete. The common
solution for these problems is to devise techniques to
"guess" the missing data on the basis of the available
ones, or to make strong assumptions about the distri-
butions in the database. The reliability of the results
produced along these approaches is strictly related to
the ratio between available and unavailable information.

This paper introduces a new method for dealing with
partial information in probabilistic reasoning. This
method will allow us to explicitly represent ignorance
in BBNS. We will first describe this method, that is de-
rived from the theory of Belief Maintenance Systems,
and then we will show how we can represent BBNS in this
new formalism, producing a new class of BBNs called Ig-
norant Belief Networks (IBNs), which are able to deal
with partially specified conditional probabilities. We
will illustrate how IBNs can be used to forecast blood
glucose concentration in insulin-dependent diabetic pa-
tients using underspecified probabilistic models directly
derived from a database containing the daily follow-up
of 70 insulin-dependent diabetic patients.

2 Outline of the Methodology

During the past decade, AI researchers have developed
a class of reasoning systems, called Truth Maintenance
Systems (TMSS) [McAllester, 1990], which are able to
deal with partially specified knowledge. TMSs are reason-
ing systems that incrementally record justifications for
beliefs and propagate binary truth values along chains of
justifications. Since beliefs usually incorporate measure
of certainty, several attempts have been made to include
probabilities in TMSS. TMSS that are able to reason on
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the basis of probabilistic rather than binary truth values
are called Belief Maintenance Systems (BMSS).

2.1 Logic-based Belief Maintenance Systems

We have introduced a new kind of BMS, called Logic-
based BMS (LBMS) [Ramoni and Riva, 1993] in which
Boolean connectives of standard logic act as constraints
on the (probabilistic) truth values of propositions. The
LBMS can be regarded as a generalization to interval
truth values of the Boolean Constraint Propagation
method [McAllester, 1990]. The LBMS manipulates two
basic kinds of structures: propositions, al,..., an, repre-
senting atomic propositions of a propositional language,
and clauses, of the form (al V as V...), representing finite
disjunctions of (negated or unnegated) atomic proposi-
tions. Full propositional formulas are encoded in clausal
form by the LBMS.

Probabilistic logic [Nilsson, 1986] provides a seman-
tic framework for extending the standard (boolean) con-
cept of satisfaction to a probabilistic one, that can be
regarded as a generalization of the Venn Diagrams rep-
resentation, a set-theoretic interpretation of probability.
The probability P(.) of a proposition a is bounded 
the following inequality:

P(a) + P(a D b) - 1 < P(b) < P(a (1)

Inequality (1) may be regarded as the probabilistic in-
terpretation of modus ponens. Since (a D b) _-- (-~a V 
(1) is a special case of a more general inequality that ap-
plies to any set of propositions in disjunctive form, i.e.
a clause.

Unfortunately, the constraints directly derived from
inequality (1) turn out to be too weak: the bounds they
produce are too wide, thus including inconsistent values.
The INFERNO system [Quinlan, 1983], that is usually
regarded as a local approximation to probabilistic logic
[Nilsson, 1993], exhibits this kind of behavior.

The weakness of the constraints derived from (1)
arises from too strong an enforcement of their locality
based on the assumption that, in the Venn Diagrams
representation of a clause, the intersection of all propo-
sitions is always empty. It is easy to see that this as-
sumption is too strong.

Generalizing definition (1) to interval truth values,
we derived a set of constraints on the minimum and
maximum probability of propositions [Ramoni and Riva,
1993]. If we define P.(ai) and P*(at) as denoting the
minimum and the maximum probability of the proposi-
tion ai, then for each clause C which it appears in:

1. P*(at) < P*(C)
2. P.(at) >__ P.(C) + ~Iv - Ej#i P*(aj) (2)
3. P.(at) >_ 1 - ~]j(1 - P.(~ai V Cj)

Inequality (2.1) is the right hand side of (1): it states
that the maximum probability of each proposition in a
clause C cannot be higher than the maximum probability
of C. Inequality (2.2) simply enforces the left hand side
of (1) by dropping the assumption that all the proposi-
tions have to be pairwise disjoint and that their inter-
section in a Venn Diagrams representation (we call it

overlapping factor of the clause C and denote in with
/Iv) has to be empty. The computation of the overlap-
ping factor of a clause C requires the knowledge of some
additional clauses that have a particular syntactic rela-
tionship with C. This forces us to abandon the idea of a
strict locality of the constraints, and to allow some form
of interaction among clauses. Inequality (2.3) is directly
derived from the well known Additivity axiom and states
that if at is an atomic proposition, and {¢1,..., ¢2-} is
the set of all the conjunctions that contain all possible
combinations of the same n atomic propositions negated
and unnegated, then:

P(a,) = E P(at A Cj) (3)
j=l

In (2.3), we replaced the equality in (3) with an inequal-
ity because (2.3) holds also when only a subset of the
clauses {(-~atV¢l),..., (--atV¢2-)} is known, and causes
P,(al) to increase monotonically as the number of known
clauses increases. Hence, if -~(-~at V Cj) is the clause ob-
tained by the application of De Morgan’s laws to at A Cj,
we have P* (ai A C j) = 1 - P. (-~ai V ¢j).

Propagating the constraints (2) over a network 
clauses is quite easy. In the LBMS, each proposition is la-
beled with a set of possible values, and the constraints (in
our case, the application of the above defined constraints
to the clauses) are used to restrict this set. The LBMS can
exhibit this behavior because if a clause is satisfied for
a given truth value of a proposition P(at) [a., a* ], it
will be satisfied for any subset of [a., a*]. This property,
which is implicit in the form of the inequalities in con-
straints (2), implies a monotonic narrowing of the truth
values, thus ensuring the incrementality of the LBMS.

The most important feature of the LBMS is the ability
to reason from any subset of the set of clauses repre-
senting a joint probability distribution, by bounding the
probability of the propositions within probability inter-
vals, and incrementally narrowing these intervals as more
information becomes available. The assignment of prob-
ability bounds to propositions and clauses allows the user
to express ignorance about his own knowledge.

2.2 Representing Conditionals

Extending the usual logical concepts of soundness and
completeness from boolean values to probability inter-
vals [Grosof, 1986], we can say that the system defined
by the set of constraints (2) is probabilistically sound
(i.e. it returns intervals that are equal to or wider than
the intended ones), but it is not complete (i.e. it does
not return intervals that are equal to or stricter than
the intended ones). This incompleteness is due to the
fact that the LBMS calculates the overlapping factor of
a clause C using just a particular set of clauses (i.e.,
those that contain exactly the same set of negated and
unnegated propositions as C) and does not exploit the
other sets of clauses that define the overlapping factor
of C, e.g. the powerset of all propositions contained in
clause C.

There are two motivations behind the choice of this
particular set of clauses. First of all, we found that the

124



calculation of the overlapping factor is the only source of
complexity in the LBMS which, being assimilable to the
Boolean Constraint Propagation [McAllester, 1990], is
expected to run in linear time. Since we have devised an
efficient method to calculate the overlapping factor and
to apply constraint (2.3), and since probabilistic entail-
ment is known to be intractable in nature [Nilsson, 1993],
the incompleteness of the LBMS represents a compromise
between functionality and efficiency.

Furthermore, the representation in the LBMS of a
probabilistic model expressed in terms of conditional
probabilities produces a set of clauses that is exactly the
one needed to calculate the overlapping factor and to
apply the constraint (2.3). The representation of condi-
tional probabilities in the LBMS is straightforward using
the Chain Rule:

P(a2[al). P(al) = P(al A a2) (4)

The resulting conjunction is converted in clausal form
through De Morgan’s laws and it is then communi-
cated to the LBMS. For instance, the probabilistic model
defined by the two conditionals P(a2lal) 0. 2 and
P(a2l~al) = 0.6 with P(al) = 0.5 may be expressed
by the set of clauses: P(al V a2) = 0.8, P(al V -~a2) 
0.7, P(~al V a2) = 0.6, P(~al V -~a2) = 0.9.

2.3 Ignorant Belief Networks
From the theory of the TMSS, the LBMS inherits the con-
cept of consumer. A consumer is a forward-chained pro-
cedure attached to each proposition, that is fired when
the truth value of the proposition is changed. The BMSs
theory extends the definition of consumers from boolean
to probabilistic truth values. Using consumers, it is pos-
sible to develop a new class of BBNS based on the LBMS
and henceforth able to reason with partially specified
causal links (i.e. lacking some conditional probabilities)
and interval probability values. We call these BBNs Ig-
norant Belief Networks. In this framework, IBNS act as a
high-level knowledge representation language, while the
computation and the propagation of probabilities are left
to the LBMS.

In a BBN, each variable is defined by a set of states
representing the assignment of a value to the variable.
Each state is evaluated by a probability value. All the
states of a variable are mutually exclusive and exhaus-
tive: the probability values assigned to all the states in
a variable have to sum to unit. In an IBN, when a vari-
able is defined, each state is communicated to the LBMS
as a proposition and a set of clauses and consumers is
installed to ensure that its states are mutually exclusive
and exhaustive.

Causal relations are defined by conditional probabil-
ities among states. In an IBN, a conditional P(elCx) is
represented as a consumer attached to each proposition
representing a state in the context Cx. When the prob-
ability value of all states in Cx is assigned, the consumer
communicates to the LBMS the two different clauses re-
sulting from the application of the De Morgan’s laws to
(CAe) and (CA~e). P(CAe) and P(CA~e) are calcu-
lated according to a version of the Chain Rule extended
to intervals:

5=%
5==q-

F)- 1
Figure 1: A model for the database.

P,(C ̂  e) = P,(eIC )
P*(C A e) = P*(Cz) . P*(elCx)
P.(C A ~e) = P,(Cx) (1- P*( eiVx))
P*(C A ~e) = P*(C2:) (1- P,( clCx))

It is worth noting that since the belief of both propo-
sitions and clauses in the LBMS is represented by prob-
ability intervals, IBNs are endowed with the ability to
express both interval-valued conditional probabilities
and interval-valued marginal probabilities about states.
Moreover, since conditionals are locally defined and
propagated, the reasoning process can start even without
the full definition of the joint probability distribution.

3 Forecasting Glucose Concentration

In this section, we will illustrate how IBNS can be
used to forecast blood glucose concentration in insulin-
dependent diabetic patients using underspecified prob-
abilistic models directly derived from a real-world
database.

3.1 Structuring the Knowledge Base

We have been provided with a database of the daily
follow-up of 70 insulin-dependent diabetic patients. The
database reports information about insulin type, insulin
dose, meals, physical exercise, and blood glucose concen-
tration. Hence, we defined five model variables: blood
glucose (BG), regular insulin dose (Regular), NPH in-
sulin (NPH), ultralente insulin dose (Ulente), and meal
(Heal). All states in these variables are mutually exclu-
sive and exhaustive, in order to facilitate their represen-
tation in a BBN. For this example, we did not consider
information about physical exercise, since very little data
is reported in the database about it.

All events, such as a meal, or an insulin injection, are
reported in the patient’s file in chronological order and
are labeled with a time stamp (date and hour). Due
to the current therapy of insulin-dependent diabetes,
almost all events occurs in some critical time points,
namely the meal hours: breakfast, lunch, supper, and
night snack. It is therefore possible to structure the
database as a set of four time slices, in which all rele-
vant events affecting the blood glucose concentration in
the next slice occur.
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Figure 2: An IBN generated from the database.

Figure 1 shows this structure of the database: all the
events in time slice 1 (the breakfast slice) causally affect
the blood glucose concentration of slice 2 (the lunch slice)
and this variable, together with all the other variables in
the same time slice, affects the blood glucose concentra-
tion of time slice 3 (the supper slice). The variables 
this time slice are causally related to the blood glucose
concentration in the time slice 4. Finally, variables of
the last time slice in the day determine the blood glu-
cose concentration of the breakfast slice 1.

This model includes several simplifications about both
variables and the causal structure. Insulin doses and
blood glucose measurements are reported in the database
as variables ranging over a set of natural numbers. We
reduced the number of possible values for all these vari-
ables. Therefore, the possible values of a dose for each
insulin type variable are 0, 5, 10, and 15, while blood
glucose values are the defined by the clinically critical
points: 40, 80, 120, 160, and 200. Moreover, for this
example, we assumed that each variable in a slice can
affect the blood glucose concentration in the next slice
only. We are aware that this is assumption is incorrect
from the clinical point of view, since the effect of both
NPH and ultralente insulin can last for up to 24 hours,
but taking into consideration this effect would have re-
suited in a further loss of information in the database,
since most of the data reported in the database lacks
in continuity along the day (i.e. several time slices are
completely missing).

The model depicted in Figure 1 is a cyclic model and
therefore cannot be directly mapped onto a BBN. From
this model we derived 4 different IBNs, each of them
starting from a different time slice. Figure 2 shows the
IBN having the breakfast time slice as root, i.e. the vari-
able representing the blood glucose concentration in this
slice is not affected by any other variable.

3.2 Extracting Conditionals

The simplified model of Figure 1 acts as a filter in the
process of extracting the conditional probabilities needed
to define the IBNs. In this framework, the database is
regarded as a set of time slices affecting the blood glucose
concentration in the next slice. For each causal relation,
we build a discrimination tree whose leaves, each one

18:00 22:00 8:00 12:00
Meal Normal High Normal . -- .
NPH Insulin 5 10 15
Blood Glucose 80 200 160 2OO
Regular Insulin 5 5 5
UltrMente Insulin 0 0 0

Table 1: A sequence of events from the patient data-14.

associated with a different set of variable values, hold a
pair of counters.

We then consider each event in turn, and use it to
locate a particular leaf node in the appropriate tree (as
indicated by the set of variables in the event); once we
have found the correct leaf, we increase both its counters
by one. The need for two distinct counters arises from
the fact that the value of one or more variables in a time
slice can be unknown (typically, an unreported meal).
In this case only the second counter is increased. At the
end of the process, each leaf node in the discrimination
tree contains the minimum and maximum count of the
number of occurrences of the event it is pointed by; in
other words, the first counter of a leaf node holds the
number of events that led exactly to it, while the second
counter holds the number of events that could lead to
it given a particular state of its unknown variables. A
further assumption we made is that, when an insulin
dose is not explicitly reported, it has not been used, and
its value is 0.

We can now gather the counters of all the leaves that
share the same parents, and use them to calculate the
corresponding conditional probabilities. Since we have
two different counters (N. and N*) we will be able 
compute a lower and upper bound for the conditional
probability directly from the database by extending to
intervals the definition of conditional probabilities under
a symmetric Dirichlet distribution hypothesis [Cooper
and Herskovitz, 1992], according to the following formu-
las:

P,(C, IA) (g,(c,) + 1)
(T + k)

(N*(Ci) 1)
P*(C, [A) - (T + 

where k is the number of possible values of the conse-
quent variable and T is defined as ~’~, N*(Ci).

3.3 Putting the IBN at Work
Table 1 shows a time sequence of events for the patient
data-14 from 4/3/1991 at 18:00 to 4/4/1991 at 12:00.
Since the case starts at 18:00 (time slice 3) we will use the
IBN having the time slice 3 as root. The IBN is expected
to predict the blood glucose values in bold face on the
basis of the other values in the table.

Figure 3 shows the state of the network after all the
states have been communicated to the system and all the
propagations have occurred. The pop-up windows over
the variables show, in graphical terms, the probability
interval [0, 1] associated with each of their states. In
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Figure 3: A sample run of an IBN for the case reported
in Table 1.

each bar, the area between 0 and P,(.) is black, the area
between P*(.) and 1 is white, and the area between P.(.)
and P*(.) is gray. Thus, the width of the gray area
is proportional to the ignorance about the probability.
The states of each variable are ranked according to a
score that is proportional to their maximum probability
and inversely proportional to the ignorance about their
probability. The asterisk marks the state that has the
highest score: we take that state to be the one ’predicted’
by the system.

The value 80 for the variable BG-3 is communicated to
the InN, together with the other states of the root time
slice, in order to predict the blood glucose BG-4. The first
state (40) of BG-4 has a very high maximum probabil-
ity, but it includes too much ignorance. The next three
states (80, 120, and 160) have very little ignorance, but
their maximum probability is too small. The state that
gets the highest score is the last one (200), that is the one
actually found in the database. Going on to the third
variable (BG-I) we see that the amount of ignorance has
greatly increased, so that all the states are almost totally
unknown. Still, the system is able to select the correct
state (160). In the variable BG-2, the amount of igno-
rance leads the system to incorrectly predict a value of
40 instead of the observed one (200).

It is important to note that these results were ob-
tained using a very small subset of the complete condi-
tional model needed to define a BBN: instead of the 19200
conditionals required, only 2262 were available (that is,
less than 12%), and most of them were affected by igno-
rance (the mean difference between the maximum and
minimum probability of the conditionals was 0.19).

4 Conclusions

In this paper we have presented a new class of BBNS able
to reason with incomplete probabilistic models and we
have shown how they can be useful to interpret clinical
data from real-world databases. We have shown how,
even with a very small subset of the information needed
to specify a BBN, some predictions can be carried out.
Moreover, since ignorance is explicitly represented in the
IBN, it can be taken into account in the development of

the reasoning process.
Since BBNS are the reasoning cores of general decision

systems, called Influence Diagrams, we plan to extend
our work to develop a new class of Influence Diagrams
(a sort of Ignorant Influence Diagrams) able to make de-
cisions under uncertainty and ignorance. What is needed
is a theory of decision based on interval rather than point
valued probabilities, similar to the one outlined in [Ky-
burg, 1983].
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