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Abstract

This paper presents DP 1, an incremental clustering
algorithm that accepts a description of the expected
performance task -- the goal of learning -- and uses
that description to alter its learning bias. With dif-
ferent goals DP1 addresses a wide range of empiri-
cal learning tasks from supervised to unsupervised
learning. At one extreme, DP1 performs the same
task as does ID3, and at the other, it performs the
same task as does COBW~.B.

A learning system’s performance goals and the
way those goals interrelate can significantly influ-
ence learning and subsequent performance. In com-
plex domains, those that have many probabilistic re-
lationships between variables, a learner can waste
valuable time inducing relationships that are irrel-
evant for performance. However, if they bias their
learning according to a description of the expected
performance task, they can attend primarily to rel-
evant relationships.

The contrast between focused and unfocused
learning is a traditional distinction between super-
vised and unsupervised learning (Duda & Hart,
1973). The supervised learner is told that one target
variable will be important at performance, and the
learner can safely ignore irrelevant variables or rela-
tionships between such variables. On the other hand,
the unsupervised learner has no such guidance and
learns all predictive structure in the domain assum-
ing that all will be useful. The predictive structure of
a domain is the set of informative conditional proba-
bilities between subsets of variables. If some subsets
of variable values provide probabilistic information
about the values of other variables, the domain has

predictive structure. If there is no predictive struc-
ture, the domain is random.

In this paper, we present an integrated algorithm
that smoothly varies its learning bias depending di-
rectly upon a description of the anticipated perfor-
mance tasks. This description is represented as a
distribution of prediction tests. In a prediction test
the learner encounters some variable values and must
predict the value of another variable . By specify-
ing the probability that a variable will be available
and the probability that it will be tested, DP1 can
be made to address the same task as ID3 (Quin-
lan, 1986), COBW~,B (Fisher, 1987), or Anderson 
Matessa’s (1992) method (Bc).1

1 Expected distribution of pre-
diction tests

A performance task is supervised if a particular vari-
able has a special status. At prediction, the learner
expects to know the values for all the variables ex-
cept the special one, and expects to have to predict
the value of that target variable. More specifically,
the probability that the learner will know the value
of a variable at prediction time is 1.0 for non-target
variables and 0.0 for the target variable. These prob-
abilities will be called availability probabilities. Con-
versely, the probability that the learner will have to
guess the value of an variable is 0.0 for all non-label
variables and is 1.0 for the label variable. These
probabilities will be called goal probabilities.

1Although Anderson and Matessa do not name their ap-
proach, for convenience, we refer to it as Bc to stand for
Bayesian Categorization.
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Alternatively, a learning task is unsupervised if no
variable has a special status. Any may be omitted
and any may be the target of prediction. In other
words, the probability that the learner will know a
variable value at prediction time is some uniform
value. Simi|arly, the probability that the learner will
have to guess the value of a certain variable is uni-
form across the values.

Many alternative distributions of performance
tasks are also possible. If our model of a domain
suggests that half the variables have easily obtained
values while the rest do not, we could specify the
probabilities accordingly. Those variables that are
readily available would have a high availability prob-
ability, suggesting that they are more likely to be
provided during a prediction trial. Those variables
that are not as available would have a low availabil-
ity probability and would have a relatively high goal
probability. In addition, a particular user may care
to predict only two of the unavailable variables wlKle
another user may wish to predict another two. Each
would use different availability and goal probabili-
ties.

More formally, the goal probability of the ith vari-
able, P(goalAi), is the probability that the value of
that variable (to the exclusion of other variables) will
be requested at an arbitrary time. Note that the
sum of the goal probabilities for all variables is 1.0,
because the value of only one variable is requested
at any time. Moreover, the availability probability
of the ith variable is the probability of being pro-
vided with the value of the ith variable during perfor-
mance, given that the ith variable is not the current
goal, P(avaiIA~ Inot goaIA~). The availability proba-
bility is a conditional probability, because we assume
that no variable is both requested and made avail-
able. We only care about an variable’s availability
when it is not a goal.

2 The Model: DP1

The DPI2 algorithm is an incremental concept for-
mation method that is a descendant of COBWEB
(Fisher, 1987) and Bc (Anderson & Matessa, 1992).
It performs a beam search (with a beam size of two)

~We use the acronym DP1 to stand for, Directed Partition-
ing, Version 1.
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to find a single set of mutually exclusive partitions
that is expected to lead to highly accurate predic-
tions. Each partition is a subset of the encountered
instances. As each instance arrives, it is added to
one of the existing concepts or a new concept is cre-
ated. This is done for each of the two hypotheses
in the beam. DP1 assigns the instance to a concept
if by doing so, the measure of predictive accuracy
is improved more than by assigning the instance to
any other concept.

The algorithm is as follows:

1. The model is initialized to contain no concepts.

,
Given a model that partitions the first n - 1
instances, for each concept, Ck, calculate an es-
timate of predictive accuracy when the n-th in-
stance is classified to Ck. Let Po0 be the mea-
sure of predictive accuracy if the n-th instance
is classified to a new concept.

3. Assign the n-th instance to the concept with the
maximum estimate of predictive accuracy.

.
When asked to predict the value of variable i,
given the partial vector of variable values, F, do
the following,

(a) Classify the instance to the most proba-
ble concept given the partially described
instance, F,

p(CkiF ) = P(Ck)P(FICk)
~E],n P( Cm )P( FICm 

(i)

(b) Answer with the most probable value of
the variable given the concept
MazjP(P~jlOk).

In these equations, ~j refers to the jth value of
the ith variable. F refers to a partial instance, i.e.,
a partial vector of variable values. Ck refers to the
classification of an instance to the kth concept.

Since DPI does not assume that its partitioning is
a complete model of the world, what do the various
probabilities mean? The probability of a concept,
P(Ck), is the probability that an arbitrary instance
will be classified to the concept using a given classi-
fication algorithm. The classification algorithm also
determines the probability of the concept given a



partial instance, P(CklF). As noted above in the al-
gorithm, we have chosen to use a Bayesian inspired
method for classification (Equation 1).

This algorithm is closely related to Bc (Anderson
& Matessa, 1992). However, it has an important
theoretical difference. In Bc, classification decisions
are made based on the probability of a concept given
an instance or a partial instance. In DP1, the clas-
sification of an instance during learning is based on
choosing the concept that most improves prediction
on the expected distribution of prediction tests. DP 1
does this because its goal is good performance.

Dpl assumes that there is a space of sets of con-
cepts, some more accurate than others. We do not
follow the Bayesian approach of seeking the most
probable model, but rather seek the model that leads
to the fewest expected errors. Of course, in the long
run, the most probable model will produce the fewest
errors for any distribution of prediction tests. How-
ever, with limited experience, different sets of parti-
tions will be most accurate for different tasks. As one
example, suppose a domain has six binary variables
that encode two XOR relationships. The first two
variables have an XOR relationship with the third
and the fourth and fifth variables have an XOR re-
lationship with the sixth (Table 1). To represent
both of these relationships, a single set of mutually
exclusive concepts must have approximately sixteen
concepts, one for each triplet of variables for each
XOR relationship. Unfortunately, most concept for-
mation systems have a bias for fewer concepts and
are very slow at learning such relationships and actu-
ally tend to learn one XOR relationship or the other
but not both. This means that if the user wanted
to predict the sixth variable, she would be grateful
for some means to focus the concept learner on that
variable. Otherwise, she could only expect the tar-
get XOR relationship to be learned half the time.
This becomes even worse when there are more XOR
relationships hidden in a larger number of variables.

2.1 The calculations

We next turn to the calculation of the accuracy
score: how to estimate the predictive accuracy of
a set of concepts. The accuracy score used in DP1
captures the two intuitions, a) that the probability
of being correct is higher if the goal variables have
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highly probable values for the concept; and b) the
probability of being correct is higher if the available
variables have distinctive values for the concept.

For each of several test instances, we use a mea-
sure of predictive accuracy, P(correctlI), which is
the probability of making a correct prediction given
some particular instance. Then we add these scores
over the set of test instances to find an overall score.
In particular,

sco e = PCco ec lC )PCCklIh) (2)
h k

The score for each instance is the sum across con-
cepts of the probability that (a) the instance will 
classified to that concept and that (b) the concept
will yield correct predictions. These two events are
independent, so we take the product of their proba-
bilities.

The probability of being correct given a concept is
the weighted sum of the probability of being correct
for a given goal variable Ad,

P(CorrectlCk) - ~ P(goalAi)P(~jlC,) (3)
i

The quantity, P(goaIA~), is the probability that the
value of the ith variable will need to be predicted.

The probability of classifying a given instance to a
particular concept is the weighted sum of the proba-
bility of the concept given the available variable val-
ues of the instance,

P(C~IIh) = Ez P(availF~,).

P( Ck )P( F~ICk 

~,,, P(C,,)P(F~]C,,) (4)

In this equation, the subscript l ranges over the
possible subsets of available variables. These sub-
sets represent the all the distinct combinations of
variables that can be made available at prediction.
For example, if all the availability probabilities are
l’s or O’s, then there will be only one possible subset
of available probabilities that occurs with a proba-
bility of 1.0.

Furthermore, P(availi%), is the probability that
the values of all the variables in the partial instance
Fht will be provided at a prediction test. This quan-
tity is calculated using the availability probabilities,



assuming they are independent, i.e., P(availFht) 
Hi P( avail a~ ).

Putting the equations together, the accuracy score
is,

h k i

.... , P(Ck)P(FhllCk) 
~ rtavauF~’)E,,, p(c,,,)PCF~alC,.)~’’

The quantities referred to above in the fourth step
of the algorithm and in the measure of predictive
accuracy are calculated using Bayesian methods as-
suming that all variable values are independent of
each other given a concept. The quantities, P(Ck IFt)
and P(~jlCk) are calculated similarly to Anderson
and Matessa (1992):

P(Ck[~) P(Ck)P(FdCk)
~,,,,p(c,,~)p(FdC,,~)

(6)

P(~lCk) = IX P(T4~ICk) (7)
i

For discrete variables:

P(T4~ICk) - ~i + a~
+ao

For continuous or ordered variables:

(s)

PCl4jlCk) = NormaICV~,t~v~,av~) (9)

In these equations, the variables are the same as
for the equations above. The quantities, ai, are pa-
rameters of a Diricklet distribution and a0 is the sum
over those parameters. We set all the ai’s to be 1.0
and never vary them.

Unlike Anderson and Matessa (1992), we do not
use the coupling probability, c, to determine the
probability of a concept. Instead, we simply use the
observed frequency as the estimated probability of a
concept.

2.2 Novel characteristics of DP1

There are several novel characteristics of DP1 as
compared with other incremental partitioning algo-
rithms. Many of these result from adding supervi-
sion to a partitioning algorithm. The concept sets

that are learned in COBWEB or BC assume that the
values of different variables are independent given
that an instance is classified to a concept. However,
when OF1 is supervised it is quite possible that irrel-
evant (with respect to the goal) variable values are
not independent in a concept description. In fact,
this is likely when irrelevant predictive relationships
are completely ignored.

This lack of independence can cause the incremen-
tal search to be lead astray. OF1 often misclassi-
ties an instance based on the values of variables that
are irrelevant to the goal. To alleviate this problem,
DPl’s search is more flexible than earlier methods.
First, instead of performing a simple hill-climbing
search, it uses a beam search with a beam size of
two. That is, it keeps track of two alternative parti-
tions of the instances at any time. This search tech-
nique is less expensive than the merging and splitting
used by COBWEB (Fisher, 1987). OF1 only main-
tains two partitionings whereas COBWEB maintains
several partitions at several levels of a hierarchy.

Second, DP1 evaluates a partition based on the
current instance and a set of test instances. A small
set of previous instances is retained to correctly re-
flect the dependencies between variables. Bc uses
only the current instance to evaluate alternative par-
titions and COBWEB uses both the current instance
and others that summarize all past instances. In
DP1 every concept keeps track of the instances that
are the most and least probable examples of that
concept. Every time DP1 adds an instance to a con-
cept it determines whether the current instance is
more probable given the concept than its current
most probable instance. If so the current instance
replaces the most probable example. A similar pro-
cess is performed for updating the least probable ex-
ample.

The most probable instances are retained because
they are representative of the existing concepts and
their influence prevents misclassiflcations. The least
probable instances are retained because many of
them have been misclassifled. In later classification,
they help drive OF1 to learn new concepts that re-
duce the probability of additional misclassification.

These test instances are instrumental in determin-
ing when to create a new concept. As a result of eval-
uating partitions with past instances, a new concept
is created in one of two general circumstances. Pri-
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marily, a new concept is created when adding the
current instance to an existing concept reduces ex-
pected accuracy with respect to some of the test in-
stances. That is, the concept becomes less useful
for past instances. Alternatively, a new concept is
created when it is necessary for accurate prediction
of current instance’s values. In either case, the test
instances provide a domain and goal dependent mea-
sure of when the current instance is different enough
to belong to a new concept.

3 Illustrations of DP1

This section illustrates the operation of DP1. It
shows the process of learning a domain with EQUAL
relationships (the negation of XOR) between vari-
ables. It depicts this process, one instance at a time,
specifying what alternative concept structures are
considered. A second illustration of OF1 examines
DPl’s learning performance for an artificial domain
and two natural domains provided by the Irvine Ma-
chine Learning Repository.

3.1 A trace of DPl’s learning

DPI searches for a concept structure that leads to
accurate predictions. In doing so, it is guided by
the availability and goal probabilities. When DP1
is applied twice to one dataset but with different
availability and goal probabilities each time, it can
learn qualitatively different concept structures.

To demonstrate this, we apply DPI to a dataset
that we call EQUAL-2. This dataset has 16 in-
stances and six binary variables. Five sample in-
stances are shown in Table 1. The instances are de-
signed such that the values of the first two variables
(A1 and A2) have an EQUAL relationship with the
value of the third variable (A3). Similarly, the values
of the fourth and fifth variables (A4 and A5) have
an EQUAL relationship with the value of the sixth
variable (A6).
We presented the instances in Table 1 (in that or-

der) to DPI. For the variables, A1, A2, A3, A4, and
A5, the goal probabilities were 0.0 and the availabil-
ity probabilities were 1.0. Conversely, for variable,
A6, the goal probability was 1.0 and the availabil-
ity probability were 0.0. A trace of the search dur-
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Table 1: Five instances from the EQUAL-2 dataset.

A1 A2 A3 A4 A5 A6
1 1 1 0 1 0
0 1 0 1 1 1
1 0 0 0 0 1
1 0 0 1 0 0
0 1 0 0 1 0

ing learning is shown in Figure 1.3 Each box rep-
resents a possible partitioning of the instances into
categories and the bars in the box represent the par-
titions. The numbers below the boxes are the esti-
mated probability of making a correct prediction for
each partitioning. At each branching of the search
tree, OF1 chooses the two best partitionings that
maximize that number. These are labeled with the
italic numbers 1 and 2. Note that after observing the
fifth instance DP1 has chosen two partitionings that
accurately reflect the EQUAL relationship among
the last three variables.

During performance, these two best partitionings
will both yield slightly better predictions for the
fourth, fifth, and sixth variables than for the oth-
ers. This effect is magnified as more instances are
partitioned.

We next presented the same instances in the same
order. In this run, the goal and availability prob-
abilities were different. For the variables, A1, A2,
A4, and AS, the goal probabilities were 0.0 and the
availability probabilities were 1.0. Conversely, for
variables, A3 and A6, the goal probabilities were 1.0
and the availability probabilities were 0.0. The en-
tire search is shown in Figure 2. With the different
goal and availability probabilities, a different parti-
tioning was learned. In particular, OF1 is trying to
learn both EQUAL relationship and will need many
more than five instances to do so.

3.2 Application to machine learning
datasets

DP1 was also applied to two natural domains, con-
gressional voting and hepatitis, and one artificial do-

aThe form of this trace is patterned after one used by An-
derson and Matessa (1992).
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Figure 2: A trace of the partitions formed by DP1,
focused on the third and sixth variables.

Figure 1: A trace of the partitions formed by DP1
when focused toward the sixth variable.

main called the XOR-3 domain that has three inde-
pendent XOR relationships.

The congressional voting records dataset con-
sists of 435 members of congress in 1984 and their
votes on 16 important bills. Schlimmer (1987) used
this domain to test a supervised learning method
and Fisher (1987) used it to test an unsupervised
method.

We ran each of five learning systems on this do-
main, DP1 in supervised mode, DP1 in unsuper-
vised mode, COBWEB/CLASSIT (Fisher, 1987; Gen-
nari, Langley, & Fisher, 1990), ID3 (Qniulan, 1986),
and Bc(Anderson & Matessa, 1992). When unsu-
pervised, DP1 had availability probabilities set uni-
formly to 1.0 and goal probabilities set uniformly
to 1/16. In supervised mode, DP1 had availability
probabilities set to 1.0 for all variables but the party
aiT-tliation and goal probabilities set to 0.0 except for
party ai~-tliation which was 1.0. The other systems
were chosen because COBWEB and Bc are represen-

tative of clustering systems and ID3 is a classic ex-
ample of a supervised system.

For each system, we ran 10 trials. In each of the
trials, the system was taught a randomly selected

set of 80 instances4 and then tested on a separate
set of 20 instances. In all the empirical studies be-
low, testing a system on an instance meant removing
a variable value from the instance, allowing the sys-
tem to predict the value of that variable, and then
checking if the prediction was correct. The average
prediction performance for predicting just the party
mT~ation variable is shown in Table 2.

Note that predictability of party affiliation does
not depend on the system used or on the availability
or goal probabilities. Indeed, all systems performed
nearly as well as any system ever has for this domain.
In this domain most variables strongly correlate with

the target variable. As a result, most learning efforts
would be successful.

The DPI systems, Bc and CLASSIT were also ap-
plied to the hepatitis dataset. For this dataset, the
task is to predict whether a patient will live or die
based on 19 test results. There are 155 instances.

Again, in each of ten trials, each of the systems
was taught a randomly selected set of 116 (75%) in-
stances and then tested on a separate set of 39 (25%)
instances. The average prediction performance for
predicting whether a patient lives or dies is shown in

4Eighty was chosen because the learning methods tested
all reach asymptote well before 80 tra~n~nS instances for the
voting datasets.
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~l~ble 2: Predictive accuracy for different domains
and tasks. Standard deviations are reported in
parentheses.

Voting Hepatitis XOR-3
DP1 0.93 (0.06) 0.83 (0.06) 0.96 (0.08)

Dpl US 0.95 (0.07) 0.79 (0.05) 0.44 (0.02)
COBWEB 0.92 (0.07) 0.77 (0.05) 0.51 (0.28)

Bc 0.92 (0.05) 0.75 (0.05) 0.70 (0.33)
ID3 0.91 (0.07) 0.78 (0.05) 0.69 (0.36)

T~ble 2.
Notice that for this dataset, the goal was an im-

portant factor in what was learned. Performance
was significantly better (ANOVA, P <~ .05) for the
supervised DP 1 than for the unsupervised. Further,
the supervised performance was significantly better
than that for Bc and COBWEB. Not only does this
result show the sensitivity of DP1 to goals, but it
also shows that DP1 is a promising alternative to
systems that are only supervised. Indeed, Brodley
(1993) reports a maximum accuracy of 0.83 or 0.84
for six supervised systems on this domain with the
same number of training and test instances.

Finally, all systems were applied to the XOR-3
dataset in which there are nine variables. These
variables are partitioned into three sets of three vari-
ables. The values for each set of three variables are
interrelated by the XOR relationship.

In each often trials, each system was taught a ran-
domly selected set of 50 instances and then tested on
a separate set of 14 instances. The average predic-
tion performance for predicting the value of the first
vaxiable is shown in Table 2.

For this dataset, the goal was a massively impor-
taut factor in what was learned. Performance was
significantly better (ANOVA, P <~ .05) for the su-
pervised DP1 than for the unsupervised and signif-
icantly better than for any other system. The do-
main shows these marked effects, because it exag-
gerates the conditions under which supervised and
unsupervised systems should differ. Supervised sys-
tems should do better (on target variable prediction)
than unsupervised systems when there are many re-
lationships between irrelevant variables. That is just
the case in XOR-3. ID3 does markedly worse than

Table 3: Predictive accuracy for all variables of
XOR-3. Standard deviations are reported in paren-
theses.

IDataset-Task II DP1 I DP1 US I
I xoR-3 II 0.441 (0.09) 1 0.635 (0.05) 

the other systems for the XOR-3 dataset, because in
that dataset, no single variable is more predictive of
the target than any other.

In addition, the extra work done by DP1 in un-
supervised mode translates to better average predic-
tion for all attributes. To test this, we ran DP1 in
supervised and unsupervised modes, testing its abil-
ity to predict the value of any of the last six (of nine)
variables. We ran ten trials. In each, the system re-
ceived 50 training instances and 14 test instances.

The means are shown in Table 3. When DP1 an-
ticipates an unsupervised performance task, it per-
forms better on such a task than if it anticipates a
supervised performance task. In summary, the avail-
ability and goal probabilities can have a marked ef-
fect on learning in DP1 for complex domains.

4 Related Work

DPI is an integrated system that accepts a descrip-
tion of the performance task, adopts that description
as a bias during learning, and produces a clustering -
a single polythetic partition of a domain. The learn-
ing bias can effectively order and restrict the set of
possible partitions.

A learning method sensitive to goal and availabil-
ity probabilities is qualitatively more flexible than
are purely supervised learning methods (e.g., Quln-
lau, 1986), because it allows one knowledge structure
to serve multiple purposes. Of course, many super-
vised systems can be modified to vary from super-
vised to unsupervised tasks. Systems such as ID3,
linear threshold units, etc. can be applied for each
variable to ensure that all predictive structure is ex-
tracted. However, these systems do not integrate
their knowledge and may extract the same predic-
tive structure many times.
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Adding the availability and goal probabilities does
not qualitatively change the capability of unsuper-
vised learning methods (e.g., Lebowitz, 1987; Fisher,
1987; Anderson & Matessa, 1992; Gennari, J., Lan-
gley, P., and Fisher, D., 1990). They are designed to
be able to make informed predictions about any vari-
able. However, in complex domains existing concept
formation methods may squander learning resources
inducing irrelevant relationships between variables.

Finally, the use of a cohesive learning method for
a variety of tasks complements the toolkit or multi-
strategy approach to flexible learning. Instead of
having a single method, we could maintain a collec-
tion of learning methods and apply the most appro-
priate algorithm for each learning task.

5 Discussion

Learning tasks differ based on what prediction tests
a learner can expect. With foreknowledge of the
prediction tasks, a learner can guide its learning and
minimize inductive effort.

This paper presents a concept formation system,
DP1 that can perform both supervised and unsu-
pervised learning. It introduces a simple notation
to describe the expected distribution of prediction
tests. One vector of probabilities, called the avail-
ability probabilities, describes for each variable the
probability that the learner will be told the value of
that variable. Another vector of probabilities, called
the goal probabilities, describes, for each variable,
the probability that the learner will have to predict
the value for that variable.

In general, a learner will perform best when its
supervised or unsupervised bias correctly matches
the performance task. However, this is only true
for domains with complex predictive structure. If
a domain is simple, many approaches will perform
equally well. For example, if all variables are highly
correlated with a target variable, as in the case of
the party sffdiation domain, many supervised and
unsupervised methods will induce the same predic-
tive relationships.
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