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Introduction

Bayesian approaches to reasoning under uncer-
tainty have gained substantially in popularity re-
cently, due to the efforts of AI researchers and
statisticians to find tractable means of proba-
bility propagation in restricted domains, namely
those properly described by causal (Bayesian)
networks (cf. Pearl 1988 and Neapolitan 1990).
Most Bayesians are satisfied with such an ap-
proach to automating Bayesian inference: it is
normatively correct, occasionally tractable, and
supplies precisely what is needed for Bayesian
decision theory--the theory that supplies nor-
matively correct means for decision making un-
der uncertainty. Some, however, are concerned
to find additional means for reasoning under un-
certainty, particularly on the grounds that often
causal networks are too complex given some prag-
matic problem-solving context. The question is
whether there might be some qualitative, compu-
tationally simpler, reasoning strategy that can be
justified as a cooperative supplement to Bayesian
inference.

Judea Pearl has offered one such method, us-
ing his e-semantics for default reasoning (Pearl,
1989). Pearl’s technique is to base qualitative
inferential rules leading from A to B upon "ex-
treme" conditional probabilities--roughly, if in-
finitesimally many cases of A are not cases of B,
then we can adopt the default rule to infer that
B is the case given A. Pearl demonstrates that
his e-semantics corresponds to a qualitative infer-
ential theory using a simple set of inference rules.
So we achieve the desired inferential simplicity for
some set of propositions satisfying this particular
extreme probability relation. Unfortunately, this
relationship is rarely satisfied; as Pearl admits,
"probabilities that are infinitesimally close to 0
and 1 are very rare in the real world" (1988, p.

493).
So, "why not develop a logic that character-

izes moderately high probabilities, say probabili-
ties higher than 0.5 or 0.9--or more ambitiously,
higher than a where a is a parameter chosen
to fit the domains of the predicates involved?"
(ibid.). Pearl’s answer is that such a logic would
be extremely complicated. And that would surely
be true, if the object were to construct a purely
qualitative logic to deal with probabilistic rela-
tions between propositions. No qualitative logic,
left to its own resources, can approximate prob-
ability theory beyond some fairly limited num-
ber of inferential steps: this is not just compli-
cated, it is impossible. But if we modify the goal
slightly, we seem to have a more plausible target:
we can take the value of (~ to specify a proba-
bility threshold relative to a particular problem
context--including our goals--beyond which we
are prepared to employ qualitative methods of
inference, under a set of constraints. If the prob-
ability of h is greater than a, we accept h and
reason with h, for a certain limited number of
qualitative inferential steps. The idea here is to
simplify the reasoning process by avoiding un-
necessary probability calculations when the risk
of error introduced thereby is tolerable (a prag-
matic, goal-based judgment), without abandon-
ing probabilistic reasoning or attempting to cap-
ture such reasoning qualitatively. This is just a
version of Bayesian acceptance theory, much de-
bated by philosophers of science in the 1960s and
widely, but mistakenly, taken for dead since then.

A major reason why probabilistic acceptance
theory has not been explored adequately is that
Henry Kyburg’s lottery paradox (1961) has been
thought to pose an impenetrable barrier to such
explorations. The lottery paradox points out that
acceptance at a fixed probabilistic threshold leads
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to the treatment of any fair lottery as unfair:
it will be accepted that each lottery ticket will
lose and therefore that all lottery tickets will lose.
Such incoherence seems to be the wrong founda-
tion for a theory of reasoning under uncertainty.
Despite the apparent force of this objection, it is
a curious fact that the originator of the paradox,
Henry Kyburg,’ did not interpret the paradox as
requiring the abandonment of acceptance theory;
rather he based his entire inductive philosophy
on a theory of acceptance (cf. Kyburg 1974). 
traced the difficulties not to an acceptance prin-
ciple, but to the conjunction principle: the idea
that, having accepted any finite number of state-
ments, one should be free to accept the conjunc-
tion of them all (Kyburg, 1970). Kyburg’s con-
clusion is not difficult to understand: conjunction
non-controversially amplifies the uncertainty of
any two uncertain propositions, as long as they
are independent; so a system that prefers to min-
imize uncertainty will prefer to avoid arbitrary
conjunctions of accepted propositions. Conjunc-
tion requires a pragmatic motivation as much as
acceptance in the first place. In any case, tech-
niques for dealing with uncertain or defeasible in-
ferences that would evade the lottery by retreat-
ing to qualitative inference methods demonstra-
bly either fail to support inductive inference or
end up succumbing to the lottery after all (Perlis,
1987; Etherington, et al. 1991; Korb, fortchom-
ing). In short, the lottery paradox is a red her-
ring.

A Hybrid System

One aspect of the research program underway in
the Inductive Logic Group at Monash University
proposes to combine probabilistic and qualitative
inference into a single reasoning agent. Such a
reasoning agent will always find itself in some
pragmatic context, a context that determines the
kinds of reasoning methods that might sensibly
be employed. Contextual constraints that are of
particular interest to the complexity of inference
are the time available for reaching a conclusion
relevant to a decision and the cost of making an
error in selecting an action. If the time avail-
able for decision making is short, or if the cost
of making an error is small, then there will be
some advantage to not deploying the full appa-
ratus of normative probability theory in reason-
ing through a problem. On the other hand, if
there is plenty of time available for reflection, or

if the cost of error is high, then there is greater
reason for working through whatever probabil-
ity calculations are relevant. To take two simple
examples: there is no reason to figure out in ad-
vance the precise probability that a pack of chew-
ing gum will be unusable when purchased under
ordinary circumstances, for it is a trivial purchase
(i.e., small cost of error); there is good reason 
worry about the probability of a core meltdown
for nuclear power plants under various circum-
stances, since the consequences are hardly triv-
ial. In the latter case, we shall be happy to apply
substantial resources in a technical investigation
of what the proper probability values might be;
in the former case, we are content to reason with
the high probability proposition qualitatively.

Some philosophers defending acceptance the-
ory have thought that the strongest argument in
favor of it is just that we humans appear to ac-
cept hypotheses, and we are the only examples
of epistemic agents we know (so far). But what
is it to accept a hypothesis? Applying common
sense, we cannot say that accepted hypotheses
are just those that are affirmed without reser-
vation, for it is easy enough to find reservations
about those hypotheses we claim to accept. (The
confusion of acceptance and certainty is histor-
ically another important reason why acceptance
theory has been neglected.) Nor can it merely be
that we are more disposed to act as though the
hypothesis is true rather than false, for that will
be true of many hypotheses that we judge more
likely than not~ but are not accepted. Rather,
we should consider a hypothesis accepted just in
case we are prepared to deploy our qualitative
methods of reasoning upon it--that is, insofar as
we are attempting to solve a particular problem
within the particular context in which it has been
accepted, we are prepared for a time to ignore our
reservations about the truth of the hypothesis.
The utility of this lies in the avoidance of com-
plex calculations in situations that do not sup-
port such calculations--either because the agent
is incapable of them in any case (cf. Cherniak,
1986) or because the pragmatic constraints im-
posed by the agent’s set of goals and current en-
vironment does not allow for them.

Of course, adopting a subnormative qualita-
tive reasoning process increases the danger of
making an inferential error. In order to manage
this danger, the threshold a for acceptance needs
to be taken seriously. Not only should it apply
to hypotheses as they are accepted, it should in
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principle be re-applied at each inferential step.
Yet, this apparently makes no sense: a is a prob-
ability, so how can a probability be calculated for
the conclusion during a qualitative inference? If
we knew the probability of the qualitative infer-
ential conclusion directly, then we wouldn’t need
to perform the qualitative inference in the first
place: we could apply the acceptance principle
directly to the conclusion. If we are suspend-
ing probability operations for pragmatic reasons,
then we must assume we cannot directly calculate
the probability of the conclusion. Nevertheless,
we can apply heuristic constraints on the depth
of our qualitative inference chains. A simple, but
useful, heuristic would be to not allow the depth
of qualitative inference to exceed n where/~n < a,
if say fl is the smallest actual probability of any
directly accepted hypothesis and a is the small-
est probability we are willing to tolerate of any
conclusion.

tic acceptance has as its purpose must be, and
can be, constrained by the probabilities them-
selves. (This is the proper sense of inferential
scope that Etherington, et al. 1991 are edging to-
wards.) (2) The pragmatic context must call 
acceptance, before the acceptance rule is used. If
there is no need for acceptance, then normative
inference should take precedence. In this regard,
there are situations where acceptance must not
be employed: particularly, where the problem is
whether or not to take an explicit bet it makes
no sense to accept an alternative qualitatively,
for the issue at hand is precisely one which de-
mands probabilistic reasoning. (3) Bayesian ac-
ceptance constituting a part of an inductive rea-
soning agent, we must be prepared for situations
where errors are made and discovered; that is,
the agent must be able to perform sophisticated
belief revision in a hybrid belief system, including
the retraction of previously accepted statements.

Pragmatic Constraints

As I have made clear, the probabilistic threshold
for acceptance must be sensitive to the particular
problem-solving context within which the subse-
quent qualitative reasoning is to take place; in
particular it must reflect the cost of error and the
resource constraints that apply to the problem-
solving activity. This implies the relevance of a
variety of pragmatic concerns that may not be
immediately apparent, including:

Triggering conditions: we do not want to waste
resources worrying about the acceptance of any-
thing that comes along. What is accepted must
be needed for solving a problem pertinent to
achieving some goal.

Cognitive limitations: The resource and repre-
sentational limits that the agent has ought to be
reflected in the reasoning strategies it adopts.

Embodiment: The fact that reasoning agents
have physical bodies of certain kinds and exists
within certain environmental and social situa-
tions should have a pervasive impact upon cog-
nition, particularly via the goals it adopts and
in the selection of problems it would choose to
attempt to solve.

Conclusion
Bayesian acceptance theory must acknowledge
the following constraints: (1) As we have just
seen the qualitative inferences that probabilis-
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