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Abstract

Making manufacturing systems more robust i.e.
able to carry out their function under the pres-
ence of faults, is an issue of paramount importance.
This issue involves on-line real-time detection of
faults, diagnosis of faults, and recovery from the
faults. In this paper we present a methodology
that is able to generate practical and efficient so-
lutions to this problem. Our methodology is avail-
able as part of IPCS, which is a software package
used for generating on-line real-time applications
for large-scale plants.

The basic fault modeling methodology enables
a user to specify probability and time weighted
causal relationships between equipment and pro-
cess failure-modes. Fault detection is specified in
terms of violation conditions for alarms and alarm
failure-mode associations. Polynomial complexity
graph algorithms enforce structural, probabilistic,
and temporal constraints on the fault model and
the set of ringing alarms for generating a diagno-
sis.
The methodology enables a user to model multiple
fault recovery strategies. These range from explicit
operator messages to switching to backup equip-
ment to complex restructuring strategies. The last
kind may include operating parts of a plant at a
lower production rate and/or changing control and
monitoring strategies.
A key benefit in using this methodology is the
facility to reuse generic fault models and recov-
ery strategies. Another major benefit is hierarchi-
cal model specification, which helps in managing
model complexity. Benefits of IPCS include graph-
ical model building, multiple modeling paradigms,
object-oriented technology, and automatic applica-
tion generation. IPCS has been used to generate
real-time diagnostic and recovery applications in
chemical and power generating plants.
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INTRODUCTION

Many manufacturing plants operate under tight bud-
get constraints and have to satisfy increasing produc-
tion demands. Faults and subsequent lost uptime nega-
tively impact the bottom line; hence a system that can
detect, diagnose and recover from faults becomes a vital
need. In this paper we present a practical methodology
aimed at generating diagnosis & recovery applications
for large-scale plants.

The issue of generating diagnosis & recovery appli-
cations raises many interesting and complex problems.
Fault detection, fault diagnosis, and recovery from di-
agnosed faults so as maintain production schedules are
the problems that we think of at first glance. A common
requirement for solving these problems is that they be
solved in real-time. This brings up all problems asso-
ciated with real-time such as nonmonotonicity, contin-
uous operation, asynchronous events, interface to ex-
ternal environments, uncertain or missing data, high
performance requirements, temporal reasoning needs,
and guaranteed response time [5]. Fault detection in-
volves developing models of normal plant behavior and
establishing violation criteria. An issue that is common
to fault detection and fault diagnosis is the optimal al-
location and placement of sensors to monitor plant be-
havior. Fault diagnosis raises problems of single and
multiple faults, propagated faults, sensor failures, feed-
back loops, different phases of plant operation, active
and passive operation, time/resolution trade-offs, and
forewarning [4]. Fault recovery involves issues such as
planning, restructuring monitoring & control, and re-
scheduling operations.

Plant engineers attempt to tackle these problems by
building multiple models: models of plant behavior,
plant monitoring models, models of faults in plants,
and recovery strategy models. This raises the issues of
first specifying complex models and later of maintain-
ing (i.e. testing & validating, and constantly improv-
ing) the complex models. Since a lot of time is spent
in specifying and maintaining these models, it makes
sense to make these models as generic as possible, so
that they can be reused in another application for the
same and/or different plant.
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For a methodology to be practical for usage in large-
scale plants, it obviously has to address and satisfy the
problems mentioned earlier.

IPCS
Our methodology is available as part of IPCS (Intelli-
gent Process Control System) [4] [3], which is an object-
oriented model-based programming environment for de-
veloping sophisticated monitoring, control, simulation,
and diagnostics & recovery applications. The goal of
IPCS is to provide an easy-to-use environment which
can be employed by engineers with little software engi-
neering experience. IPCS achieves this through the use
of various models: these models are specified by an engi-
neer, and IPCS creates an executable application from
them automatically. We call this method model-based
program synthesis and it has found its application in
many areas [1] [2].

The models that the process engineer can create using
IPCS are capable of describing various things using the
following modeling paradigms:

1. Processes (i.e. functionalities) in the plant,

2. Equipment (i.e. the hardware) of the plant, and

3. Activities (i.e. computations) which implement the
desired monitoring, control, simulation, and diagnos-
tics & recovery functions.
With the process and equipment models one can de-

scribe what is known about the plant, while the activ-
ity models are good for modeling the software functions
that need to be implemented.

Models are presented in the form of various diagrams,
and stored in an OODBMS. The models use various
organizational principles, including:
¯ Hierarchy: models represent entities on various levels

of abstraction, or composition,

. Multiple Aspects: when a model is presented it is
shown always in a specific view which displays only
the relevant objects of that view.

¯ References: models can contain references to other
models.

The application of these modeling principles makes pos-
sible the creation of very complex models.

In Process Models (PM) the plant’s functionalities
are represented in the form of the following views:
(1) hierarchical process flow sheets, (2) mathemati-
cal models (equations), (3) failure-propagation graphs,
(4) discrete states and state transitions, and (5) 
cess/equipment associations. The last one is an ex-
ample for references in models: a process may contain
references to equipment models which describing the
hardware needed to realize of the functionality defined
by the process.

In Equipment Models (EM) the plant’s equipment
is described using the following views: (1) equipment
structure, (2) discrete states and state transitions, and
(3) anticipated equipment faults.

In Activity models the following model categories
are available: (1) algorithmic (for user-defined subrou-
tines and libraries), (2) timer (for clock-related 
poses), (3) simulation (for doing real-time simulation),
(4) external interface (for communicating with external
datasources), (5) operator interface (for communication
with the plant operator), and (6) compound. The first
four are primitives (in the sense that they do not con-
tain other activities), while the sixth contains other
activities. Primitive activities are essentially dataflow
blocks, which include a computation to be scheduled
when input data is available. The scheduling policy is
implemented by the run-time support system of IPCS
which is based on the Multigraph Computational Model
(MCM) [2]. The MCM is a macro-dataflow platform
independent kernel that allows IPCS applications to
run on distributed heterogeneous computer systems.
Compound activity models are essentially hierarchical
dataflow diagrams.

The power and practical applicability of IPCS is
greatly enhanced by the use of references to process and
equipment models inside of the activity models. For
example, a process model specifies an equation which
models a process, and there can be a simulation ac-
tivity model that uses this equation as part of a com-
plex simulation. If the process model changes, activity
models (the software which uses them) will automat-
ically change; and an error will be flagged if the user
attempts to run an inconsistent application.

IPCS can be used for creating highly reusable mod-
els. For instance a process model of a distillation col-
umn can be developed and refined, and stored as a type
which can be re-used at many places in a plant hierar-
chy. Model types can be stored in a separate database,
thus forming a library of types, which can be distributed
among plants of a corporation. An engineer can either
use the model type as it is, or can make its own modified
version of it.

IPCS is implemented as follows. A graphical model
editor utility provides a visual programming environ-
ment for building models. The use of graphics is not
exclusive: whenever it is reasonable text is used (e.g.
equations). An integrator tool facilitates the creation
of executable application programs which are built from
the models. These executables contain : (1) model in-
terpreters (to create the run-time objects from models),
(2) special run-time support modules (e.g. equation
solver, diagnostics reasoning engine), and (3) the Multi-
graph Kernel (for implementing the low-level scheduling
paradigm), and (4) external data interfaces, and (5) 
graphical operator interface.

FAULT DIAGNOSTICS
We have developed a generic fault modeling and diag-
nosis methodology, and the reader is referred to [4] for a
more detailed discussion. A brief summary is presented
here.

Fault modeling commences by decomposing plant
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Figure 1: Fault Model

functions to generate a process hierarchy, and plant
structure to generate an equipment hierarchy. A pro-
cess in the process hierarchy has failure-modes that rep-
resent violations of its normal behavior. A fault propa-
gation graph can be specified, and it represents a causal
relationship amongst process failure-modes. A fault
propagation is weighted by a fault propagation proba-
bility and a fault propagation time interval. An equip-
ment in the equipment hierarchy can have failed-states.
Fault propagations can also be specified from equip-
ment failed-states to process failure-modes. Alarms,
which are generated from sensor values using suitable
algorithmic activities, can be associated with process
failure-modes. An ON alarm triggers the diagnostic
reasoning engine, and it uses current ON alarm infor-
mation and structural, probabilistic, and temporal con-
straint enforcement upon fault models to generate a di-
agnosis. An example fault model is shown in figure 1.

Some additions to the fault modeling and diagnosis
methodology are :-

¯ Forewarning of critical process failure-modes.

¯ Fault sources can be equipment failed-states and/or
process failure-modes.

¯ The diagnostic engine can generate a specific event
for each diagnosed fault source. These events often
serve as inputs to fault recovery strategies.

¯ Facility for explicitly modeling redundant equip-
ments, and explicitly modeling finite-state machines
for activating redundant equipments.

¯ Logs for current ON alarms and alarm event history.

Most of these additions were done in order to facilitate
the specification and implementation of fault recovery
strategies. A fault recovery strategy needs to know on a

timely basis the id’s of the fault sources, and what may
happen in the future, and also the status of backup
equipment should it decide to make a switch.

The main fault diagnostics algorithms have also been
optimized with regards to their execution time. It is
also possible to dynamically change fault propagation
probabilities and time intervals of any fault propagation
link. This was done in order to handle switching from
one phase of plant operation to another, for example
switching to a higher production rate. Hence fault prop-
agation parameters can always be re-calculated when-
ever the need arises, and all possible propagations with
all possible parameters do not have to be entered into
the fault model.

This fault modeling & diagnostics methodology has
been used to generate diagnostics applications for power
generation plants, chemical plants, and aerospace vehi-
cles. This methodology works well with complex and
multiple source of data by rapidly reducing volumes
of information to significant results. Hence we feel
that this methodology represents a generic and practi-
cal choice for addressing diagnostics problems in large-
scale plants.

FAULT RECOVERY
Fault recovery is an extremely complex problem be-
cause it requires effective solutions in the areas of plan-
ning, reconfiguration, and re-scheduling. Unlike our ap-
proach to the problem of fault diagnostics, we did not
choose to design a generic fault recovery methodology
that is able to provide a unified representation for plan-
ning and reconfiguration and re-scheduling. Instead; we
developed IPCS to be open-ended in terms of being able
to provide additional modeling concepts, and provided
enough mechanisms within IPCS to be able to generate
complex fault recovery applications.

Some of the different kinds of responses that can be
developed are :-

¯ Initiating actions based on an algorithmic activity,
i.e. a special purpose piece of code.

¯ Switching to backup equipment.

¯ Reconfiguring control & monitoring strategies.

The finite-state modeling concept is the basic build-
ing block for switching to backup equipment and re-
configuring control & monitoring strategies. Users can
describe different states and transitions between them,
and can specify the actions to be taken in case a state
transition occurs. For example (refer figure 2), a plant
may have a pump A and a backup B, and the states can
be Normal-Operation (pump A operational), Backup
(pump A faulty, pump B operational), and Inopera-
tional (pump’s A & B faulty). The transition condi-
tion from Normal-Operation to Backup is pump A di-
agnosed faulty, and from Backup to Inoperational is
that both pumps A & B are faulty. When a transition
is made from Normal-Operation to Backup, the action
taken is to switch to the backup pump B. Similarly,
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Figure 2: State Machine Figure 3: Material Balances on a section

control & monitoring strategies can be switched to dif-
ferent ones upon changes in the state of a process.

Currently the user can take advantage of the various
model building facilities provided by IPCS in order to
build generic activities for switching to backup equip-
ment and reconfiguring control & monitoring strategies.
The diagnostics engine provides enough information in
terms of diagnosed fault sources and forewarned failures
(including earliest times of failure and forewarning); 
be able to validate various generated actions from the
viewpoint of 1) is there sufficient time for the chosen
recovery strategy & 2) are there sufficient non-faulty
equipments to guarantee the execution of the chosen re-
covery strategy. However more tools and concepts have
to be provided to users so that they can build com-
plex plant-wide recovery strategies. We are currently
working on extending our methodology to include more
formal means of describing planning activities, resource
constraints, reconfiguration activities, and scheduling
activities.

EXAMPLE

We present a real-life application developed for a world-
scale polyester intermediates manufacturing plant. The
problem is validating flow and level sensors, i.e. diag-
nosing faulty sensors and predicting the actual readings
of diagnosed faulty sensors. Multiple interlocking ma-
terial balances serve as the basis for fault modeling. An
example of material balances on a section is shown in
figure 3. This section consists of a distillation column
with its overhead feeding a tank. Three material bal-
ances are derived from this section (based upon the law
of conservation of mass, and assuming that there no
leaks in the section) :-

1. Balance B1 is F1 = F2 + F3.

2. Balance B2 is F1 = F2 + ALl + F4.

3. Balance B3 is F3 = ALl + F4.

The flow sensors F1, F2, F3, F4, and the level sen-
sor L1 are modeled with each having a "faulty" failed-
state. Violation of balances B1, B2, and B3 are mod-
eled as process failure-modes (BV1, BV2, & BV3).
Fault propagations are modeled from the "faulty" fault-
state of each sensor to each of the balance violation
failure-modes, if that sensor participates in that bal-
ance. For example, fault propagations are modeled
from the "faulty" failed-state of flow sensor F1 to the
balance violation failure-modes BV1 and BV2. Each
fault propagation is weighted with a 100 probability,
and a [0,sampling-rate] time interval. Instances of the
same type of algorithmic activity are used to monitor
each balance, and flag an alarm if a balance is violated.
These alarms are associated with their respective bal-
ance violation failure-modes. Once a sensor is diag-
nosed to be faulty, a prediction of its true reading is
made in terms of a range; from all its associated bal-
ance violation residuals and readings of other non-faulty
sensors.

The real-life application has 10 material balances
and 35+ sensors. Additionally, each sensor is modeled
as having failed-states "read-hi", "read-lo", "stuck-hi",
"stuck-lo", and "stuck". Additional failure-modes and
alarms are used to select between these failed-states.
The results are communicated to the operator, and will
also be communicated to the plant’s DCS. Calculations
based upon these sensor readings are now modified to
include a correction factor that is determined from the
predicted values. This application has already diag-
nosed at least 3 faulty sensors, and it and similar ap-
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plications have the potential of saving this plant 0.5
million $ per year. We are the process of making this
application available as a set of generic algorithmic ac-
tivities that can be instantiated for a set of material
balances, and can configure themselves from an ascii
file that contains the relevant information about these
material balances.

CONCLUSIONS
Our methodology is practical for generating diagnosis
and recovery applications in large-scale plants for the
following reasons :-

¯ A generic methodology is present for addressing diag-
nostics problems. Applications generated using this
methodology have been used for diagnosis in power-
generation plants, chemical plants, and aerospace ve-
hicles. These applications have accurate and timely
diagnosis information from a large and complex data
set.

¯ Multiple means of specifying recovery strategies are
available as part of this methodology.

¯ This methodology encourages and supports multiple
modeling paradigms including object-oriented model
development. Models are hierarchical in nature, and
can have multiple views, and can be reused in other
applications.

¯ This methodology is available as part of IPCS, and
benefits of IPCS include object oriented technol-
ogy, graphical model building, automatic application
generation, open architecture, C++ implementation,
and a real-time kernel.
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