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Abstract

When agents devise plans for execution in the real
world, they face two forms of uncertainty" they can
never have complete knowledge about the state of the
world, and they do not have complete control, as the
effects of their actions are uncertain. Most of the
approaches for planning under uncertainty avoid
explicit uncertain reasoning by devising methods to
render plans less rigid and less dependent on the exact
state of the world. We believe that a planning
framework should explicitly represent uncertainty. We
develop a probabilistic representation for states and
events, based on belief nets. We define conditional
belief nets (CBNs) to capture the intrinsic relationships
among entities in the environment, and the
probabilistic dependency of the effects of an event
upon the state of the world. CBNs can be interpreted to
represent causal relations in a more profound way than
belief nets. We present a simple projection algorithm to
construct the belief net of the state succeeding an
event. We discuss how the qualitative aspects of belief
nets and CBNs make them more appropriate than other
probabilistic representations for the various stages of
the problem solving process, from model construction
to the design of planning algorithms.

1 Introduction
Real-world planning poses special challenges which
early planning systems did not fully confront.
Typically, the domain models upon which real-world
planners must rely reflect incomplete and inaccurate
understanding of the domain’s ontology, the objects
and events in terms of which to describe domain
states, and its dynamics, the underlying principles
that define object-event relationships such as
causality in the domain. Due to such inherent
limitations of scope and accuracy, real-world
planners must cope with substantive uncertainty as
they reason about actions and formulate plans.
Reasoning about actions in the real world must deal
adequately with uncertainty about past, present, and
future states of the world including uncertainty about
the occurrence of particular events, the preconditions
upon which they may depend, and the consequences
which they may yield. These challenges are
exacerbated by the reliance on imperfect sensor

information and the uncertainties introduced by the
potential actions of other agents.

Early planning systems, e.g., STRIPS (Fikes and
Nilsson, 1971) and NOAH (Sacerdoti, 1975)
presumed availability of a complete, accurate domain
representation and, consequently, produced plans that
would readily fail as a result of inadequacies in the
domain model relied upon to make planning choices.
Several approaches emerged as planning researchers
began to address the challenges of uncertainty.
Replanning advocates the repair of the plan when
differences between the internal model and the
external environment are detected. Some systems
interleave planning and execution of partial plans.
So-called reactive planning methods avoid some or
all planning deliberation by relying upon a set of
simple, pre-compiled behaviors that are activated in
response to immediate sensory information.
Conditional planning provides an intermediate
approach in which alternative plans are prepared for a
small number of uncertain contingencies. These
approaches to planning under uncertainty do not
represent uncertainty explicitly. They devise
workarounds to reduce the negative impact of
uncertainty on the quality of plans, but none reasons
about uncertainty.

So far, only a few attempts have been made to
integrate uncertainty representation and reasoning
techniques--and in particular, probabilistic
reasoning--into planning. Markov chains are used
by Dean et al. (1993) to depict a sequence of possible
actions. Kanazawa and Dean (1989) use influence
diagrams similarly to Markov chains, without
exploiting their structure. Several efforts focus on
the design of specialized projection algorithms (e.g.,
Dean and Kanazawa, 1989; Hanks, 1990; Drummond
and Bresina, 1990). Most of these approaches
represent uncertainty probabilistically. However,
Chrisman (1992) rejects Bayesian probability 
favor of Belief functions for representing states and
action effects. These probabilistic approaches
contrast strongly with the more classical AI
approaches in an effort to deal with model
incompleteness and uncertainty. For example,
transition matrices provide a complete representation
for events’ effects and readily support probabilistic
temporal projection. Nevertheless, such techniques
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pose extreme challenges. On the practical side, a
daunting amount of assessment may be needed to
construct a complete representation such as a Markov
transition matrix. Perhaps more importantly, it
remains unclear how, if at all, these methods can be
incorporated into anything like conventional planning
techniques.

In contrast, our approach to planning under
uncertainty alms to incorporate a suitable treatment
of uncertainty within a more conventional overall
planning process. As a first step in this research we
have focused on how to represent actions as operators
that probabilistically transform states by specifying
probabilistic relationships among their descriptive
elements. Our approach derives from the rather
classical premise that efficient modeling and
planning require a representation that distinguishes
descriptions of world states from the consequences of
specific actions and events. In particular, the
approach described below supports the classical
notion that planning decisions are choices among
alternative actions that are evaluated in terms of their
projected consequences as a function of their
preconditions. In particular, our representation
supports efficient projection algorithms.
Furthermore, to promote intelligent planning
deliberation such as goal-regression, our scheme
explicitly describes the direct effects produced by
actions. Finally, our action representation combines
qualitative and quantitative description in order to
support reasoning under uncertainty in the context of
more conventional qualitative methods for reasoning
about action.

2 Modeling World States
The following example will motivate our
presentation of this research: a robot is secretly
attempting to fetch an object from a room in the
WhiteWaterGate office building. The robot must
avoid detection. It has a partial description of the
object, including its location, size and weight. Upon
locating the object, the robot is now reasoning about
picking it up, but since it must accomplish the task
without being detected, it also must assess the
possibility of activating an alarm. Thus, the
appropriateness of the pickup action depends upon
the robot’s model of the state of the world when the
action is attempted, and its model of how the action,
if undertaken, might affect critical distinctions1 in the
world model.

Since the robot is uncertain about most aspects of
the environment and the exact effects of actions, a
probabilistic representation is called for. One
possible approach would be to model the robot’s
situation as a probability distribution over all the
possible states, with a conditional probability

distribution for the states that may result from
executing the action. An action is, thus, represented
by a state-transition probability matrix. However,
this representation technique hides important
qualitative information about relationships in the
world model that may be important to planning. A
representation that provides explicit information
about independence and conditional independence
among distinctions in the model can make
descriptions more compact and expressive while
helping to improve efficiency of inference
algorithms. We, therefore, represent world states by
belief nets (Pearl, 1988) which depict the
factorization of a joint probability distribution in
terms of such independence relations:

Definition 1: Let P be a joint probability distribution
over a set of distinctions. Let G be a directed acyclic
graph (dag) (D, R), where D is a set of nodes 
correspond to the distinctions2, and R is a set of
directed arcs. Let (dl ..... (In) be a node ordering
consistent with G, i.e., if (di, di)eR then i < j. Let
rt(d) be the set of predecessorgof node d in G: rt(d) 
{ceD I (c, d)eR}. Then, we say that G is belief net
for the joint distribution P if for every node dieD,
P(dil dl ..... di-1) = P(dil ~(di)). We often attach 
conditional probability distribution P(dil rt(di)) 
the node di and view the net as representing P.

The belief net in fig. 1 shows that the robot has
some prior information about possible size and
location of the object, and believes that object weigh
is related to size. (I.e., information about one of
these features provides information about the other.)
However, both these features are independent of
(provide no information about) the object’s location.

Figure. 1
The alarm has three independent sensor sources--
light, sound, and motion. The robot believes that the
value of each of these causally affects the alarm
activation level. Also, the chance of being
discovered (denoted by the node "oy vey" in our

1A distinction is a predicate or a random variable
describing some property of the task domain.

2For this discussion, we need not distinguish between a net
node and the model distinction it represents.
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diagram) is believed to be related to the probability
of alarm activation.

Several aspects of belief nets deserve mention.
First, the most important qualitative information
conveyed by belief nets lies in the arcs that are
missing, i,e., in the net’s independence assertions. In
the figure, one can readily see the independence of
object location from all other distinctions and
independence among the alarm sensors. This can be
seen without examining quantitative information
about the joint distribution. Second, arcs do not
necessarily imply causality. Some arcs may be
reversed without affecting the rest of the net (e.g.,
between object size and weight). In fact, any arc can
be reversed, with possible modifications to the rest of
the net (Shachter, 1986). Third, a node may be 
deterministic function of its predecessors (e.g., the
alarm is activated if, and only if at least one sensor is
on), but generally, a node remains probabilistic even
if predecessor values are known (e.g., the robot may
not be discovered even if the alarm is activated).

3 Introducing Conditional Belief Nets
A belief net represents the relationships between
distinctions within a particular world state. Effective
reasoning about action requires that we understand
and represent contingent relationships that extend
beyond any specific state. These relationships are
inherent in the environment or the system we model,
and we can use them to achieve goals (e.g., to induce
rain we can seed clouds), and to beware of
undesirable side effects (e.g., if we make noise, we
might trigger the sound sensor).

The knowledge that characterizes invariant
relationships in an uncertain system or environment
is best described by conditional probability
distributions (in much the same way that dynamic
systems are described by differential equations).
These conditional relations are contingent upon
inputs whose distribution may not be known at
modeling time. For example, we do not know the
status of the sound sensor in general, but we may
know the conditional probability of alarm status
given sensors’ status, and this conditional relation
holds for every possible state of the world.

We, thus, introduce a new representational
device--a conditional belief net (CBN)--to depict
these contingent, but invariant relations. A CBN is a
partially specified belief net in which some nodes
carry no probabilistic information. Only their range
of possible values need be specified. A CBN
represents a conditional probability distribution over
one set of distinctions given specific values in some
other set:
Definition 2: Let G be a dag (D, R), where D=CuE,
Cc,~E=I3, and R g (CUE) x E. Then, G is 
conditional belief net (CBN) representing the
conditional distribution P(E I C) if for every node
ei in E, P(ei I C, el ..... ei-1) = P(ei I rt(ei)) for 

consistent node ordering (C, el ..... en). Note that
the order of the nodes in C is not important.

We refer to contingent environmental relationships
as an environment model. We represent the model by
a CBN that constrains the distinctions in E by
providing the probability distribution P(E I C). This
distribution is assumed to hold in every world state.
The model does not constrain (because it does not
specify) the joint probability distribution of the
distinctions in C. These distinctions represent the
degrees of freedom in the environment, or the
independent variables of the system we model.

The graphical representation of a CBN is nearly the
same as that of belief nets (only that nodes in C may
not have incoming arcs). The environment in which
our robot operates is, therefore, modeled by the CBN
that corresponds to fig. 1. The set C consists of object
size, object location, and the three sensors. Marginal
probabilities of these distinctions are not specified.
The set E consists of the other distinctions in the
graph.

An environment model is transformed into a world
state model by adding a probability distribution for
the nodes in C. This transforms a CBN into a belief
net, from which we can derive the marginal
probability of all the nodes in the net. The analogy in
dynamic systems is that of boundary conditions,
whose specification permits one to calculate the state
of the system at all times. We say that a world state
model W is consistent with an environment model V
if all the conditional probabilities specified in V are
valid in W.

4 CBNs and Causality
The meaning of arcs in a CBN transcends the
probabilistic semantics given them in belief nets3.
One important relationship to model is that which
most people would term as causal, the relation on
which prediction is often based. It is unreasonable,
and sometimes impossible, to reverse the direction of
contingent causal information. So, while a system
designer may readily assess the probability that the
alarm sounds given that thesound sensor is triggered,
she may not be able to assess the probability that the
sound sensor is triggered given that the alarm is
activated. Her understanding of system interactions
is in terms of directed causal links, which can be
reversed only in a specific context.

How do CBNs capture these characteristics? CBNs
represent only conditional information, i.e.,
influences, or directed relations. The direction of a
C--->E arc in a CBN can be thought of causally: it
reflects the only direction in which we can make
predictions (or causal inference, in the language of

3See, however, Pearl (1988) and Geiger et al. (1993) for 
discussion about interpreting the structure of belief nets as
conveying causality assertions.
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Pearl, 1988). These CBN arcs cannot be reversed!
This is a key difference between a CBN and a belief
net. To reverse the direction of an arc, i.e., to
calculate P(AIB) from P(BIA), we need 
equivalent to the joint probability of A and B. In a
CBN, the marginal probability is absent, and
therefore, the reverse conditional probability cannot
be inferred.

The directionality results in uniqueness: two CBNs
with different partitions of D into C and E cannot
convey the same information about the environment.
In particular, an environment model specifying
P(canccr I smoking) is not equivalent to a model that
specifies P(smoking I cancer). Two CBNs are
equivalent if they have the same sets of nodes C and
E, and for each node e in E, P(elC) is the same 
both.

These remarks about the causality implied by
CBNs motivate and substantiate our use of CBNs for
modeling actions, as discussed in the next section.

5 Representing Events and Actions
World state models describe relationships within a
specific state. We now use CBNs to introduce models
of events as state transitions. Given a state of the
world before the event occurs, an event model
defines probabiUstic constraints on the state after the
event.

Before presenting the formal definition of an event,
consider the action of our robot picking up the object.
The robot is uncertain whether the object will end up
in its grasp. Thus, one probabilistic effect of the
action is object location--the object may remain in
the same location (if it is too heavy to lift, say), the
object may fall to the floor (if its size makes it
awkward to carry to the loading bay), or, hopefully,
the object’s new location may indeed be the robot’s
bay. Another uncertain effect is the activation of the
alarm by triggering one of the sensors. Thus, some
distinctions in the model qualify the effects of the
action, while other distinctions are affected by the
action. So, for any model M of event 6, we denote
the set of qualifying distinctions by qualM(G), and the
set of affected distinctions by effM(B). A distinction
can be in both qualM(G) and effM(B).

An event model should specify for every possible
value of qualM(G) a probabilistic model of effM(B)
given the event. Since not all the qualifying
distinctions are relevant to every affected distinction,
we again exploit the benefits of the belief net
representation to emphasize dependence and
independence assertions. However, since the event
effects depend on the values of qualM(G) when the
event occurs, but not on the probability distribution
of these distinctions, we represent an event by a
conditional belief net.

Definition 3: Let the environment be represented by
a CBN over D=CuE as before. A model M of event
B is represented by a CBN over I~F (i.e., no arcs

from F to D, and no probabilistic information for D.)
The set D represents the distinctions in the state
preceding the event, while the set F stands for
distinctions in the state succeeding the event. We
require that F~C for reasons that will become clear
soon. It is natural to associate effM(B) with F, and
qualM(G) with the nodes in D that have an outgoing
arc.

A model of the "pickup" action is given in figure 2.
Shaded nodes in the diagram represent distinctions in
the succeeding state. Only the distinctions of
qualM(G) need be depicted in the preceding state. 
special node marks the action’s name, with outgoing
arcs into the effects. Although this extra node is
redundant, it will prove useful in representing the
combined effects of simultaneous events.

How should we interpret fig. 2? Object location is
affected by the action. Its value in the succeeding
state depends (probabilistically) on its location before
the action and on the object’s size and weight. The
model relates the status of the sound sensor after the
action to its status before the action (if it was on, it
will probably remain on), and to the object location
after the action (since if it falls to the floor, it makes
noise): Note that the alarm activation is not specified
as a possible effect of the action. We clarify this
later.

©

Figure 2

6 State Projection
Temporal projection is about inferring the state of the
world after an event occurs. We now present a
projection algorithm exploiting our CBN-based
representations.

The state that follows an event depends, in general,
on the model W of the preceding state, and on the
model M of the event. The first step in projecting the
succeeding state is to build a combined model (W;M)
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that describes both the preceding and the succeeding
states, and the relations between them. A belief net
that represents the combined model is constructed by
the following steps:

a) Start with the belief net G=(D, R) that
corresponds to the state model W.

b) Augment the net by adding the CBN over
DuF that corresponds to the event model M:
The nodes D in the CBN coincide with the
nodes of the net G, while the nodes in F are
added as new nodes, and they inherit their
probabilistic information (their arcs) from the
CBN.

c) Let F’ be the distinctions in D that correspond
to F (i.e., the distinctions in the preceding
state affected by the event.) Let K.~D be the
set of children ofF in G: K----Uf~F.
children(f) - F, where children(f) are nodes
to which there exists a directed path in G
from f. The nodes in K are duplicated, so
that a new copy of these nodes is added to
the net~ The new nodes carry their
probabilistic information (their incoming
arcs) from the net G. Whenever possible,
these arcs originate from a new copy of a
node, i.e., from the succeeding state.

Figure 3

Figure 3 depicts the combined net for the pickup
action. Starting with the net in fig. 1, the nodes in F
(object location, sound and motion sensors) are
added shaded, with their incoming arcs. Then the
nodes in K (alarm, oy vey) are added shaded,
with their incoming arcs originating from shaded

nodes, if possible. For example, the alarm node has
two incoming arcs from shaded nodes, but the arc
from the light sensor node comes from the preceding
state.

We can project the succeeding state from the
combined net by computationally removing all the
nodes in D (in the preceding state) that have a new
version (in the succeeding state). The node removal
algorithm (Shachter, 1986) assures that the
probability distribution of the remaining nodes is
consistent with the agent’s beliefs. We also remove
the node carrying the event name to derive a new
belief net, whose nodes match the distinctions in D.
The new net encodes the probabilistic relationships
between distinctions in the succeeding state.

Fig. 4 depicts the model of the succeeding state for
our example, denoted by (W>>M). Note that the
shaded nodes now represent the distinctions that are
directly or indirectly affected by the action.

Figure 4

The process of constructing the model in fig. 4
from the model of the preceding state and the model
of the event illustrates one of the main advantages of
our representation scheme. It clearly separates
uncertainty in the underlying world model from the
uncertainty about effects of actions. We combine
both to project the succeeding state.

We now show that our projection algorithm
generates consistent state models:

Theorem 1: Let W be a world state model consistent
with the environment model V over CuE, and let M
be a model of the event B over D~F. Then, (W>>M) 
consistent with V.

Proof: Consistency with V is determined by the
conditional probability of the nodes in E. Since the
event affects only distinctions in F_C, all the
distinctions in E carry their conditional probabilities
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from W to (W>~M), whether a succeeding-state node
is created for them or not. Therefore, if W is
consistent with V, so is (W>~M).

7 Uniqueness of Event Models
We now discuss how event models are generated,
what constraints they obey, and to what degree they
are unique. As noted earlier, while transition
matrices are a precise and unique representation of
the probabilistic effects of an event, they are also
inefficient and opaque in lacking important
qualitative information. However, when we switch to
a more concise representation, questions of
coherency and uniqueness arise.

The issue of uniqueness arises if we look more
closely at how experts would construct event models.
Before probabilities are assessed, experts identify
distinctions affected by an event and how these
¯ effects are qualified--i.e., they specify effM(fl) and
qualM(G). Different experts may come up with
different sets of interest. One model may have all the
alarm sensors affected by the pickup action, another
model may assert that the action affects alarm
activation as well, while a third model might suggest
that object weight influences the motion sensor. The
reason for multiple models is that some modelers fail
to adequately separate genuine effects of an event
from additional, indirect effects, that result from
invariant relationships in the environment. However,
if all the suggested models are correct, they can be
used interchangeably. We say that event models L
and M are equivalent, if for every world state model
W they predict the same succeeding state, i.e., the
models (W>>L) and (W>>M) have the same joint
probability distribution,

We imposed the restriction that any model M of an
event B must satisfy effM(g) ~ C, i.e., the affected
distinctions are ’free’ in the environment model. The
following theorem shows that this syntactic
restriction does not constrain the expressiveness of
event models. Rather, it serves to validate the
completeness of the environment model.

Theorem 2: Let V be an environment model over
CuE, let M be a model of event B, and let eeeffM(B)
be in E (i.e., not in C). Let M’ be identical to M but
with effM’(B)=effM(B) - e. Then either M and M’ 
equivalent, or M is inconsistent with V.

Proof: If M specifies a conditional probability for e
that is identical to the conditional probability of e in
the environment model, then e can be omitted from
effM(B). For the resulting model M’, the projection
algorithm guarantees that e retains this distribution in
the succeeding state, making M’ equivalent to M.
Otherwise, there exists a world state model W for
which the conditional probability of e in (W>>M) 
inconsistent with the environment model. Since e is
in E, this implies that M is inconsistent with V.

The restriction that an event cannot directly affect a
distinction, e, whose distribution is specified in the
environment model has modeling implications. If a
need arises to model such an effect, then the
environment model is not complete, as it ignores a
possible way to affect e. For example, if the
environment model specifies P(grass_wet I rain), and
we identify a way to affect the wetness of the grass
by turning the sprinkler on, we can conclude that the
environment model is incomplete, as it neglects the
influence of sprinkler on grass wetness. The model
should have specified P(grass_wet I rain,sprinkler).

The above restriction removes possible redundancy
in the specification of effects. The following theorem
constructs a minimal model with respect to the
qualifying arcs:

Theorem 3: Let {Mi} be a set of equivalent models
(D~F, Ri) of event 6, whose CBNs are consistent
with the same node ordering. If all the probability
distributions are strictly positive, then there exists a
model M (DuF, R), equivalent to all Mi, such that
Vd~D Ve~F (d,e)~R iff (d,e)ERi for all 

Proof: Let (D, el ..... en) be a node ordering
consistent with all models, and let hi(e) be the set 
predecessors of e~F in model Mi. For every ej~F,
model Mi asserts that ej is independent of
(C, el ..... ej-1)-ni(ej) given ni(ej).
Let n(ej) = ni rti(ej). Using the intersection property
of conditional independence in strictly positive
distributions (Pearl, 1988, p. 84), we conclude that 
is independent of (C, el ..... ej_l)-n(ej) given n(ei’).
We can therefore construct a model for the same
event, in which the predecessors of e are n(e), i.e., the
intersection of its predecessor sets in all models. The
arc set of M is, therefore, the intersection of the arc
sets of the given models, as required.

Corollary: qualM(G) = rai qualMi(B).

The theorem isolates the minimal set of distinctions
that qualify each affected distinction, while the
corollary summarizes the information over all the
affected distinctions. The minimal model tends to
capture the essential features of the event--the
precise relations between its preceding and
succeeding states. While the choice of model is
theoretically irrelevant for projection, the minimal
model expresses more knowledge about the true
nature of the event than any non-minimal model.

We have required that models be consistent with
the same node ordering. We believe that this
restriction can be relaxed, and we hope to be able to
do that in the near future. The restriction to strictly
positive distributions is needed to eliminate non-
informative distinctions from the models. It can be
justified for real-world models, where absolute
certainty is absent. For example, we can model the
alarm activation as a deterministic function of the
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sensors, but a malfunction can cause the siren to
sound even if none of the sensors is triggered.

8 Summary and Discussion
We have presented a scheme for modeling the states
of an environment and the effects of events on such
states in a probabilistic fashion. We use belief nets to
represent world states, and conditional belief nets
(CBNs) to represent the environmental contingencies
such as causality and the consequences of events’
occurrence. Our representation scheme enjoys
advantages of qualitative modeling and the precision
of quantitative models. The representation supports
efficient projection and prepares for intelligent
planning by emphasizing the properties and the
structure of states.

Our scheme differs from those using Markov
chains and transition matrices by explicitly depicting
the structural relations of dependence and
independence in a modeled environment. Such a
representation relating properties of the world in
successive states provides more flexibility to the
reasoner than a global map among states.

Our work is influenced by the classical action-
representation schemes such as STRIPS (Fikes and
Nilsson, 1971) and the situation calculus (McCarthy
and Hayes, 1969). Like STRIPS, our action/event
representations depict the relationships among
preconditions and effects, though we relate them
probabilistically. STRIPS suffers from the need to
explicitly specify the truth value of all formulas that
could possibly be affected by an operator. Attempts
to eliminate the problem allow a set of basic formulas
to appear in add/delete lists, from which all other
formulas are calculated. Our approach is similar:
event models may affect only the "free" distinctions
in the environment, while all other distinctions are
conditioned upon the free ones, and cannot be
affected directly.

Using the situation calculus one can relate, by
means of the explicit state variables, the properties of
any two states. STRIPS and our framework allow
only the properties of the states preceding and
succeeding an event to be directly related. The
distinctions in our representation correspond to
propositional fluents in the situation calculus. The
predicate "holds(fluent, s)’ is generalized in our
framework, as we can specify the probability that the
fluent holds for every state. Formulas that describe
the consequences of events in the situation calculus
correspond, in our framework, to CBN event models.

Any scheme similar to the situation calculus suffers
from the frame problem. Our solution to the
extended prediction problem is similar to STRIPS’:
we assume persistence of whatever is not affected,
but we handle indirect effects. Moreover, our
framework addresses the qualification problem by
acknowledging that a model can never exhaust the
qualifying distinctions in the real world, and
therefore, all effects are probabilistic.
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Both STRIPS and the situation calculus have no
provisions for simultaneous events. Using CBNs, it is
easy to identify which events can always occur
simultaneously--those with disjoint effect sets
effM(8). The representation of a compound event 
easily constructed from the models of the individual
events. If the effect sets intersect, the distinctions in
the intersection are exactly those that need to be
remodeled for the simultaneous event.

Our work on this scheme continues. We believe
that the framework will prove appropriate for
decision-theoretic planning, whereby value is
associated with planning goals and maximum
expected value is the criterion for the optimality of
plans. We are now at work to introduce levels of
abstraction into this representation scheme, and to
devise a hierarchical planning algorithm for this
approach.
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