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Abstract

In this paper, we suggest an approach to
multi-agent planning that contains elements
from decision theory. Our method makes use
of subgoals, and derived sub-plans, to con-
struct a global plan. Agents solve their indi-
vidual sub-plans, which are then merged into
a global plan. The suggested approach re-
duces overall planning time and derives a plan
that approximates the optimal global plan
that would have been derived by a central
planner, given those original subgoals.

We consider three different situations (and
their possible combinations). The first in-
volves a group of agents with a common goal.
The second considers how agents can inter-
leave planning and execution when planning
towards a common, though dynamic, goal.
The third examines the case where agents,
each with his private own goal, plan together
to reach a state in consensus for the group.
Finally, we consider how these approaches can
be adapted to handle rational agents.

1 Introduction

Attempts to exploit decision theory within AI have been
mainly concerned with the appropriate way to embed
the powerful concepts of decision theory within the clas-
sic AI planning problem [38, 17, 16, 39, 3]. A central
challenge for these attempts has been the fact that de-
cision theory is concerned with choosing one action at a
time, in contrast to choosing a sequence of actions that
constructs a plan [34, 33]. We are currently investigating
techniques for estimating utilities of intermediate states
in a plan. The framework involves agents that are using
individual plans to derive a global multi-agent plan.

In previous work, we describe three types of multi-
agent planning situations [12, 10, 11]. In the first, a
group of agents has to cooperatively achieve one common
global goal. In the second type of situation, due to time
constraints, execution of the plan is interleaved with the
planning process itself. In the third, each agent has its
own private, individual goal. Our current research also
addresses the possible combinations of these situations

(e.g., a situation in which planning and execution are
interleaved for a group of agents with private goals).

For each of these situations, we described how a global
plan is constructed through the process of incrementally
merging sub-plans. A key element of this merging pro-
cess is the evaluation of alternative expansions of the
global multi-agent plan under construction. Each such
expansion implies one possible multi-agent action. Thus,
if the group of agents is being viewed as a single en-
tity, this choice process directly fits into the classical
decision-theoretic approach. However, since individual
agents in the group may have different utility functions,
a key question is how to aggregate these functions so as
to determine the global utility.

The simplifying assumptions that were made in our
previous work allowed the use of specific evaluation
methods to achieve some desirable properties from the
overall process. The objective of our current work is to
generalize our previous approach by employing a more
complete decision-theoretic approach.

2 The Basic Scenario

The scenario we are considering subsumes all the sit-
uation types mentioned above. It involves a group
Jt-- {al, ...,a,,} of r~ agents. Each agent may has its
own goal (gi). These individual goals may be in conflict,
independent, or the subgoals of some global goal G.I

Initially, each agent generates a set of individual plans
to achieve its goal. Based on the individual plans, the
agents communicate as they construct the next multi-
agent step. At the end of each phase of communication,
they may either act (if planning and execution are inter-
leaved), or proceed to negotiate about the next step in
the plan. During the process of plan construction (and,
possibly, execution), some agents may be assigned dif-
ferent goals.

Each agent is assumed to assign a particular ~orth to
states that satisfy its goals (zvi(g~)). This worth can 
be used to compute the expected utility of any state,
goal or not; the utility of state sk will be a function of
(i) the agent’s belief about how much achievement of 
will contribute to achieving g~, (ii) the worth of g~ and

I In future scenarios each agent may have multiple, possi-
bly conflicting individual goals.
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(iii) the cost of achieving sk [13]. Given the existence
of a worth function, we then want to give the agents a
method for choosing, step by step, a group plan. The
agents will all participate in the choice process, as well
as in carrying out the resulting multi-agent plan. The
group plan should then result in a state that maximizes
the group’s utility.

3 The Main Process

The algorithm for multi-agent plan construction directly
extends our earlier ones. We employ a utility-driven
merging process that results in a coherent global plan,
given the sub-plans. Each agent i begins with goal gl,
and derives p~, a plan or plans that achieve it. The pri-
mary phase of our technique is the process of merging
the p/’s, i.e., the sub-plans that achieve the subgoals.
A sub-plan is constructed by an agent with only a local
view of the overall problem. Therefore, conflicts may ex-
ist among agents’ sub-plans, and redundant actions may
also have been generated. Given the set of sub-plans, we
axe looking for a method to inexpensively merge them
into an approximately optimal global plan.

The search for the global multi-agent plan is itera-
tive. The underlying idea is the d~lnamic generation of
alte~ati~es that identifies candidate global plans--or in-
dividual steps, in cases in which planning and execution
axe interleaved. At each iteration, all agents state ad-
ditional information about their sub-plans. The current
set of candidate global plans is then expanded. The pro-
cess continues until a complete, approximately optimal
plan is found.

We represent plans as partially ordered sets of propo-
sitions. Each set of propositions describes the essential
preconditions of a step in the plan. Note that in cer-
tain cases, there may be alternative actions that could
serve aa a step in a given plan; in such a case, we repre-
sent the intersection of their preconditions. We represent
plans with precondition-sets instead of sequences of op-
erators for the following reasons. First, the constructed
sub-plans serve only to guide the heuristic search for the
actual global multi-agent plan. The actual multi-agent
action to establish a proposition is determined only dur-
ing the merging process itself. This is essential for the
efficiency of the resulting multi-agent plan. For exam-
ple, it might be the case a~ initially forms a sub-plan
including opk to achieve some goal proposition e, but
in the final multi-agent plan e is established by aj per-
forming opt. To allow this to happen, we represent a~’s
plan only with the preconditions that are common to all
operators capable of achieving e. What counts for the
global plan is what is established, rather than how it is
established. Second, the propositions encode all the in-
formation needed for the heuristic evaluation. And third,
by dealing with propositions we achieve more flexibility
(least commitment) in the merging process, both in the
lineadsation of operators and in their bindings.

The basic search for a multi-agent plan works as fol-
lows. First, each agent generates a plan or plans to
achieve its goal. The agents then execute the following
search loop:
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1. First, the node representing the current best can-
didate multi-agent plan(s) (i.e., the one with maxi-
mal expected utility) is selected. This plan, llke all
plans in our system, is represented with a partially
ordered set of propositions.

2. The plan selected in the previous step is expanded.
This is done by having each agent declare the max-
imal set of propositions such that:

(a) These propositions represent some possible
sequence of consecutive operators in the
agents’ private sub-plan, and all their neces-
sary predecessors hold in the current node.

(b) The declaration is "feasible," i.e., it can be
achieved by having each of the agents perform
at most one action, simultaneously with one
another.

All (set-theoretic) maximal feasible extensions 
the current best plan are generated.

3. At this stage, based on the extended set of propo-
sitions, the agents construct (or execute) additions
to the ongoing candidate plans: Each extension
that was generated in the previous step induces
a sequence of operations that achieves it. The
agents bid over these operations and the most ef-
ficient combination (of multi-agent activity) is de-
termined.

This procedure has the following advantages: (a) gen-
eration of successors in the search tree is split up among
the agents (each doing a part of the search for a succes-
sor,) allowing the procedure to be distributed [9]; (b)
both positive and negative interactions are addressed
within a unified framework; (e) the branching factor 
the search space is strictly constrained by the individual
plans’ propositions; (d) the expected global utility 
calculated only for "feasible" alternatives (infeasible al-
ternatives need not be considered) (e) the algorithm uses
a relatively good heuristic evaluation function, because
the individual utility estimates are derived "bottom-up"
from the plans that the agents have already generated
(not simply an artificial heuristic function).

At the same time, this algorithms suggests a number
of key research questions. In particular, in this paper,
we sketch our ongoing investigations of the question of
merging individual utility functions to compute a global
expected utility function.

4 Determining Global Expected Utility

The key element of the preceding planning procedure is
the determination of the most promising path(s) for fur-
ther exploration (during the search). The criterion for
choosing a path is the maximization of the group’s ex-
pected global utility. Unfortunately, it not at all clear
how to calculate the global expected utility, based upon
the given individual subjective utilities 2. The task is
much more complicated in situations where agents have

~Issues regarding solution criteria are discussed in [7], in
the context of combining various default theories.



been designed by different designers and may have pri-
vate goals.

Our basic scenario corresponds to essentially two dif-
ferent assumptions about the way individual expected
utility function axe being calculated:

¯ All agents have identical individual utility func-
tions, but may differ in their knowledge of the do-
main. As a result, agents may assign different val-
ues to a parameter that appears in each of their
functions.

¯ Each agent has a different individual utility func-
tion. Thus, even while having an identical knowl-
edge of the domain, agent may derive different util-
ity assessment to same set.

These assumptions affect the way in which the global
expected utRity should be calculated. However, assure-
ing that each agent has a utility function over possible
sets of propositions, we can define the genera] following
criteria for global maximization of expected utility:

¯ Define c(s0 "~ E) to be the minimal cost needed
to satisfy the set of propositions E starting at
so, using any combination of (multi-)agent actions.
c~(s0 ".-, E) is i’s share of the work.

¯ Let £ denote all possible sets of the domain’s
propositions. Each agent a~ has a utility function
ul : £ ~ ~, over sets of satisfied propositions. Es-
sential]y, this utility is some function of wi(Yi), the
worth that i assigns to its final private goal, and
possibly other elements (see Section 4.3).
Given any set of individual utility functions {u~},
of the agents in the decision group, we define the
Global Expected Utility GBU(E), of any set 
propositions E to be a function of the individual
functions, and the (multi-agent) path that achieves
that set: GEU : so x £ x ul x u= x ... x u~ ---, ~.

¯ We say that a decision procedure satisfies the
Social Welfare Criterion if it ends up choos-
ing a nonempty set of consistent sets of propo-
sitions SW(£) such that VB[B E SW(£) 
OBrI(B) (i.e., SW(E) con-
tains the states with maximal global utility).

At each step of the search process, the agents try to
identify the set(s) that satisfy the Social Welfare Cri-
terion. Thus, a fundamental research question within
our framework is how to determine the global expected
utility of each alternative set, that is, how to define the
GEU function over the individual functions.

Each set of propositions imply some (multi-agent) ex-
ecution step. Its associated expected utility should re-
flect both the ultimate utility gain resulting from fob
lowing that path, and the probabilistic assessment of
success. Therefore, our problem combines two related
questions: (1) how to aggregate individual (subjective)
utility values; and (2) how to combine subjective proba.
bility distributions.

4.1 Approaches to Utility Combination

Since the subjective utility that each agent assigns to
each alternative may encode the probabilistic estima-

tion, the more fundamental question is the aggregation
of individual utilities. There is a large body of work in
voting theory and social welfare theory that considers
how groups agree on an alternative that maximize its
mutual utility. There are many ways to measure global
utility, and it is not obvious how agent designers will de-
cide on one or another. Considerations other than pure
utility values, such as income and fairness, might need
to be taken into account. For example, it might be desir-
able in some scenarios to look for a state that maximizes
the median of the utilities, or, following an egalitarian
approach [35] we might want to maximize the minimal
utility (max mini ui) or minimize the differences in utility
gain (minma~,j [u~ - uj [). Each measure has its own
justifications, but as proved by Arrow [1] in a classic pa-
per, most combinations of appealing decision attributes
cannot be simultaneously satisfied.3.

However, our main concern is that the chosen alter-
native will be optimal in some global sense. The most
common requirement is that the decision will be Pareto
Optimal, meaning that it is impossible to change the de-
cision in a way that will make some agents better off
without making some other agents worse off. 4 Within
the "pareto frontier" (all the Pareto Optimal decisions),
there are many additional criteria of optimality based on
Social Welfare theory.

One simple common approach (due to Nash [30, 31])
is to choose the outcome that maximizes the product of
the individual utilities (~i ui). This approach guaran-
tees a relatively fair distribution of the mutually earned
utility, but narrows the space of feasibh consensus states.
It assumes a positive utility gain for each participating
agent.

In our framework, on the contrary, all agents share
the cost of achieving the final state; thus some states
may have negative utility for some agents. (In these
cases, the rationale for the relevant agents’ participation
in the planning process is to possibly reduce their losses).
We will therefore focus on the pure utilitarian approach,
and prefer consensus states that maximize the sum of the
individual agents’ utilities. In contrast to the approach
that maximizes the product, we would rather have, for
example, a state that gives two agents a utility of 0 and
11 respectively, over a state that gives each of them a
utility of 1. We would also prefer a state that gives a
total utility of 11 and costs 1 to achieve, to a state with
total utility of 22 and a cost of 13. A further discussion
of this approach may be found in [19]. Note that by
taking a global perspective on the agents’ activity, we

aFor example, Pareto Optimality, Independence of Irrel-
evant Alternatives (- the choice will be independent of any
potential alternative that is not included in the current set of
alternatives (the collective preferences over any pair depend
only upon individual preferences over that pair)), and Mono-
tonicity (-- If X is to be chosen by the process and one or
more agents change their preferences in/auor of X (without
changing the order of preferences over the other alternatives),
then X should remain the choice).

’This same attribute is sometimes called Unanimity, to
denote that if alternative X is preferred over some other al-
ternative Y by all agents (unanimously) than Y should not
be chosen.
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are ignoring the issue of individual fairness.
Since agents may have different knowledge of the

domain, expertise, or utility function, it is desirable
to to assign different, possibly dynamically changing,
weights to the individual utilities in the aggregation
process. (These weights may reflect previous perfor-
mance of the agents, restrain the influence of excep-
tional subjective evaluations, incorporate lack of knowl-
edge into the global evaluation, etc.). We therefore
limit our research to global utility function of the form:
GEU(E) = g(so "..* E) ~’~, z,x u~(E) (where z~ is the
(possibly negative) weight assigned to a~’s utility.

4.2 Probability Distribution Combination

Another difficulty with determining the global expected
utility , in our framework is that the plans of individual
agents may interfere with one another. If they inter-
fere in harmful ways, the individual estimates of state
utility will turn out to be optlml,tic. If the interac-
tions are positive (the multi-agent equivalent of positive
threats[27]), the individual estimates of utility may be
underestimates. Therefore the search for the actual op-
timed step may ouly be approximated.

Therefore the calculated global utility should be as-
signed with some probability, P, to reflect the uncer-
tahtty in its determination. This should be best done
with respect some global perspective of the interaction.
But since such global view can only be roughly estimated
in our scenario, the most desired way to determine the
global expected utility, is by combining the individual
probabilistic assessment.

As in the pure utility case, there are several alterna-
tive ways to do so; Let P~ denote the probability that
each agent a~ associates with ~(E). One way to de-
termine the combined probability [2] is P(pl,... ,p,,) 
~-~ w~p~) such that w~ > 0 and ~"~ ~ = I. However, al-
though this linear combination was shown [20] to be nec-
essary ff the combination is to satisfy P(Pl,..., Pn)(E) 
F~I(E),...,pn(E)] for some F:[0,1] ---, [0,1] (the
analog of the "Independence of Irrelevant Alterna-
tives" criterion mentioned above), it does not satisfy
"the independence preservation property" [24] which de-
mand that P(pl,...,p~)(A N B) = P(Pl,...,p,~)(A) 
P(Pl,. . . ,pn)(B).

Another common approach is the logarithmic com-
bination of of subjective probabilities[41] (which is
the analog to the Nash criterion): P(pl,...,P,L) 
IIip~/fliip~dp (where w~ are weights that ensure
that the integral is finite). The advantage of this ap-
proach is that it confined with the Bayesian theory and
is more likely to to indicate consensual values when de-
cision must be made. Most relevant to our needs is a
simplification of this measure, P(pl, . . . , P,~ ) = lI~ ~

which is shown to be most appropriate to combining ex-
pected utilities[40].

4.8 Individual Subjective Utility

Within our multi-agent planning algorithm, the agents
begin by assigning individual utilities to partial plans
(i.e., sets of propositions); these individual utilities are
what are to be combined using the kinds of techniques

we have just described. In this section we briefly con-
sider some elementary approaches for determining the
individual utilities in this setting.

One straightforward utility function for an arbitrary
set A might be built by taking the worth of a goal state,
subtracting the cost of the single-agent plan from A to
the goal, then subtracting the agent’s share of the cost
of the multi-agent plan to get from start state so to A.

Note, however, that using the above equation, the
utility of so for an agent would simply be the worth of
his goal, minus the cost of his one-agent plan to reach
that goal (in a one-agent scenario this would be true for
every set). Thus, since the evaluation function does not
capture the notion of progress in the plan, the agent has
no motivation to carry out his plan at all."~

There are several ways to refine the utility function
so as to solve this problem. One way is by making the
"future-cost" (i.e., wi(g~) ci(A .. .* gi )) more sensitive
to the progress of the plan. A simple approach is to take
into consideration only that fraction of the goal’s util-
ity which reflects the amount of work already done to
achieve it (~ w~(g~) × [/(P(s0 A))/l(P(A -.- g~))]
which is meaningful only if ~oi(gi) ci (so "~ gi)
Another way is to give greater weight to the cost of
operators that are located further along in the plan

We might also try to compute more accurate assess-
ments of the expected utility of any precondition set.
For example, assuming that each operator has a proba-
bility (pr(opk)) associated with its success, we could 

(l-]~ pr(opk ) × w~(gi) ) - ci(A ..-. Theseevaluations
may be ’further refined by having weighted costs and/or
probability of success associated with each of the propo-
sitions that needs to be achieved in order to transform
the given set into the goal set (see [17] and [21] for richer
probabilistic approaches).

5 Search Control Methods

A decision about how the global expected utility function
is computed can influence the effectiveness of alternative
search control heuristics for multi-agent planning. De-
pending on the situation, it is possible to employ differ-
ent heuristic control methods to prune the search space
without reducing the quality of the resulting plan.

5.1 Situations with One Global Goal

In this situation, we may assume that all agents are try-
ing to maximize the same utility function (however see
Section 6). Misjudgment in individual utility estimates
may occur mainly due to (individually) unexpected in-
teractions among the individual sub-plans.

In such situation an efficient measure of the global
utility is to to have GEU(E) : p[c(so ~-~ E)+ ~’~i u~(E)]
where p is aimed to moderate the error in the global es-
timate due the interaction among sub-plans. By adopt-
ing this measure of global utility the search method be-

~This is reminiscent of the Little Nell planning paradox,
where an agent solves his problem by deriving a suitable plan,
but has no need to carry it out once he identifies that it indeed
solves his problem [28].
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comes the A* algorithm where each path represents one
optional global multi-agent plan. The heuristic func-
tion (f = g + I) that guides t he search is dynamically
determined by the agents during the process, g is the
actual cost of the partial path (multi-agent plan) that
has already been constructed, h~ is the sum of the the
individual utilities.

Since they are based upon an actually constructed
plan, the individual estimates, u~, are absolutely accu-
rate in isolation. Thus, if the subgoals are independent,
then the global heuristic function (Y~’~ u/) will be ac-
curate, and the merging process will choose the correct
(optimal) candidate for further expansion at each step
of the process.

Unfortunately, since in general sub-plans will tend to
interfere with one another, h~ often underestimates: the
individual estimates will turn out to be too optimistic.
An underestimating heuristic evaluation is also desirable,
since it will make the entire A* search admissible, mean-
ing that once a path to the global goal has been found,
it is guaranteed to be the optimal one. However, due
to overlapping propositions the global heuristic evalu-
ation might sometimes be an overestimate. Therefore,
the A* search for the optimal path must continue until
the potential effect of misjudgment in the global heuris-
tic evaluation fades away. In general, the more overlap
appears in the individual sub-plans, the more additional
search steps are needed.

The process ends when all "best plans" have been
found. Since the heuristic function is not guaranteed
to be an underestimate, stopping when the first global
plan has been generated may not result in the optimal
global plan. The system designer needs to establish, as
a matter of policy, how much more searching the agents
should do (if at all) to discover better global plans.

In previous work we have shown that if the individual
utilities are based on the cost that each agent associates
with completing its "private" sub-plan, given that the
extension is established the following claim holds:

Theorem 1 Given the set ~ei~ of the sub-plans that
achieve the set of instances of subgoals ~G~), the merg-
ing algorithm will find the optimal multi-agent plan that
achieves these subgoals. The process ~ill end uJithin
O(q x d) steps where d is the length of the optimal plan,
and q i8 a measure o.f the positive interactions between
o~erlapping propositions.

In comparison to planning by a central planner, the
overall complefity of the planning process, O((n x b)d),
will be reduced to be O(maxi b~d’ q- b x n x q x d), where

5.2 Interleaved Planning and Execution

The multi-agent planning procedure is based on the in-
cremental process of merging sub-plans. This attribute
of the process makes it Very suitable for scenarios where
the execution of the actual plan is urgent. In such sce-
naxios it is important that, parallel to the planning pro-
cess, the agents will actually execute segments of the
plan that has been constructed so far [4, 18, 22, 6]. We
assume that there is some look-ahead factor, l, that spec-
tiles the number of planning steps that should precede

the actual execution step(s) e. We also assume that each
agent can construct the first I optimal steps (in terms of
propositions) of its own sub-plan.

Notice that our merging process only needs the first n
step(s) of the individual sub-plans to compute the first 
steps of the multi-agent plan. This fact makes the pro-
cess also well-suited to situations in which the global goal
may change dynamically. In such cases, the required re-
vision of the (merged) multi-agent plan may sufficiently
be expressed only by the first I look-ahead steps. More-
over, the process is flexible in response to such global
changes, since they may be handled through the divi-
sion of the new goal into subgoals. Thus, a change in
the global goal may be reflected only in changes in sev-
eral subgoals, and plan revision is needed only in several
sub-plans.

We therefore may apply the planning algorithm to
scenarios where planning and execution are interleaved,
and goals may dynamically change. As in the previous
scenario, the key element of the approach is a cost-driven
merging process that results in a coherent global plan
(of which the first l sets of simultaneous operators are
most relevant), given the sub-plans. At each time step
t each agent, i, is assigned (only for the purposes of the
planning process) one task and derives (the first l steps
of) p~, the sub-plan that achieves it. Note that once 
has been assigned gt at any given t, the plan it derives
to accomplish the subgoal stays valid (for the use of the
algorithm) as long as gl remains the same. That is, for
any time t ÷ k such that _t+k tYi = gi, it holds that _t+klq -
p~. Thus, re-planning is modularized among agents; one
agent may have to re-plan, but the others can remain
with their previous plans.

As in the previous situation, at each step, all agents
state additional information about the sub-plan of which
they are in charge. The next I optimal steps are then
determined and the current configuration of the world,
st, is changed to be st+l. The process continues until all
tasks have been accomplished (the global goal as of that
specific time has been achieved).

Since steps of plan are executed in parallel with the
planning process, there is no point in taking into con-
sideration the cost of achieving the set under evalua-
tion. Thus, the GEU(E) is taken to be just ~i ui(E)
and the search method becomes the Hill-Climbing algo-
rithm. This heuristic evaluation suffers from the same
drawbacks that were described before, and therefore the
resulting multi-agent plan may only approximate the ac-
tual optimal global plan. However, this heuristic func-
tion is powerful enough to avoid the classic problems of
Hill Climbing (foothills, plateaus, and ridges) since 
each time step it assures some progress in the right di-
rection.

In previous work we have shown that if u~(E) is taken
to be the approximate remaining costs that each agent
assigns to his own sub-plan than the following holds:7

Sin the previous situation 1 was the equal to the global
depth of the search.

7This is a saddle use of Bellman’s Optimality Principle[36]
for sequential decision problems, that states that if for all
states an optimal solution in a given state depends only only



Theorem 2 Let the cost effect of "positive" interactions
among members of some subset, p, of the set of sub.
plans, pt that achieves Gt be denoted by 5+, and let the
cost effect of anegative" interactions among these sub-
plans be denoted by 6~. Accordingly, let 6 : maxpEp, [
6+ - 6~ I. s We salt that the multi-agent plan that
achieves Gt is 6-optimal, if it diverges from the optimal
plan bit at most 6.

Then, at anlt time step t, emplolting the merging al-
gorithm, the agents will follow a 5-optimal multi-agent
plan that achieves Gt.

5.3 Situations with Private Goals

In situations with private goals the algorithm enables a
group of agents to find the state that maximizes their
social weffare function GEU. Our technique exploits
agents’ willingness to be partially satisfied by many
states, while attempting to reach their full goal states.
This concept of partial satisfaction is reminiscent of the
%oft goals" approach taken in [23]. Note, however, that
even though we are searching for a compromise state,
the process is still appropriate even if only fully satisfied
goals have any value (as, for example, in [15]).

However, since agents have their own individual util-
ity functions ({u~}) the resulting evaluation (the global
heuristic function) is not powerful enough to guide the
search according to classic Hill-Cllmbing or A* (as used
before). Instead we use a variant of these methods.
GE~(E) is taken to be the threshold (step) function
sig, [- (oo - + E, (Given and
we define the gap bound Vlu to be the maximal gap
between any local maximum of f] and any local min-
imum that follows it). This measure makes the search
method a kind of parallel A* search. For example, the
value of a state (its social utility) is taken to be the
sum of individual estimates of the distance to the goal
state (the I component) and the actual c ost of a chiev-
ing it (the g component). But parallel searches are
carried out simultaneously in each promising direction
(wherever social utility does not decrease --- reminis-
cent of Hill-Climbing). When the search encounters 
direction where social utility decreases beyond the gap-
bound limit, Vtv, the search is terminated (that path
is pruned). In this kind of situations we where able to
prove the following claim:

Theorem $ Given anlt set {u~} of individual ~oorth
f~nctions, and anlt global utilitlt /unction GEU and the
corresponding gap bound Vtu, this mechanism finds all
consistent sets that satisfy the Social Welfare Criterion.

Consensus will be reached after at most O([P[) steps
such that P is a multi-agent plan that results in a state
that ma~imises the group’s social welfare.

on that state (and not on the way it was reached), than there
exists an effective recursive procedure to compute the optimal
solution.

SThe effect of heuristic overestimate (due to positive fu-
ture interaction between individual plans) and the effect of
heuristic underestimate (due to interference between individ-
ual phms) offset one another.

6 Self-interested Rational Agents

Throughout this paper we have assumed that agents will
benevolently follow the rules set forth in our procedures.
However, if agents are self-interested and rational (utility
maximizers), they need to be motivated to contribute to
the global plan and follow the rules of the process. One
advemtage of the planning process that we propose is
that (under some restrictions) it can be adjusted to deal
with rational agents.

One way to motivate rational agents to work is to
have, built into the system, some kind of incentive or re-
ward associated with this work. Without loss of general-
ity, we will call such an incentive a payment. A straight-
forward payment policy would be to pay each agent the
cost it associates with its performed work (or contribu-
tion). Thus, in the procedures suggested above, each
agent should be paid for carrying out an operator, ac-
cording to the bid it gives for that operator.

Unfortunately, if our group consists of autonomous,
self-motivated agents, each concerned with its own util-
ity (and not the group’s welfare), they might be tempted
to express false cost values, in an attempt to gain higher
payment. On the other hand, in constructing an optimal
plan, it is critical that agents, at each step, express their
true cost values (bids).

Moreover, even if we employ an incentive compatible
bidding mechanism (i.e., such that agents will find true
bidding to be in their best interest) our problems are
not solved. A fundamental part of the process is the
utility that each agent assigns to each alternative exten-
sion. Here again rational agents may find it tempting to
manipulate their vote so as to bend the global decision
in their favor. We need the agents to be honest both
in their declaration of propositions during the merging
process, and also while bidding during that process.

Below we suggest a solution to these two problems.

6.1 Deriving True Bids over Operators

The first potential problem is that agents may declare
dishonest bids over the induced operator of each exten-
sion. By doing so, they may prevent the construction of
the actual optimal multi-agent plan. Fortunately, there
do exist solutions to this problem, such that the above
planning mechanisms can be used even when the agents
are not necessarily benevolent and honest. By using a
variant of the Vickrey Mechanism [37] (more commonly
known as the "second-best auction") it is possible to en-
sure that all agents will bid honestly and will declare
their propositions honestly. This is done through minor
changes to the bidding pha~e.

First, the agents’ bids will be handed in sealed (the
individual bids will be publically reve~led only after all
agents have submitted their bids). Second, as before, an
operator will be assigned to the agent that declares the
minimal cost (bid); however, the actual payment will 
equal to the nezt lowest bid. Note that under this scheme
total payment for the plan will be greater than its actual
cost.

A more formal analysis of the processsupports the
following claim: at any bidding step t of each of the
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procedures above, i’s best strategy is to bid over the
induced actions at that step according to his true cost.

6.2 Deriving True Utility declarations

The second potential problem is that agents may declare
dishonest utility of the extensions themselves. As an ex-
ample, consider an agent who is significantly superior to
all other agents at rotating blocks. Employing the above
bidding scheme, such an agent may find it rational to
bend the search path for the optimal multi-agent plan in
directions that would induce more rotate operators. The
agent does so, trusting the bidding mechanism to ulti-
mately assign him these operators, and with a payment
much higher than the agent’s true cost (the second-best
bid).

This problem can be solved by a variant of the Clarke
Tax mechanism (CTm). In [8] we proposed the CTm as 
plausible group decision procedure. The basic idea of the
mechanism is to make sure that each voter has only one
dominant strategy, telling the truth. This phenomenon
is established by choosing the alternative that scores the
highest sum of bids/votes, and then taxing some agents.
The tax (if any) equals the portion of the agent’s bid
for the winning alternative that made a difference to the
outcome. Given this scheme, revealing true preferences
is the dominant strategy.

To be integrated into the above planning procedures,
the CTm itself needs to be adjusted. In our procedures,
the agents are participating in many intermediate votes,
and alternatives are generated dynamically (as a conse-
quence of the intermediate votes). Therefore, the orig-
ins/version of the CTm cannot be used efficiently. In-
stead, we use an iterative variation of the CTm; at each
step, the tax is defined with respect to all previous steps,
but is actually levied only at the final step. The employ-
ment of the mechanism also requires several changes to
the procedure given above:

I. Bids should be sealed (or given simultaneously).

2. The global evaluation function GEU, must be
taken to be the (weighted) sum GEU,~m (or 
erage) of the individual utilities, so as to ensure
that all agents will vote honestly.

3. Since each intermediate vote is only over a subset
of candidates, there is the possibility that an agent
will "shift n his vote by a constant, keeping a sin-
gle round’s preferences accurate while undermining
inter-vote comparisons. To maintain truth telling
as a dominant strategy, it is necessary that artifi-
cial shifting does not occur. For example, an agent
voting over A0 and AI might give the first a value
of 0 and the second a value of 5. If that agent sub-
sequently voted over A2 and A3, he might assign
the first 0 and the second 8--but if he had voted
over all four alternatives at once, A2 and A3 would
have been shifted up by 3, giving votes of 0, 5, 3,
and 11 to the candidates.
Therefore, we require that all votes be relative to
some "benchmark": we include the empty set in
the set of alternatives at every step. If each agent
is motivated to give his true preferences over the

other sets of propositions relative to the empty
set, then the score of each set the vote is exactly
GEUo,,,~,(E).

In some sense, this new policy is aimed at transform-
ing the two first situations so that they resemble the
third situation. First, instead of being paid for each
performed operator, each assigned subgoal (or task) will
"have an associated payment, to be given to the assigned
agent upon its completion. Second, instead of declaring

only over alternative extensions, the agents will vote
over each extension and all possible work distributions
that it induces. That is, instead of being considered as
one candidate alternative, each extension will be rep-
resented as several alternatives. Third, in the second
situation, if its task has been changed, an agent will be
paid for the work he performed prior to that change.

Under this payment policy, the true worth (or utility)
that each agent will assign to each alternative extension
will become exactly the distance (in terms of additional
cost) to its assigned goal minus his share of the work.
Since truth telling becomes the dominant strategy (due
to the CTm), we are guaranteed to have the correct es-
timation (within &) of each alternative.

7 Related Work

The concept of solution that our algorithm employs
(maximization of social welfare) also resembles the ap-
proach taken in CONSENSUS [5] where several expert
systems "elect" a plan that scores the highest rating with
respect to the individual points of view. There, however,
the candidates in the election are alternative complete
global plans that each expert generates by itself. Agents
(expert systems) do not share in the construction of the
global plan (neither computationally, nor by sharing per-
spectives), but rather choose among plans that were con-
structed individually.

Another advantage of our proposed process is that
it can easily be modified to deal with dynamic priori-
ties. Since the search is guided by the global estima-
tion taken at each step, it is possible to allow the agents
to change their "tastes" or priorities over time (for ex-
ample, due to environmental changes). As an exam-
ple, in the Multi-Fireboss Phoenix system [29], plan-
ning (the actions needed to assess and contain fires) 
performed by several spatially distributed agents. The
system addresses, through a sophisticated negotiation
protocol, the dynamic allocation of resources. Our al.
gorithm would solve this problem in a direct manner,
without negotiation. At each time interval, the agents
would assign utility to the possible relevant distributions
(one step of the algorithm per time interval). Given the
individual utilities, the accurate distribution of resources
would be chosen that maximizes the social utility (mini-
mizes the damage according to the group’s perspective).
In addition (as mentioned in Section 6.2), there is 
need to assume that the agents are benevolent.

An approach similar to our own is taken in [32] to
find an optimal plan. It is shown there how planning
for multiple goals can be done by first generating several
plans for each subgoal and then merging these plans.
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The basic idea there is to try and make a global plan
by repeatedly merging complete plans that achieve the
separate subgoals and answer several restrictions. In our
approach, there are no prior restrictions, the global plan
is created incrementally, and agents do the merging in
parallel.

In [14] it is shown how to handle positive interne-
tions efficiently among different parts of a given plan.
The merging process looks for redundant operators (as
opposed to aggregating propositions) within the same
grounded linear plan in a dynamic fashion. In [42], on
the other hand, it is shown how to handle conflicts efli-
ciently among different parts of a given plan. Conflicts
are resolved by transforming the planning search space
into a proposition satisfaction problem. The transforms-
tion and resolution of conflicts is done using a backtrack-
ing algorithm that takes cubic time. In our framework,
both positive and negative interactions are addressed si-
multaneously.

Our approach also resembles the GEMPLAN plan-
ning system [26, 25]. There, the search space is divided
into "regions" of activity. Planning in each region is
done separately, but an important part of the planning
process within a region is the updating of its overlap-
ping regions (while the planning process freezes). The
example given there, where regions are determined with
respect to different expert agents that share the work of
achieving a global goal, can also be addressed in a nat-
ural way by the algorithm presented here (although we
assume that all the domaln’s resources can be used by
the participating agents).

The planning framework that we suggest relates also
to the approach suggested in [38]. There too the plan-
ning process is viewed as the process of incremental
proposition posting. A method is suggested for assign-
ing preferences to sets of propositions (propositions in
our terminology) that will direct the planner. However,
the evaluation and comparison between alternatives is
done according to the global view of the single planner,
and is based on pre-defined dominance relations.

8 Conclusions

In this paper, we have presented a utility driven multi-
agent planning framework. The process exploits decision
theoretic aspect, it relies on an a priori division of the
global goal into subgoals. Agents solve local subgoals,
and then merge them into a global plan. By making use
of the computational power of multiple agents working
in parallel, the process is able to reduce the total elapsed
time for planning as compared to a central planner.

The optimality of the procedure is dependent on sev-
eral heuristic aspects, of which most significant is the de-
termination of the group’s global expected utility (given
the individual subjective utilities). We have considered
several alternative ways for doing so.

The technique presented here is applicable in any sce-
nario where multiple agents are attempting to merge
their individual plans or resolve inter-agent conflict when
execution time is critical. Within these scenarios we have
concentrated on three specific situations and demon-

strated how the algorithm could best be adjusted to de-
rive the desired multi-agent plan.

Techniques such as these provide a natural method
for the coordination of multi-agent activity. Conflicts
among agents are then not "negotiated" away, but
are rather incrementally dealt with. Agents iteratively
search for a final state that maximizes the entire group’s
utility, incrementally constructing a plan to achieve that
state. The search can be constructed so that any manip-
ulation by an untruthful agent will harm the agent more
than it helps him.
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