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Abstract

Decision making is often complicated by the dy-
namism and uncertainty of the information
involved. This paper presents a new methodology
for formulating, analyzing, and solving dynamic
decision problems. The proposed formalism inte-
grates multi-disciplinary approaches; it also
generalizes current dynamic decision modeling
frameworks. The ontology, graphical presenta-
tion, and mathematical representation of the
decision factors are distinguished; modular exten-
sions to the scope of the admissible decision
problems and systematic improvements to the ef-
ficiency of their solutions are supported.

1 Introduction

Decision making in our daily lives is often complicated by
the dynamism and uncertainty of the information involved.
In medicine, for instance, a common problem is to choose
a course of optimal Ireatments for a patient whose physical
conditions may vary in time. Dynamic decision models are
frameworks for modeling and solving such dynamic deci-
sion problems. These frameworks are based on structural
and semantical extensions of conventional decision mod-
els, e.g., decision trees and influence diagrams, with the
mathematical definitions of finite-state stochastic process-
es.

This paper presents a new methodology for dynamic deci-
sion modeling, called DYNAMOL (for DYNAmic decision
MOdeling Language). The DYNAMOL design integrates
approaches and techniques in AI, decision theory, and con-
1Iol theory; it supports formulation, analysis, and solution
of dynamic decision models. DYNAMOL generalizes exist-
ing dynamic decision modeling frameworks; it differs from
previous approaches by distinguishing the decision ontolo-
gy, the graphical presentation, and the mathematical
representation of dynamic decision problems. The solu-
tions to the models formulated in DYNAMOL, called
policies or decision rules, are guidelines for choosing the
optimal actions over time to achieve some goals in a given
environment. In the AI planning vocabulary, a dynamic de-
cision model corresponds to a planning problem; a policy

can generate many optimal courses of actions or plans, con-
ditional on all possible evolutions of the events or states in
the environment.

2 Dynamic Decision Modeling

A dynamic decision model, e.g., dynamic influence dia-
gram [Tatman and Shachter, 1990], Markov cycle tree
[Hollenberg, 1984], or stochastic tree [Hazen, 1992], is
based on a graphical modeling language for visualizing the
relevant variables in a dynamic decision problem. In gener-
al, such a model consists of the following six components,
the first five of which constitute a conventional decision
model:
¯ A set of decision nodes listing the alternative ac-

tions that the decision maker can take;
¯ A set of chance nodes outlining the possible out-

comes or happenings that the decision maker has
no control over;

¯ A single or a set of value functions capturing the
desirability of each outcome or action;

¯ A set ofprobabilistic dependencies depicting how
the outcomes of each chance node depend on oth-
er outcomes or actions;

¯ A set of informational dependencies indicating
the information available when the decision mak-
er makes a decision; and

¯ An underlying stochastic process governing the
evolution in time for the above five components.

In existing frameworks, the mathematical properties of a
dynamic decision model are defined with respect to its
graphical structures; solving such a model involves directly
manipulating the graphical structures.

Recently, [Leong, 1993] has identified semi-Markov deci-
sion processes as a common theoretical basis of dynamic
decision modeling. DYNAMOL attempts to integrate the
graphical capabilities of the existing frameworks, and the
concise properties and varied solutions of the mathematical
formulations.

3 The DYNAMOL Design

TheDYNAMOL language has three distinct but integrated
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components: a dynamic decision grammar, a graphical pre-
sentation convention, and a formal mathematical
representation. The decision grammar allows specification
of the decision factors and cons~aints. The presentation
convention, in the tradition of graphical decision models,
enables visualization of the decision factors and con-
straints. The mathematical representation provides a
concise formulation of the decision problem; it admits var-
ious solution methods, depending on the different
properties of the formal model.

3.1 Dynamic Decision Grammar

A dynamic decision model formulated in DYNAMOL has
the following components: 1) the time-horizon, denoting
the time-frame for the decision problem; 2) a set of value-
functions, denoting the evaluation criteria of the decision
problem; 3) a set of states, denoting the possible conditions
that would affect the value functions; 4) a set of actions, de-
noting the alternative choices at each state; 5) a set of
events, denoting occurrences in the environment, condi-
tional on the actions selected, that might affect the
evolution of the states; 6) a set ofprobabilistic parameters,
denoting the transition characteristics, conditional on the
actions, among the states and events; 7) a set of declaratory
constraints, such as the valid duration of particular states,
actions, events, and probabilistic parameters; and 8) a set of
strategic constraints, such as the number of applicability
for certain actions, the validordering of a subset of actions,
and the time span between applicability of two successive
actions.

The dynamic decision grammar for DYNAMOL is an ab-
stract grammar. Following the convention in
[Meyer, 1990], this grammar contains the following com-
ponents:
¯ A finite set of names of constructs;
¯ A finite set of productions, each associated with a

construct.

An example of a production that defines the construct
"model" is as follows:

Model .-> name: Identifier;
contexts: Context-list;
definitions: Definition-list;
constraints: Constraint-list;
solution: Optimal-policy

Each construct describes the structure of a set of objects,
called the specimens of the construct. The construct is the
(syntactic) type of its specimens. In the above example, 
object with the type Model has five parts: name (with type
Identifier), contexts (with type Context-list) .... etc. The con-
struets/types appearing on the fight-hand side of the above
definition are similarly defined by different productions. A

set of primitive consmacts/types are assumed, e.g, String,
Cumulative Distribution Function, etc.

There are some fixed ways in which the structure of a con-
struct can be specified. The above example shows an
"aggregate" production, i.e., the construct has specimens
comprising of a fixed number of components. Other types
of productions include:

"Choice" productions, e.g., the time duration in the deci-
sion horizon can be finite or infinite:

"time-duration --> $+ u {0} I oo

"List" productions, e.g. the state-space of the decision
problem consists of one or more states:

State-space ---> State+

The DYNAMOL grammar defines the structure of a dynam-
ic decision model in terms of its components; the smJctures
of these components are recursively defined in a similar
manner. The grammar specifies the information required to
build a model. On the other hand, there can be many ways
to manipulate such information. In other words, the ab-
stract grammar can support different interface
implementations. For example, an object of type State-
space may be specified in 3 different ways:
¯ Text command interface: Type "state-space state-

1 state-2 state-3" to command-prompt.
¯ Graphical interface: Draw three state-nodes la-

beled "state-l,’, "state-2," "state-3" in the display
window.

¯ Routine or code interface: Type "(define-state-
space ’state-1 ’state-2 ’state-3)" to the Common
Lisp prompt.

The grammar defines the syntax of the language. The se-
mantics of the language is defined by the correspondence
from the constructs to the underlying mathematical repre-
sentation of a semi-Markov decision process.

3.2 Graphical Presentation Convention

The graphical presentation convention in DYNAMOL pre-
scribes how the decision factors and constraints expressible
in the grammar are displayed. It is again defined in terms of
the correspondence from the grammar and graphical con-
structs to the underlying mathematical representation of the
model. Following the convention in decision modeling, for
instance, an action-variable is denoted by a rectangle, an
event-variable an oval, etc. In DYNAMOL, however, both
declaratory and strategic constraints are also visualizable.
The model can be presented in part or in whole as desired.
Moreover, all decision components can be presented in dif-
ferent perspectives. Figure 1, shown later in this paper,
depicts two different perspectives of a simple dynamic de-
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cision model for a medical example.

3.3 Semi-Markov Decision Process

A dynamic decision model specified in the decision gram-
mar in DYNAMOL is automatically compiled or interpreted
into a semi-Markov decision process. The model specifica-
tion may be more general than the semi-Markov decision
process definition would allow. For instance, the events and
their corresponding conditional probabilities are compiled
into the transition probabilities in the state space of the
semi-Markov process

Formally, a semi-Markov decision process is characterized
by the following components [Howard, 1971] [Heyman
and Sobel, 1984]:

¯ A time index set ~,
¯ A decision or control process denoted by a set of

random variables {D(t);te T}, where
D (t)~ A = { 1, 2 ..... k} is the decision made
at time t; and

¯ A semi-Markov reward process denoted by a set
of random variables {S (t) ;t ~ T], where
S(t) e S = {0, 1,2 .... } is the state of the pro-

cess at time t, with:
1. an embedded Markov chain denoted by a set of random

variables {Sm;m > 0} ; such that Sm = S (Tm), where
T1 < T2 < T3 <... are the random variables denoting the
successive epochs (i.e., instants of time) at which the
process makes transitions;

2. k sets of transition probabilities
{P!.a);i>O,j>O, 1 <a<k} among the states of the

eml~lded chain, such that for any given decision

a ~ A, and states i, j ~ S:

p.C )
q

= P {Sin+ 1 =Jl Sm= i, Dm = a }

= P{S(Tm+ l) =jIS(Tm) =i,D(Tm) = 

which also satisfies the Markovian property:

q

= P{Sm+l =jlSm= i, Dm= a }

= P[Sm+1 =jlSm=i, Sm_l=h ..... Dm = a}

3.k sets of holding times {x~.a);i>0,j>0, 1 <a<k}
among the states of the embe~lded chain, which are ran-
dora numbers with corresponding distributions
{H~a) (n);i>O,j>O, l<a<k}, such that for any

giveh decision a 6 A, and states i, j E S:
(a)

Hij (n)

= P{Tm+I-Tm <nlSm=i, Sm+1 =j, Dm=a }

and

4.ksetsofrewardsoryields {r~a)t (l);i>O, 1 <a<k }

associated with the states of the embedded chain, such
that for any given decision a ~ A, r~a)" (l) is the value
achievable in state i e S of the chain over time interval
(l, l+l).

3.4 Solution Methods

A dynamic decision problem can be expressed as the dy-
namic programming equation, or Bellman optimality
equation, of a semi-Markov decision process. For a deci-
sion horizon of duration n time units, with a discount factor
9, the optimal value achievable in any state i, Vi , gwen an
initial value Vi (0), is [Howard, 1971]:

(n, 9)
co

= maxaI~p(a)~n + h(a)
-ij (m) 

J ra= !
t r a) (l) 

+

n

~P(ija’ ~ (a, ( m)x
J ra=l

F~.~m-I
11Ll~=O ~lr~a) (l) + ~mv; (n-m, 

;

n>O;i,j>O;1 <a<k (EO 1)

The first addend in EQ 1 indicates the expected value
achievable if the next transition out of state i occurs after
time duration n, and the second addend indicates the ex-
pected value achievable if the next transition occurs before
that time duration. This formulation assumes the same val-
ue-function or reward structure r[ a) (.)in each state i
conditional on an action a, independent of the next state j.

The most direct solution method, called value iteration, is
to solve the optimality equation shown in EQ 1. The solu-
tion to such an equation is an optimal policy, i.e., a
sequence of decisions over time (which could be one single
decision repeated indefinitely) that maximizes
Vstar? (N), the optimal expected value or reward for 
starting state start, at time t = 0, or for decision horizon/Q,
where n = N - t is the remaining duration for the decision
problem.

For infinite horizon problems, EQ 1 simplifies into:
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v7 (~)
(a) ~ (a)

= maxa[~Pij Ehij (m)
-J m= 1

i,j~ 0;1 <a<k (EQ2)

Most solution techniques for existing dynamic decision
modeling frameworks are based on the value-iteration
method. [Shachter and Peot, 1992] has also employed
probabilistic inference techniques for solving dynamic in-
fluence diagrams. DYNAMOL, however, would admit other
more efficient solutions methods for semi-Markov decision
processes. For instance, policy iteration, adaptive aggrega-
tion, or linear programming may be applicable in the
DYNAMOL framework if certain assumptions or conditions
are met. These conditions include stationary policies, con-
stant discount factors, homogeneous state-space, etc.

By separating the modeling (with the decision grammar)
and the solution (with the mathematical representation)
tasks, therefore, different solution techniques can be em-
ployed. Moreover, employing a new solution technique
does not involve any change to the language itself; all solu-
tion techniques reference only the mathematical
representation of a model.

4 Supporting Language Extension
The initial version of DYNAMOL contains only a basic set
of language constructs; many of the constraints mentioned
in Section 3.1 are not included in the initial design. DY-
NAMOL supports modular extensions to the language
constructs. This section sketches the approaches to ad-
dressing some of these issues; some of these possible
extensions have already been incorporated into the current
version of DYNAMOL.

4-1 Static vs. Dynamic Spaces

Only static state-space and static action-space are currently
allowed in the DYNAMOL decision grammar. Static state-
space indicates that the same states are valid throughout the
decision horizon; static action-space indicates that the
same set of actions are applicable in each state, over time.
Theoretically, we can model changes in the state-space or
action-space by providing some "dummy" states and "no-
op" actions. In practice, however, such extraneous entities
may compromise model clarity and solution efficiency.

The DYNAMOL decision grammar can be easily extended
to incorporate dynamic state-space and action-space. New
productions for the corresponding constructs can be written
to incorporate the valid time or duration for each state and
action. The graphical presentation rules can remain mostly

unchanged; only the valid entities are displayed for partic-
ular time instances or durations.

These new constructs directly correspond to a general class
of semi-Markov decision processes with dynamic state-
space and action-space. The value-iteration solution meth-
ods as described in EQ 1 and EQ 2 remain applicable to
these problems.

4-2 Non-Homogeneous Transition Probabilities

In many real-life examples, the transition probability may-
be time-dependent. For example, the morbidity rate of a
patient may depend on his age; a 70 year-old person is more
likely to have a heart attack than a 40 year-old one. Such
time-dependent or non-homogeneous transition probabili-
ties have been incorporated into DYNAMOL. Again
extending the decision grammar and graphical presentation
are straightforward. Extending the underlying mathemati-
cal representation leads to redefining the transition
probability in Section 4.3 as a function of time. The value-
iteration method in EQ 1 has to be modified accordingly.

4.3 Limited Memory

Transition probabilities govern the destinations of transi-
tions. As compared to a Markov process, a Semi-Markov
process supports a second dimension of uncertainty: dura-
tion in a state. A semi-Markov process is only "semi-"
Markov because there is a limited memory about the time
since entry into any particular state. In some cases, limited
memory about previous states or actions are important in a
dynamic decision problem. For example, having had a
heart attack before would render having a second heart at-
tack more likely during surgery. Such limited memory can
be incorporated into a semi-Markov or Markov process by
techniques such as state-augmentation.

In DYNAMOL, a new set of syntactic constructs can be in-
troduced to specify such limited memory. A new set of
correspondence rules will then be incorporated to perform
automatic state-augmentation and calculate the corre-
sponding probabilistic parameters. We do not yet know if
this process can be fully automated. The resulting mathe-
matical representation, however, should be a well-formed
semi-Markov decision process; the solution methods will
remain applicable.

4.4 Strategic Constraints

Strategic constraints are closely related to the limited mem-
ory capabilities. Some examples of these constraints are"
action-number constraints, where one or more actions can-
not be applied for more than a specific number of times;
and action-order constraints, where one action must always
or never follow another action. There are two methods to
incorporate such constraints into a dynamic decision mod-
el. The first method is by augmenting the state-space to
keep track of the number and/or order of the actions ap-
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plied; this would usually result in a very complex state-
space, compromising the clarity of the model. The second
method is to let the solution module worry about keeping
track of the constraints.

In either case, new constructs can be introduced in DY-
NAMOL to express the constraints. If the’ state-
augmentation method is adopted, a new set of correspon-
dence rules need to be added as described earlier. If the
solution method is responsible for the constraints, these
factors only need to be accessible.

5 A Prototype Implementation
A prototype implementation of DYNAMOL is currently un-
derway. The system is implemented in Lucid Common
Lisp on a Sun Spare Station, with the GARNET graphics
package. It includes a graphical user interface that allows
interactive model specification. The specification can be
strictly text-based, or aided by the graphical presentations
of the available decision variables or constraints. Only a
subset of the dynamic decision grammar is included in the
first version of this implementation, and the solution meth-
od supported is value iteration. Future agenda on the
project include improving the implementation, extending
and refining the dynamic decision grammar, identifying
meta-level dynamic decision problem types, searching for
more effective solution methods, and investigating relevant
issues in supporting automated generation of dynamic de-
cision models. The current domain for examining all these
issues is medical decision making in general.

6 An Example
The problem is to determine the relative efficacies of differ-
ent treatments for chronic stable angina (chest pain), the
major manifestation of chronic ischemic heart disease
(CIHD). The alternatives considered are medical treat-
ments, percutaneous transluminal angioplasty (PTCA), and
coronary artery bypass graft (CABG). The manifestations
of CIHD are progressive; if the angina worsens after a treat°
ment, for instance, subsequent actions will be considered.
Even after successful treatment, restenosis, i.e., renewed
occlusion of the coronary arteries, may occur. Hence the
decisions must be made in sequence. The treatment effica-
cies in lowering mortality decline as time progresses; the
treatment complications worsen as time progresses. A ma-
jor complication for PTCA is perioperative myocardial
infarction (MI), or heart attack, which would render 
emergency CABG necessary. The effectiveness of the dif-
ferent treatments is evaluated with respect to quality-
adjusted life expectancy (QALE).

In this problem, assume that the states S = {"Well", "Rest-
enosis", "MI", "MI+Restenosis", "Dead"} represent the
possible physical conditions or health outcomes of a pa-
tient, given any particular treatment a E A = {MedRx,

PTCA, CABG}. For ease of exposition, assume that each
state s E S is a function of a set of binary state attribute or
health outcome variables
0 = {Status, It,tl, Restonosis } , e.g., "Well":= (Status.=
alive, MI = absent, Restenosis = absent), "MI":= (Status 
alive, MI = present, Restenosis = absent), etc.

A partial model specification of the example problem in the
dynamic decision grammar is as follows’:

($time-horizon:nature discrete :duration 60 :unit month)
($action modieal-treatment :duration all)

i$state well :duration all)
($state restenosis :duration all)
¯ ,.

($transition :from well :to dead :transition-probability 0.1
:duration 30)

($transition :from well :to dead :transition-probability 0.2
;duration (31 60])

($transition :from well :to restenosis)

($event hight-fat-diet :outcomes (true false) :pred well
:succ restenosis :condl-probability <distribution>)

($event stress :outcomes (true false) :predwell :succ 

($inlluence :from stress :to MI :cond-probability
<distribution> :duration all)

($value-function <function> :state all)
($discount-factor 0.8 :duration all)
($action-number-constraint CABG :number 3)

Figure 1 shows two graphical perspectives of some of the
decision factors in this model.

In terms of the mathematical representation, the set of ac-
tions is A = {MedRx, PTCA, CABG}. The semi-
Markov, or in this case, Markov reward process, with time
index set T ~_ {0, 1, 2 .... } , is defined by: 1) the embed-

ded Markov chain with state-space S = {"Well",
"Restenosis", "MI", "MI+Restenosis", "Dead"} as illus-
mated in Figure 1 a; 2) three sets of transition probabilities
among the states in S, corresponding to the actions in A;
3) constant holding times with distributions

H~/a) (n) = 1 (n - 1), where 1 (n - 1) is a step function

at time n = 1 (in any unit); and 4) three sets of rewards,
corresponding to the amount of QALE achievable per unit
time in each state in S, with respect to the actions in A.

7 Related Work

This work is based on and extends existing dynamic deci-
sion modeling frameworks such as dynamic influence
diagrams, Markov cycle trees, and stochastic trees. It also
integrates many ideas in control theory for the mathemati-
cal representation and solution of semi-Markov decision

t. These are approximations to the graphical interface com-

mands; the plain text command interface is not complete.
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Figure ] Two graphical perspectives of a dynamic decision model. Figure 1 (a) depicts the Markov state transition
diagram. The links represent possible transitions from one state to another; given any action; a transition-function is
usually associated with each link. Figure 1 (b) depicts probabilistic and informational dependencies, in the convention
of influence diagrams, among the decision factors at time unit n.

processes. The notion of abstraction that lies in the core of
the methodology design is a fundamental concept in Com-
puter Science, and perhaps many other disciplines.

[Egar and Musen, 1993] has examined the grammar ap-
proach to specifying decision model variables and
constraints. This grammar is based on the graphical struc-
ture of decision model, and has not been extended to handle
dynamic decision models. [Dean etai., 1993a], [Dean
et al., 1993b], and other related efforts have devised meth-
otis based on Markov decision processes for planning in
stochastic domains; they apply the mathematical formula-
tion directly, and do not address the ontology of general
dynamic decision problems. Much can be learned from this
line of work, however, both in navigating through large
state spaces for finding optimal policies, and in identifying
meta-level problem types for devising solution strategies.
The graphical representation of semi-Markov processes
has been explored in [Berzuini etal., 1989] and [Dean
et al., 1992]; they focus only on the single-perspective pre-
sentation of relevant decision variables in a belief network
or influence diagram formalism.

8 Discussion

Model specification in DYNAMOL is expressed in a higher
level language than that in existing dynamic decision mod-
eling frameworks. In frameworks such as dynamic
influence diagrams or Marker cycle trees, most parameters
of the model need to be explicitly specified in detail. In par-

ticular, the declaratory and strategic constraints are
explicitly incorporated into the graphical structure of the
model; the probabilistic and temporal parameters are ex-
plicitly encoded for each time slice or period considered.
The dynamic decision grammar in DYNAMOL, on the other
hand, supports abstract statements about the decision situ-
ation, e.g., statements about the validity duration of
particular states, statements about the ordering constraints
on different subsets of actions, etc. These abstract state-
ments are analogous to the macro constructs in
conventional programming languages. By focusing on the
decision problem ontology instead of the decision model
components, DYNAMOL would provide a more concise
and yet more expressive platform for supporting model
construction.

The advantages of the graphical nature of existing dynamic
decision modeling languages are preserved and extended in
DYNAMOL. The graphical presentation convention renders
every model component and constraint examinable graphi-
cally. The different perspectives in the presentation would
further contribute to the visualization ease and clarity.

Theoretically, semi-Markov decision processes can ap-
proximate most stochastic processes by state augmentation
or other mechanisms. The resulting state-space, however,
may be too complex for direct manipulation or visualiza-
tion. On the other hand, efficient solution methods may not
exist for more general stochastic models. By distinguishing
the specification grammar and the underlying mathematical
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model, DYNAMOL aims to preserve the clarity and expres-
siveness of the model structure, while minimizing the loss
of information. This would contribute toward the ease and
effectiveness of model analysis.
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