
A Decision-Theoretic Computational Framework for
Planning (Preliminary Report)

Gregory M. Provan*
Computer and Information Science Department

University of Pennsylvania

Philadelphia PA, 19104-6228, USA

Abstract

We describe a computational framework for decision-
theoretic planning, suitable for uncertain, dynamic do-
mains in which temporal relationships between state
variables can be described probabilistically. This sys-
tem explicitly incorporates uncertainty and precise no-
tions of temporal change within a relatively simple
framework, extending previous work on the use of tem-
poral probabilistic networks for planning. This frame-
work compiles a symbolic rule-base augmented with
probabilities and utilities into a temporal probabilis-
tic network. The network is constructed incremen-
tally, leading to more efficient and flexible networks.
A variety of temporal reasoning assumptions can be
specified parametrically using different parameterized
time-series processes to govern the temporal evolution
of the system. Plans can be assessed and refined in
several ways. For example, the plan with highest ex-
pected utility can be computed, given a partial order-
ing on (i.e. utility values assigned to) outcomes, us-
ing standard decision-theoretic notions of utility max-
imization. Moreover, the probability of a single vari-
able of interest to the problem-solver can be computed
at an arbitrary future time point without generating
the entire plan.

1 Introduction
This paper proposes a new method for planning in
dynamic, uncertain domains in which decision theory
can be used to advantage in planning a sequence of
decisions to achieve a goal. Probabilistic networks
(PNs) such as Bayesian networks [13] and Influence
diagrams(IDa) [11, 18] have been used to compute
optimal decisions in many domains [2, 7, 6]. A PN
is a graphical representation of a decision analysis
model, and can model a planning problem, as done
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in [7, 6], for example. A PN can compute a (utility-
maximizing) decision for a fixed set of network pa-
rameters, i.e. it can compute a trivial one-step plan
for a fixed time. PNs can be extended to model a
sequence of decisions over time, resulting in a Tem-
poral PN (TPN). Assuming a single-decision PN 
every time interval, 1 a TPN consists of a sequence of
PNs linked together over time. In a TPN, a directed
arc from a node in time interval i to a node in time
interval j, i < j, denotes a ~emporal arc. 2 The se-
quence of temporal arcs defines a form of persistence,
the time-dependent or dynamic knowledge about the
chosen domain, encoded as the time-series process [10]
of the TPN. More detailed dynamic properties require
more complex time-series processes, but at the cost
of increased model evaluation effort and data require-
ments.

The sequence of actions (decisions) in a TPN cor-
responds to .a plan. Whereas a traditional PN can
do myopic or reactive planning in computing the best
decision at a single time, a TPN can determine a
sequence of decisions over time [2, 6, 7, 8]. Well-
man [21] .has shown how Markov models capture a
decision-theoretic analog of the planning formalised
by STRIPS-like systems, where decisions are condi-
tionally independent of everything else given their
direct effects and context. This work shares many
similarities with other systems for decision-theoretic
planning, e.g. [7, 9]. In particular, this paper ex-
tends the research of Dean and Kanazawa [7], who
used TPNs for robot planning and temporal reason-
ing. Their approach, by replicating PNs forward in

1This decision may consist of a set of different actions, e.g.
conduct test A and test B, then give an intravenous saline
solution.

2This notation is used purely for expository purposes; tem-
poral arcs are no different from any other arc joining two nodes.
For example, a temporal arc may denote a probabilistic depen-
dency between nodes x and y defined for successive time inter-
vals i and j respectively; Le. node y is conditionally dependent
on node x.
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time, e.g. PN1, PN2, ...PNk, is limited to situations
where changes in the world requiring PN reconfigura-
tion do not occur. Thus for robot path planning, if a
table is moved in front of the robot and the PN has
not been constructed to model such events, the TPN
cannot be dynamically updated to incorporate such a
change.

The contributions of this work are as follows. We
describe a method of compiling TPNs from a knowl-
edge base consisting of symbolic rules and numerical
data (probabilities and utilities defined over the rules).
A TPN can be used to assess a plan for a particu-
lar domain. In contrast to previous fixed networks
used for planning, the TPNs presented here represent
a sequence of PNs each of which can be (1) differ-
ent both topologically and probabilistically, and (2)
dynamically updated to account for how the world
changes. The flexible structure can incorporate new
information during the planning process, thereby cre-
ating more parsimonious and flexible models.3 Sec-
ond, the values of particular variables in each PN can
evolve over time according to a wide range of well-
understood stochastic processes (cf. [10]), and are not
limited to first-order Markov processes. Third, the
approach proposed here can construct networks to an-
swer queries about specific propositions required by
the problem-solver, in contrast to other approaches
(e.g., [7]) which must construct and solve the complete
model. Fourth, this work places the planning prob-
lem within a computational PN framework for which
(1) a large body of efficient algorithms has been de-
veloped, and (2) publicly-available inference systems
(e.g. IDEAL [19], HUGIN [1]) may be used.

2 Decision-Theoretic Planning

Planning involves an agent A in world state 141 tak-
ing as input an initial world state W0, an action set
:D and a goal set G, and generating an ordered action
sequence to achieve the goal(s). We formalise the tu-
pie/,4, W, :D, 1410, G> in decision-theoretic terms using
(.A, 8, f~d, 00, G>, where: (1) the domain formalization
W is modeled as a probabilistic network 0; (2) f~d
represents the action set :D; (3) 00 models the initial
world (system) state in terms of the initial probability
assignment given to the random variables in 0; and
(4) the goal set G is modeled as a distinguished sub-
set of the set of possible states S. Decision-theoretic
planning can compute (1) the (maximum) expected

3Replicating a fixed PN structure over time necessitates
defining a PN that can model all possible variables which might
be necessary; typically such a network is larger than a network
constructed dynamically using only the variables necessary for
each time interval.

utility defined by an objective function ~, or (2) the
posterior probability with which a goal is achieved by
a plan. Note that the interaction among the domain
and the goals is specifically addressed by the utility
function/4, as will be discussed shortly. We now de-
scribe the components of the formalization.

2.1 Domain Formalization: Probabilis-
tic Network

We characterize a PN model ,g4 using the pair (G, 0),
where G refers to the graphical structure of the model
(the symbolic part of the model) and 0 refers to the
set of numeric parameters associated with {7, such as
conditional probability distributions assigned to arcs
in {7.

The qualitative network structure {7(V, A)consists
of a directed acyclic graph (DAG) of nodes V and
arcs A, where A C V x V. There are three different
types of node: chance, decision or value. The chance
node corresponds to a discrete random variable ¢ with
finite domain Q¢. The decision node corresponds to
a decision in the control of the decision-maker at that
node. The value node corresponds to the value or
utility assigned to the different possible outcomes. Xi
is the variable corresponding to node i.

There are two types of directed arcs in a PN: condi-
tioning and information arcs. Conditioning arcs in the
PN represent the dependence relationships among the
variables. A conditioning arc into chance node i from
chance node j may represent probabilistic dependence
of Xi on Xj. The presence of conditioning arcs into
node i allows definition of the parents of Xi, pa(Xi),
as the direct predecessors of Xi in {7. The absence of
an arc from node i to j indicates that variable Xj is
conditionally independent of variable Xi given pa(Xj ).

Information arcs are defined in an analogous fash-
ion: an information arc from node j into decision node
i indicates the value of Xj is available to the decision-
maker at i. A Bayes Network is a PN which contains
only chance nodes and conditioning arcs.

For a static PN model (i.e. a single time slice)
the quantitative parameter set 0 consists of the con-
ditional probability distributions P(Xilpa(Xi)) neces-
sary to define the joint distribution P(X1, X2, ..., Xn).
The frame of data with each decision and value nodes
is also specified in an ID.

Example: Consider a small software contractor
HACKWARE which has put out bids on various
contracts, and takes whatever contracts it is offered
up to a given limit. HACKWARE wants to max-
imise its profits over the next six months by complet-
ing as many projects as it is offered. Unfortunately,
HACKWARE’s computer has intermittent problems
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which can cause HACKWARE to miss contract dead-
lines, in which case penalties are accrued. In addition,
the competitors for the contracts, as well as the con-
tracts available, may change over time. Thus, HACK-
WARE must plan its actions over the next months,
purchasing and/or repairing equipment as necessary
to maximize its profits.

Figure 1: Influence diagram representing the computer
consulting domain

Figure 1 presents an example of the type of network
created for the computer consulting domain. This fig-
ure shows random variables for the contracts (C) and
for computer reliability (R). R depends on the deci-
sion d taken; for example, the reliability is higher (but
still probabilistic) if a maintenance contract is signed
than if no maintenance contract is signed. The figure
Mso shows that the expected profits, represented by
the value node V, depends on the contracts C, the
reliability R and the decision taken.

More complex time-series processes require more
data, resulting in TPNs which are more costly to eval-
uate. The complexity of the time-series process cor-
relates with the number of temporal arcs that must
be added to the TPN. For example, the order of the
Markov Process4 correlates with the number of tem-
poral arcs; e.g., a second-order process adds more arcs
than a first-order process. In general, adding "tempo-
ral" arcs to the TPN (to better model the temporal
evolution of the system) must be traded off against the
complexity of evaluating and obtaining data for these
larger networks. Sensitivity analyses can determine if
adding more temporal arcs improves the constructed
plan [15]. Scoring metrics can also be used to more
precisely characterise the tradeoffs of adding temporal
arcs to probabilistic networks, as they have been used
for diagnosis and therapy planning [16].

We assume that the utility function U is time-
separable. In terms of IDs, a value node is separable if
it can be represented as the sum or product of multiple
sub-value nodes from different time intervals. In other
words, if we can express the value function/lr~ for time
ri as depending only on variables and decisions made
at time t"i, then the objective function ~(U) is given
by either ~(U) = ~’~i ~(Ur,) or ~(U) = l-’Ii ~(Ur,).
Wellman and Doyle [22] more fully discuss this issue
of utility separability (or modularity) in the context
of planning.

2.2 Temporal Probabilistic Networks

A temporal PN consists of a sequence of PNs indexed
by time, e.g. G0, G1,...,Gt, such that temporal arcs
connect G~ with Gj, with the direction of the arcs going
from i to j if i < j. We index the PN by time, i.e. Gt =
(V(t), A(t)). A temporal arc At(t) connects networks
for time slices t-to and t, where ~ < t is an integer. For
example, a first-order Markov arc At(t) is such that
Ar (t) e V(t- 1) × V(t), and a second-order Markov arc
A.(t) includes arcs given by A,(t) e [V(t- 1) × V(t)]U
[V(t - 2) × V(t)]. Other forms of temporal arcs can 
defined based on alternative stochastic processes.

The TPN is completely specified by the state space
description 0, the initial probabilities ~r0 and by the
transition distributions M(t) for the stochastic process
underlying the TPN. M(t) is represented in the TPN
by temporal arcs with conditional probabilities. A va-
riety of assumptions, corresponding to the stochastic
process used, govern the selection of temporal arcs.
This framework can create networks with a large se-
lection of stochastic processes. Examples of time-
series processes used in TPSs are: a semi-Markov pro-
cess [14], a first-order Markov process[16], and non-
Markovian stochastic processes [5],

3 Plan Compilation

TPNs are compiled from a knowledge base that en-
codes the domain and the actions possible within that
domain. The knowledge base (KB) contains (1) a 

of causal rules, (2) a set II of conditional proba-
bility distributions over ~, indexed by time, and (3)
a set fld of possible decisions, and utility functions ]2
associated with the outcomes of those decisions. The
system for constructing TPNs is called DYNASTY.
This compilation approach has previously been used
for diagnosis and therapy planning [17], a particular
case of planning in which a sequence of actions (e.g.,
tests and prescription of drugs) constitutes the medi-
cal management plan.

A high-level description for the compilation algo-
rithm is defined below. The state description for time
7- is represented by PN~. For each time r there is
a decision set. Hence within this framework a plan
consists of a sequence of PNs indexed by time.

Given a goal G, DYNASTY constructs a TPN for
plan assessment as follows:

4Higher-order Markov processes account for more than one
past time-interval in conditional probability transition tables.
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I. Construct initial PN for time interval r.
2. Construct PN for next time interval, PNr+I.

¯ Update previous network PN~ to create
PN +I.

¯ Ad~" temporal arcs between PNr and

PN~+I.
3. Evaluate TPN to assess the constructed plan.5

4. Repeat Steps 2 and 3 until the goal is achieved.

3.1 Constructing Initial Network

Given an initial state 00 and a goal G, DYNASTY
uses a Justification-based Truth Maintenance System
(JTMS) to do backward-chaining in the KB to iden-
tify the relevant nodes to construct for the initial net-
work, and then adds the necessary distributions to the
constructed causal network. Given the set Z of causal
rules in the KB, the JTMS maintains the set of depen-
dency relationships among the KB variables. Thus,
for any variable x, the JTMS can retrieve all variables
from ~ which causally influence x or which are causally
influenced by x. This set of causally-related variables,
together with the direction of causal relationship, con-
stitutes the causal graph. Given the causal graph,
DYNASTY assigns the appropriate probability dis-
tributions from II. The decision node for this network
corresponds to the set of actions possible in this sys-
tem state.

3.2 Network Updating

If the goal is not achieved by the initial action, the
system state for the next time interval is represented
by a new PN 0T+1, and the TPN updated by joining
the new PN by a set of temporal arcs. The action
at r may have changed the world state, plus changes
outside the control of the agent may have occurred.
DYNASTY constructs 0T+1 from 0r by incorporat-
ing the effects of these changes into 0r. The network
updating algorithms are described in more detail in
[17]. This incremental network updating allows par-
simonious networks to be constructed, in that only
network variables relevant to the planning process are
represented in the TPN.

DYNASTY can take a PN and update it with new
information by adding and/or deleting network nodes
and altering network probabilities, etc., without hav-
ing to reconstruct the entire network from scratch.6

The ability to dynamically alter TPNs improves the

~Note the TPN evaluation can be done at any point in the
process, e.g., at the end of plan construction.

e These techniques have already been applied to the diagnosis
and therapy of acute abdominal pain [17] and GVHD [3], both
of which require dynamic reconfiguration of networks.

efficiency of planning and replanning in dynamic en-
vironments by taking advantage of relevant problem-
solving already completed.

The decision node for time r corresponds to the set
of actions that can be made at time v. In creating a
plan an action can be chosen in many ways, including:
(1) arbitrarily; (2) to optimize the utility Hr; (3) 
maximize the probability of achieving the goal; (4) 
optimize the utility obtained in achieving the goal.

DYNASTY is designed to use a fixed decision set
~d in constructing a decision node. Under the latter
three action-selection schemes above, the optimization
is done over all possible actions. If ~d is large, this is a
combinatorially large task, especially if the optimiza-
tion is over a sequence of actions. The tradeoff of
making ~d small is that the goal may not be achieved
under a small, fixed set of actions, and the likelihood
of plan refinement increases.

This work is closely related to the planning algo-
rithms described in [12], especially the NETWORK
and REVERSE algorithms. These two research ef-
forts have independently arrived at quite similar plan-
ning algorithms, although this paper does not describe
semantics.

4 Example

This section describes some of the types of planning
that are possible within this framework. We focus on
plan assessment, for the cases when the plan needs to
be adequate (e.g., exceed a given utility or probability
threshold) or optimal. In addition, the use of k-step
lookahead for planning is briefly examined.

4.1 Plan Assessment Using a TPN

We now examine the example introduced in Section 2
in more detail. Based on past experience, HACK-
WARE has established an estimate of the probability
that certain types of contracts will be awarded over
each of the next 6 months. There is a 10% chance
of landing contracts of value $50K and $30K, 20%
chance of landing a $20K contract, 50% chance of land-
ing a $10K contract, and 10% chance of no contract.7

HACKWARE has a fixed cost per month of $10K.
Table 1 lists the five decisions available to HACK-
WARE, along with the associated reliability guaran-
teed by and costs of each decision.

The expected value of contracts is given by £[C] =
~"~i Cipi, where Ci and pi denote the i th contract and
probability of being awarded the contract respectively.

7 Due to space limitations, this example is a simplified version
of the example presented in the full paper [15].
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Table 1: Decision Descriptions, with associated com-
puter reliability and costs

Decision Type I Reliability I Cost ]
Bt y bi~ system 1.0 $20K

Bu~ small system 0.95 $10K
bi~ mal ntenance contract 0.9 $1.5K

small maintenance contract 0.65 $.8K
do nothin$ 0.5 $0

Note that if the computers are fully functional, the
expected value of contracts is $17K, providing $7K
profit, since profit is given by £[C] - fixed costs = $(17-
10)K.

However, the antiquated computers are currently
at 50% reliability, and the reliability decreases each
month due to the great demands put on them. Hence,
HACKWARE must determine a plan of equipment
acquisition/maintenance which will maximize its ex-
pected profits, so that is will have sufficient capital
to expand in 6 months’ time. We now describe how
TPNs can be used to develop such a plan.

4.2 Forward Simulation using a TPN

/c-step lookahead can be done using forward simulation
in a TPN, i.e. simulating PN1, PN2, PNs, PN4,..
to enumerate a sequence of decisions over time, i.e.
a k-step plan. Forward simulation entails assigning
network parameters for future times, and can be done
as follows: (1) for random variables whose probability
values are constant over time, replicate these constant
values in each PN; (2) for random variables whose
probability values change over time according to a
stochastic process, properties of the stochastic process
to assign such probability values.

In our example, the computer reliability R changes
over time according to a simple Markov process. If the
transition matrix is assumed constant over time and
the computer works only 50%. of the time, then the
reliability decreases in subsequent months to .45, .42,
.37 and .34.

HACKWARE can create a plan to maximize total
expected profits for the next six months by creating
an initial PN, and use the transition matrix M for
the computer reliability R to create subsequent PNs.
The expected value/4 is computed using/4 = (£[C] 
R) - Costs. Thus, for a big maintenance contract,
/4~o - ($17K x 0.9) - ($10g + $1.5K), where 0.9 
the value of the Reliability Rt0 guaranteed under this
maintenance contract.

The optimal decision for any time interval is given
by d* : arg maxd (£[C] x R - Costs). A k-step opti-
mal plan {d~, d~, ..., d~} can be determined by creating
the appropriate PN and then using dynamic program-

Table 2: Expected profits for initial month
DECISION TYPE EXPECTED VALUE ($K)

Buy bi$ system -13
Buy small system -2.85

bi~ service 3.85
small service -3
do nothing -4

ming techniques [20] to enumerate this plan.8

Table 2 shows that the obvious immediate profit-
maximizing choice is to have a big maintenance con-
tract, as this is the only decision which yields a profit.

This approach can check all partial plans using k-
step lookahead, e.g. to plan for this present month
and the 4 succeeding months. Figure 2 presents an

Figure 2: Temporal Influence diagram representing
the computer consulting domain in computing a 3-step

lookah~zil ~2 ~3

example of the type of network created for comput-
ing a 3-step lookahead. Three PNs have been repli-
cated, and the value V associated with each PN is
summed to create a final sum-value node (as repre-
sented by arcs from each PN value node to the final
value node). The "temporal" arcs between the relia-
bility nodes over time represent the Markov process
governing computer reliability.

Table 3 presents some sample plans with corre-
sponding expected values. Note than under plan 3, by
time t4 the reliability has deteriorated so much that
some computer purchase is necessary; the choice of
buying a small system was made to minimize short-
term expected losses.

As can be seen from this simple scenario, Plan 2
dominates the other two choices. Thus, the optimal
plan (with no lookahead) of a big maintenance con-
tract at to does not turn out to be optimal given lim-
ited lookahead.

Obviously, one crucial thing to test is the effect of
various parameters on the plans adopted and profits
computed. For example, checking the sensitivity of
plans to contract information can provide valuable in-
formation. Sensitivity analysis can be simply done

SDue to the complexity of evaluating TPNs, stochastic sim-
ulation is used, as provided by the IDEAL system [19] on top
of which DYNASTY is implemented.
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Table 3: Expected profits for multiple-month lookahead
Time Plan 1/Value I Plan 2/Value ~ Plan 3/Value ]
to Buy big $-13K Buy small -$2.85K Big service $3.85K
tl Do nothing $7K Do nothing $7K Big service $3.85K

Do nothing $7K Big Service $3.85K Big service $3.85K
Do nothing $7K Big Service $3.85K Big service $3.85K

~4 Do nothing $7K Big Service $3.85K Buy small -$2.85K
OUTCOME $15K [ $15.7K $12.55K [

within this framework, as described in the full ,pa-
per [15]. The results indicate that the choice of plan
is highly sensitive to both the probability of obtain-
ing the highest-paying contracts and the value of the
highest-paying contracts.

4.3 Planning in a Dynamic Environ-
ment

This framework can compute plans for domains in
which unexpected events occur. Consider the situa-
tion in which HACKWARE has computed a k-step
lookahead plan, but then receives news that an ag-
gressive new competitor may begin bidding for con-
tracts in 2 months. The new competitor, Z-TEAM,
is modeled using a random variable Z, reflecting the
uncertainty in whether they will bid for contracts or
not. Since any contracts Z-TEAM obtains in months
2, 3, etc. will mean fewer contracts for HACKWARE,
the node corresponding to variable C depends on the
node for Z in months 2, 3, etc. as shown in Figure 3.
The new joint probability for this static network is
P(C, R,Z) P(R)P(Z)P(CIZ). Hence, pr obability
values need to be added to update the network, in ad-
dition to a node for Z. DYNASTY can take a PN

Figure 3: Temporal Influence diagram for computing
a 3-step lookahead, with the competitor Z-TEAM rep-
resented ha, times 2 aiqc123 ~m,3

and update it with new information by adding and/or
deleting network nodes and altering network probabil-
ities, etc., without having to reconstruct the entire net-
work from scratch. 9 The ability to dynamically alter
TPNs improves the efficiency of planning and replan-

9 These techni’ques have already been applied to the diagnosis
and therapy of acute abdominal pain [17] and GVHD [3], both
of which require dynamic reconfiguration of networks.

ning in dynamic environments by taking advantage of
relevant problem-solving already completed.

For this example, the effect of Z-TEAM on the
plans of HACKWARE is quite dramatic. The uncer-
tainty in contracts anticipated, given a Z-TEAM bid,
is such that profits fall to $2K for a weak Z-TEAM bid,
and a loss of $1.5K is incurred for a strong Z-TEAM
bid. 1° Also, the probability for no, weak and strong
Z-TEAM bids are estimated to be 0.4, 0.2 and 0.4 re-
spectively. Given the possibilility of competition, the
k-step lookahead done by HACKWARE shows that,
for every possible plan, HACKWARE is expecting to
lose money at any level of Z-TEAM bidding, or even
averaged over all possible Z-TEAM bidding scenarios
(i.e. no, weak and strong Z-TEAM bids). Hence, they
must examine a completely new set of options, like
cutting costs, bidding for other projects, etc.

5 Discussion

We describe a computational framework for decision-
theoretic planning, suitable for uncertain, dynamic do-
mains in which temporal relationships between state
variables can be described probabilistically. This sys-
tem explicitly incorporates uncertainty and precise no-
tions of temporal change within a relatively simple
framework, extending previous work on the use of tem-
poral probabilistic networks for planning.

This framework integrates proposition-based and
state-based approaches to planning. The user can
specify the domain and action set, including both ex-
act and simulation algorithms, in terms of proposi-
tions, which must be augmented with probability and
utility measures. A variety of temporal reasoning as-
sumptions can be specified parametrically by using dif-
ferent parameterized time-series processes to govern
to temporal evolution of the system. The parameter-

ized transition distributions ease (to some extent) the
burden of specifying many probabilities. This specifi-
cation is then compiled into a temporal probabilistic
network. A wide variety of algorithms, including both
exact and simulation algorithms, are available for eval-
uating TPNs in the IDEAL system [19], upon which

1°Details are presented in [15].
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this framework is constructed.

Plans can be assessed and refined in several ways.
For example, the plan with highest expected util-

¯ ity can be computed, given a partial ordering on
(i.e. utility values assigned to) outcomes, using stan-
dard decision-theoretic notions of utility maximiza-
tion. Moreover, the probability of a single variable
of interest to the problem-solver can be computed at
an arbitrary future time point without generating the
entire plan.

However, evaluating a TPN is NP-hard, as it in-
herits the NP-hardness of probabilistic networks [4].
Thus, computing the posterior probability of a single
variable or the utility of a plan are both expensive
processes. For probability computations in large net-
works, simulation-based algorithms are more efficient,
but can lose formal properties such as plan soundness
and completeness. However, this approximation ap-
proach may be the only feasible alternative. In ad-
dition, the domain probabilities themselves may in-
troduce errors which dominate the inexactness of the
evaluation algorithms. For example, an application
such as robotics has non-trivial sensor errors which
in and of themselves introduce significant uncertainty
into the robot path planning process.

Future work includes extending this basic frame-
work to include the functionality required by partic-
ular planning systems, and developing more efficient
plan assessment and refinement algorithms.
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