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Abstract

A list of desiderata for an autonomous agent archi-
tecture includes decentralized, yet coherent coordina-
tion of behaviors, easy interface for a designer and end
user, distinction of knowledge and skills, easily scal-
able, quantifiable measures of success in interaction in
the real world and quantifiable learning metrics, abil-
ity to learn new knowledge and skills, and reliability.
We present our architecture which aims to meet this
list. Several instantiations including a Lego robot in-
stance of our architecture is discussed in some detail.
We will explore general questions in hope of working
towards quantifiable parameters that guide architec-
tural choices.

What is an architecture?

An architecture is not a list of choices for hardware
and software. An architecture is also not a list of pro-
gramming paradigms, or hardware philosophies. As
a superset, an architecture includes the principles of
how an agent perceives its environment, how an agent
has tasks and goals, how an agent has attitudes about
objects and agents, how an agent has internal motiva-
tions, and how it attempts goal satisfaction. An archi-
tecture cannot be understood by an agent observer who
only examines inputs and outputs (or the function of
an algorithm). So in that regard, an architecture is less
of an engineering endeavor since an engineered system
can be purely judged based on its inputs and outputs
(or execution of a computer program). Judging an ar-
chitecture is more like judging a programming style.
Just as a computer program style is best judged by an
expert programmer, an architecture is best judged by
a person who builds and runs autonomous agents.

This work was supported in part by Equipment Grant
No. EDUD-US-932022 from SUN Microsystems Computer
Corporation and in part by NASA under contract NAS 9-
19004.

Desiderata

Are there principles for the smartest way autonomous
agents can be organized? Has there been an evolution
in how agents are engineered? Domains, tasks, and
physiologies of agents vary. However, we believe that
the common design criteria includes: decentralized, yet
coherent coordination of behaviors; easy interface for a
designer end user; distinction of knowledge and skills;
easily scalable, quantifiable measures of success in in-
teraction in the real world, and quantifiable learning
metrics; ability to learn new knowledge and skills, and
reliability. Using these design criteria we attempt to
modularly build a single monolithic agent, call it AA.
Every time AA comes to life, we use a subset of mod-
ules built that fits the task and fits the agent’s func-
tionality. The idea is that principles for building any
instance of AA are consistent with any other AA agent.
Our research program attempts to address components
of AA.

Our research has focused on developing an architec-
ture for autonomous agents that integrates cognitive
abilities of humans, sub-cognitive automatic behaviors,
and low level processes that are responsible to receive
sensory data and control and monitor actuation in the
world. We aim to meet the design criteria we stated
above. In this paper we will present our architecture to
date, give examples of its instantiation, and then an-
swer general questions about architectures. The ques-
tions and answers are intended to highlight parameters
that might be important in architectural choices.

GLAIR

We have developed an architecture for intelligent au-
tonomous agents which we call GLAIR (Grounded
Layered Architecture with Integrated Reasoning)
(ttexmoor, Lammens, & Shapiro 1993b; Hexmoor e¢
al. 1993; Hexmoor, Lammens, & Shapiro 1993a;
Lammens, Hexmoor, & Shapiro 1995). GLAIR is
composed of three levels: Knowledge Level (KL),
Perceptuo-Motor Level (PML), and Sensori-Actuator
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Level (SAL). Figure 1 schematically presents our ar-
chitecture.
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Figure 1: Schematic representation of the
GLAIR architecture. Width of control and
data paths suggests the amount of information
passing through (bandwidth). Sensors include
both world-sensors and proprio-sensors.

A GLAIR agent interacts with the outside world in
one of three ways involving either KL, PML, or SAL.
SAL is the locus of reflexes. PML is the locus of au-
tomatic or reactive interactions. KL is the locus of
control interactions and reasoning. Automatic interac-
tions refer to automatic processes and control processes
(Shiffrin & Schneider 1977).

The entities modeled at the KL are plans, goals,
actions, acts, intentions, and beliefs. In this paper
the reader can think of them as having their common-
sense meanings. The entities modeled at the PML are
sensations, actuators, commands, behaviors, and ten-
dencies. For every action in the KL there is a corre-
sponding behavior in the PML. For a fuller discussion
of terms and correspondence between terms see (Hex-
moor & Shapiro 1995).

At the PML, we have developed a mechanism for be-
havior generation we call Perceptuo-Motor Automata,
PMA. PMA is a computational technique designed to
study improvisations and learning which is common-
place in many routine activities.

All signals from KL, PML, and SAL are sent to ac-
tuators where concurrent execution of signals is pro-
moted. A signal is a power level for an actuator for a
fixed duration like 0.5 seconds. The signals are impulse
inputs.

In order to execute a program, a robot program has
to generate an impulse input and continue to reissue
impulses explicitly. Signals from different sources have
different priorities associated with them. Signals from
the SAL typically have the highest priority. At the
actuator, signals are combined for a resultant signal.

New signals from a source are ramped up and the
effect of the last signal from a source is ramped down
to avoid jerky motions. The effect of combining signals
and ramping is a smooth transition between signals
that arrive from different sources in the agent.

GLAIR Agents
We have developed several agents: a player of a video-
game Air Battle Simulation (ABS) named Gabby; 
physical autonomous mobile robot named Gerry; a
physical autonomous mobile robot named Garry; a
physical robotic autonomous agent that will have a
camera for a sensor and a hand for a manipulator; and
a simulated mobile robot agent with a simulated cam-
era and foveal vision. In this paper we will focus on
agents Gerry and Garry.

All agents display a variety of integrated behaviors.
We distinguish between deliberative, reactive, and re-
flexive behaviors. Embodied representations at the
PML facilitate this integration. As we move down from
the KL to PML and SAL, computational and represen-
tational power is traded for better response time and
simplicity of control. The agent learns from its inter-
actions with the environment.

Gerry and Garry differ from Gabby in their map-
ping of terms between KL and PML, which reflects
their different mode of interaction with the world. In
Gabby, KL primitive actions are associated with the
PML commands, whereas in Gerry/Garry KL primi-
tive actions are associated with the PML behaviors.
We conjecture that Gabby’s mapping of terms between
KL and PML reflects that Gabby is more "mindful" of
its actions and monitors its actions. We need to further
analyze the mapping of terms between KL and PML to
understand the modes of interactions. See (Hexmoor
& Shapiro 1995) for more details.

Gerry is a 2.5’ tall mobile robot with has two inde-
pendently driven wheels, an infrared transmitter, four
infrared sensors, a front and a rear bumper, and four
corner whiskers controlled by a 6.270 board.1 Gerry

16.270 boards are robot controller boards developed at
MIT for use in their 6.270 class offering. 6.270 boards have
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has four primitive abilities: going straight, turning
right, turning left, and stopping. When a whisker or a
bumper senses contact with an external object, Gerry
performs a reflex. There are reflexes corresponding to
each whisker and bumper. Reflexes are implemented
in Gerry’s SAL. At the PML of Gerry, behaviors are
implemented using PMA. Currently, Gerry has PMAs
and some basic knowledge at the KL for searching for
another robot, Garry.

Garry is a GLAIR based 1~ tall Lego robot which
is partly controlled by a 6.270 board. Using a RS232
and a phone line extension cord, Garry is connected to
a Sparcstation. SAL and PML components of Garry
are on the 6.270 board, whereas the KL component
lives on the Sparcstation. Garry has two indepen-
dently driven wheels and two infrared sensors. Infrared
sensors do not provide distance information. Garry
has a front bumper, a rear bumper, and two side
bumpers/whiskers. Front and side bumpers are ade-
quate to detect walls when Garry is in motion. Garry
has three reflectance sensors in a triangle formation on
the bottom on it, and it can tell a black surface from
a light/reflective surface.

Gerry: Chasing Garry

Gerry’s KL knowledge consists of three separate pieces
of knowledge for spotting Garry, catching up with
Garry, and grabbing Garry. At the KL, Gerry doesn’t
know that these are parts of a task for getting Garry.
Perceptual reduction is implemented by having con-
cepts at the KL correspond to patterns of stimulus at
the PML. For example, "no-garry" at the KL corre-
sponds to the pattern of no infrared being sensed at
the PML. At the KL, no concepts for specific infrared
signals exist that are in the PML. Each action in the
KL is expanded into a PMA in the PML. This is an
implementation of action elaboration where actions at
the PML are more elaborated as compared to the KL
actions. Action elaboration is implemented by map-
ping each action in KL to a PMA. For example, "spot-
garry" is mapped to a PMA in PML. Transitions in
the PMA map infrared situations to commands. With
Gerry, each situation in the PMA is mapped to all
commands.

At the SAL, Gerry has 6 reflexes for avoiding obsta-
cles. We have programmed PMAs and the knowledge
at the KL so Gerry will look for Garry and will stop
when it finds Garry. At the PML we are running re-
inforcement based learning to resolve nondeterminacy.
Gerry’s actions can be controlled either completely by
the KL or by the PML. After Gerry chases Garry many
times, Gerry learns to make connections among its

a 6811 microprocessor with multitasking capabilities.

knowledge pieces and construct more complex actions.

Garry: Find the Beacon

Infrared sensors on Garry only sense the presence of an
infrared (IR) transmitting source, henceforth referred
to as the beacon. IR sensors are placed on the robot
and thresholded such that Garry can sense the beacon
from right only, left only, or front.

When a whisker or a bumper senses contact with
an external object, Garry performs a reflex. Reflexes
are generated at the SAL and have a high priority.
At the PML, Garry has four commands: go-straight,
turn-right, turn-left, stop.

Figure 2 shows the table top where Garry starts at
a random location and orientation. Garry has a single
goal of getting to the beacon. All regions on the table
are white unless indicated to be a black surface. Two
versions of the table are shown. In the simpler table
there are only two regions. In the more complex table
there are lines as well as regions. Garry can find and
orient itself on a line and follow a line to one end.

F
35 inches

1

(

black surf/aces beacon

77 inches

Figure 2: Table top for Garry’s routine inter-
actions

Garry was endowed with some ability to make sense
of its routine interactions and learn from routines. This
ability was in understanding its goal in a way that re-
wards and punishments can be generated and used to
improve its skills and learn explicit knowledge of its
actions. Experiments with Garry show that routine
interactions can be a rich source of learning for an au-
tonomous agant (Hexmoor 1995).
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Summary, Conclusion, and Future

Work

We outlined our work on an architecture for au-
tonomous agency, which is a three tiered system of con-
current processes, and discussed several implemented
agents, from an entirely software agent to mobile
robots. We have learned the following lessons. In this
paper we have not explained these lessons in any detail.

¯ Autonomous agents can best interact in the environ-
ment using decentralized behavior generation and
coordination.

¯ Skills and Knowledge can and should use different
representation formalisms.

¯ Agents can benefit from mechanisms that consider
various spans of attention, various levels of expecta-
tion, and various levels of considering action/event
ramification.

¯ It is difficult to have realistic performance judgment
for autonomous agents in a way that can be divided
into engineering and science of agent design. We
believe we should start by designing parameters to
quantify physiology, knowledge, and skills per task.

¯ Autonomous agents can and should learn au-
tonomously, explicitly by reasoning and acquiring
knowledge, and implicitly by improving their inter-
actions. This requires abilities to understand goals
and relationship between events in the world and
agent actions. We need to endow agents with gen-
eral learning abilities so they can discover their own
world in their own terms.

We will continue our work by building physical
agents that live in natural environments, i.e., unstruc-
tured for the agent. We will use human/animal psy-
chology as inspiration for building agents.

Questions and Answers

In addition to questions raised below, we can think of
many other questions to ask and hopefully this sym-
posium will help bring out the most important ones
and answer a few of them. For example: are there
architectural parameters that contribute to adaptive
behavior?; what is the role of a planner and when is it
necesary?; is planning required for adaptivity?

¯ COORDINATION
How should the agent arbitrate, coordinate, cooperate
its behaviors and actions? Is there a need for central
behavior coordination ?

The intent of this question is to find the right place in
the following spectrum. At one (left) end, agents are
built with competing, asynchronous, independent,
concurrent processes. The agent’s interactions are
unpredictable, and functionalities are "emergent".
At the other (right) end of the spectrum, agents are
built to he controlled by a central or a hierarchical
program. At this end, the agent’s actions are pre-
dictable, and program properties are provable.

We choose different places in this spectrum depend-
ing on how the agent interacts in the world. An
agent interacts with the world in several different
modes; the question can be answered depending on
the mode of interaction. In fact the most general
agents operate simultaneously on various points on
the spectrum. One mode of interaction is having rea-
soned out actions that are products of reasoning and
planning. These actions are known as controlled ac-
tions (Shiffrin & Schneider 1977). These fall on the
right end of the spectrum and need central coordi-
nation and arbitration. Although multiple actions
can be active simultaneously, all actions are part of
a plan, a policy, or a script which is responsible for
organizing actions to be coherent and provably cor-
rect. The coordination comes from the structure of
plan, policy, and/or script in effect.

Another mode of interaction involves automatic re-
sponses. We call this mode of interaction sensori-
motor based. An agent interacting with automatic
responses acts like an automaton. If you consider
each actuator in the agent’s body to be able to re-
spond to one stimulus at a time, the agent needs to
have a mechanism that arbitrates among signals and
that produces only one signal for each actuator. Co-
ordination among behaviors comes from prior expe-
riences. We assume that behavior activation reflects
appropriateness of behavior to current situations. If
this mode and the previous mode of interaction are
active simultaneously, another source of coordina-
tion in this mode comes from interruption or behav-
ior activation from the previous mode of interaction.

The third mode of interaction is those that are be-
yond direct control by the agent. These are reflexes.
Reflex mechanisms produce signals for actuators
that override signals generated by the other types of
interactions. No arbitration is needed among these
behaviors. At the level of engineering/constructing
an agent, reflex mechanisms are hard-coded into the
agent.

INTERFACES
How can human expertise be easily brought into an
agent’s decisions? Will the agent need to trans-

119



late natural language internally before it can interact
with the world.¢ How should an agent capture mis-
sion intentions or integrate various levels of auton-
omy or shared control? Can restricted vocabularies
be learned and shared by agents operating in the same
environment?

If an agent is going to be fully autonomous in its de-
cisions without supervision, it is not going to com-
municate with human beings, and its working knowl-
edge need not be periodically examined/upgraded;
there is no need for a human centered language in-
terface. Such an agent would be more of a special
purpose machine than an agent. I can imagine a ma-
chine like that in an automated ranch doing all the
chores, only having to interact with the livestock.

It is hard to imagine a standard language of com-
munication with artificial agents of our own creation
other than natural language. I believe we need NL
interaction with agents we build. However, I believe
there is a lot that remains to be done for reliable NL
systems. The most convenient way intentions and
various directives can be conveyed to the agent is
again using senses available for the agent and natu-
ral language.

In addition to natural language, we need to have a
system that understands deictic gestures and per-
haps facial expressions. Once an agent is au-
tonomous, human expertise is conveyed to the agent
by natural language and multi-modal sensing. This
reminds me of robot arm teach pendants used with
industrial robots. A human operator uses a hand-
held teach pendant to move the robot arm into var-
ious positions and record key configurations or spa-
tial positions. This is teaching by example. To avoid
physiological differences between a human body and
a synthetic agent, the agent can be instructed to
construct an internal sensory memory of a set of in-
teractions between objects in the world which are
feasible for the agent. This memory may contain
senses of touch (forces and tactile patterns), vision,
and others.

Questions in this section share common issue as in
the issues about internal representation. I also be-
lieve that agents need not represent their knowl-
edge in natural language. As to whether the agent
should internally "think" in natural language, I be-
lieve there is no reason. Reasoning systems based on
logic and/or natural language are poor substitutes
for real time reasoning engines.

¯ REPRESENTATION
How much internal representation of knowledge and
skills is needed? How should the agent organize and

represent its internal knowledge and skills? Is more
than one representational formalism needed?

This question is partly motivated by recent argu-
ments against representation. However, as stated
in (Roitblat 1994), the argument is really against
strong symbol systems. Let’s call this the represen-
tation ideology problem. We choose to use a strong
symbol system in one of our architectural levels so
we don’t have an ideology problem.

The question of representation can be interpreted to
be about what is hardwired versus what is adaptable
and manipulated in multiple contexts. Only these
multipurpose and adaptable concepts used in inter-
actions need to be represented. We can character-
ize the need for internal representation using several
parameters. Among these parameters are (1) how
are an agent’s actions related to agent’s goals?, (2)
how many actions should an agent execute to bring
about a goal?, (3) how critical are agent’s actions
to its goals? (4) can the agent do something wrong?
and is there a notion of "error"?, (5) how dynamic 
the agent’s environment?, (6) Does the agent com-
municate its goals and actions with others?

If every action of an agent has far reaching and im-
portant consequences, actions must be deliberated
and this requires a lot of internal representation and
reasoning. If on the other hand many actions are
mostly inconsequential and the agent has very few
goals, the agent can be mostly non-cognitive. Fi-
delity of the agent’s actions in the environment is
important. If an action can not depend on its ac-
tions being effective, there is less need for inter-
nal representation. The more levels of elaboration
there are between goals and actions, the more agents
spend time in cognitive planning. Cognitive tasks in
AI are modeled symbolically and that requires sym-
bolic representation. Any nontrivial determination
of events that signify "error" requires reasoning and
representation. Agents with this capability need to
analyze the current situation and decide on a course
of action to recover from "errors".

Dynamism of the environment plays another impor-
tant factor. If the agent has to react faster than
there is time to reason about actions, there is less
need for internal representation.

Another parameter is whether we want the agent to
be able to communicate about its actions to other
agents. If the agent never needs to communicate, it
doesn’t have a need for internal representation and
conversion to a form understood by others.

We take knowledge to be the "data" that the agent
uses in its cognitive tasks such as planning. An agent
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needs knowledge depending on the factors we listed
in this section. We use a strong symbol system for
representing knowledge.

Skills are the agent’s stimuli-response modules that
don’t use knowledge. An agent’s skills are comple-
ments of its knowledge for accomplishing its tasks.
Skills can be represented non-symbolically.

¯ STRUCTURAL

How should the computational capabilities of an
agent be divided, structured, and interconnected?
What is the best decomposition/granularity of ar-
chitectural components? What is gained by using
a monolithic architecture versus a multi-level, dis-
tributed, or massively parallel architecture? Are em-
bodied semantics important, and how should they be
implemented? How much does each level/component
of an agent architecture have to know about the other
levels~components ?

Insofar as cognition can be taken to be computation,
these questions can be interpreted to be about de-
composition of cognitive capabilities. Here we can
take inspiration from the biology of the brain and
the nervous system. In our work, we have decided
to make a distinction between an agent’s conscious
versus unconscious and automatic versus controlled
interactions.

A monolithic architecture promotes a single
"agenda" interaction in the world. General purpose
agents need to have "needs" which are self-generated
as well as "goals" which they may adopt. Agents
may also interpret events in the world differently de-
pending on their current goal and/or need. Such an
agent needs to have mechanisms for perceiving and
acting upon the world according to their internal
states. Although many components of the agent can
be general purpose, a complex agent needs dedicated
mechanisms to maintain various levels of progress
in agent’s progress, cognitive processes, and physi-
cal processes. We believe decentralization in control
and processing to be useful.

We claim that the most useful semantics of acts
and interactions is when they are embodied by the
agent in terms of its own physiology. By this mean
when the agent understands the acts in terms of its
own physiology and experiences. This is instead of
what makes sense to the human designer who tries
to impart his own physiology and experiences to the
agent.

¯ PERFORMANCE

What types of performance goals and metrics can re-
alistically be used for agents operating in dynamic,

uncertain, and even actively hostile environments?
How can an architecture make guarantees about its
performance with respect to the lime-critical aspect
of the agent’s physical environment? What are the
performance criteria for deciding what activities take
place in each level/component of the architecture?

Answering this question is hard because we are really
comparing apples and oranges when we compare two
agents that have different physiologies, do different
things, have different levels of knowledge and skills
and in different contexts. Exclusive use of objective
measures like speed, cost, or flexibility disregards a
measure of fitness of the agent to task. I want to
consider something like "natural fitness" which pro-
motes measuring how well an agent performs a task
for which it can perform. A simple example is draw-
ing an arc on a piece of paper with your dominant
hand making sure drawing this arc is an easy task
for your dominant hand. Now hold all body posi-
tions constant, switch hands, and try the same arc.
Chances are, the dominant hand does a better job
because it is more "naturally fit" for the task. I sug-
gest developing techniques for measuring "natural
fitness". This has to take into account physiology,
knowledge, and skills which are difficult to quantify.

PSYCHOLOGY
Why should we build agents that mimic anthropo-
morphic functionalities? How far can/should we
draw metaphoric similarities to human/animal psy-
chology? How much should memory organization de-
pend on human~animal psychology?

Human and animal psychology serves the best ex-
ample for the designer. However, that is not the
only source, and there is no compelling reason we
should limit ourselves to modeling human/animal
psychology. For instance, humans are limited by
the 7 chunks in short term memory. There is no
reason synthetic agents should have a similar limit.
Similarly, human visual attention mechanism is lim-
ited to attending to a very few moving targets at
one time. This does not have to be a limit with
synthetic agents. In learning, engineering control
systems have developed reliable parameter optimiza-
tion techniques and smooth transitions to optimal
responses. This is in contrast to trial and error al-
gorithms used by biological systems.

Parameters of speed of access and associobility seem
to be most important, and the field of relational data
bases address these concerns. Human/animal mem-
ory are natural systems and literature on this area
can be useful in building systems with these param-
eters.
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¯ SIMULATION

What, if any, role can advanced simulation technol-
ogy play in developing and verifying modules and/or
systems? Can we have standard virtual compo-
nents/test environments that everybody trusts and
can play a role in comparing systems to each other?
How far can development of modules profitably pro-
ceed before they should be grounded in a working sys-
tem? How is the architecture affected by its expected
environment and its actual embodiment?

An obvious need for simulation is when it is far
faster, far less inexpensive, and allows for automated
envisionment. As James Albus suggests simulators
can be used to build a canonical architecture from
which agent instances can be implemented.

Software simulation of an architecture, no matter
how realistic, cannot replace physical implementa-
tion of the agent. We suggest that simulations model
failures of expected sensory data from the environ-
ment and failures of physics of interactions between
the effecting modules and the environment. Systems
should be grounded in physical implementations as
soon as the simulation has shown major bugs in the
algorithms and before extensive time spent in real-
istically modeling sensors and actuators. Of course
these comments apply to environments where phys-
ical systems are not modeling systems that are dan-
gerous to humans and costs of hardware are not very
large. Otherwise, simulation should play a larger
role than we suggest.

¯ LEARNING
How can a given architecture support learning? How
can knowledge and skills be moved between different
layers of an agent architecture?

It is hard to make general statements about a vast
subject like learning. There are many forms of learn-
ing, like analytic learning and inductive learning,
which use a vastly different techniques. In general
terms, in order for an autonomous agent to learn,
we suggest that the agent needs to have the abil-
ity to (1) relate external stimuli (S) to its responses
(R), (2) relate its responses R to outcomes (O), 
"feel .... good" and/or "bad" when perceiving S, and
(4) perceive a sense of progress toward goals and/or
improving skills. Relating S to R and R to O is
the ability to either explicitly represent those con-
nections or to build an implicit circuitry. The agent
needs to recognize redundant or repetitious interac-
tions. The agent must be able to perceive how an
external stimuli is related to its tasks or its func-
tion in the environment. This may take the form of
explicit reasoning or experimental search.

Skills may be derived from practice of knowledge or
be influenced by it. Less frequently, knowledge is in-
fluenced or formed by skills. There is a strong rela-
tionship between skills and knowledge. We choose to
use a strong symbol system to represent the knowl-
edge and sub-symbolic system for skills. In our
approach we are developing correspondence mech-
anisms between these two systems.
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