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Abstract
In this paper we describe the use of behavior hierarchies
based on "merging" two models of multi-layer architec-
ture -- the supervenience model of (Spector, 1992) and
the subsumption model of (Brooks, 1990). The behav-
ior hierarchy approach allows us to use the robustness
of reactivity in behavior design. It also encourages
the design of modular behaviors that can be reused or
more importantly recalibrated in different situations.
We argue that behavior hierarchies extend our ability
to design and program effective solutions that do not
require any explicit planning. We also describe ongo-
ing work in using this model for integrating planning
and reacting This work is being used in support of an
implemented system in which an autonomous mobile
robot performs a vacuuming task.

Introduction
In Previous work (Spector, 1992), we described the
supervenience architecture, a multilevel approach to
integrating planning and reacting. We are currently
exploring the use of this architecture to control an au-
tonomous robot vacuum-cleaning system and to illus-
trate the use of supervenience as an architectural prin-
ciple for building robust and intelligent behaviors.

The supervenience architecture is organized around
a paradigm in which multiple levels pass information
during problem solving. Higher levels model the world
more abstractly, and are not permitted to sense the
world directly. Instead, information about the robot’s
behaviors propagate up from the lowest level, while
the higher levels initiate, monitor, and modify lower-
levels based on the system’s goals. This approach is
summed up in the phrase "world-knowledge up/goal-
knowledge down" which guides planning and reacting
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in the supervenience model.1

The original work in the development of the su-
pervenience architecture was performed using a sim-
ulator which made many simplifying, and unrealistic,
assumptions about the robotic behaviors which were
available. To make the model more realistic, a small
robot was purchased, and an attempt is being made to
use this architecture in designing the robot’s behaviors
and the planning system they interact with. So far, our
main work has involved developing reactive behaviors
on the robot with little interaction with the planner.
Therefore the emphasis of this paper is on the robot’s
part of the system.

More specifically, we introduce the concept of behav-
ior hierarchies which combines ideas from Brooks’ sub-
sumption architecture(Brooks, 1990) with our superve-
nience architecture model. Since the low-level behav-
iors of the robot are close to the world, and the need for
abstract symbolic representations is small, we do not
need the full capabilities of the supervenience architec-
ture. On the other hand, a purely subsumption-based
system, where so-called high-level behaviors are only
allowed to gate (i.e. turn on and off) low-level behav-
iors, is more restrictive than allowed in using super-
venience. We therefore have been using a model that
is partway in between. It assumes purely subsump-
tive behaviors at the lowest levels, communicating with
higher level behaviors that can not only gate the lower-
levels, but can also change parameters, modes, and
otherwise modify the lower level behaviors so as to bet-
ter achieve the more abstract goals these levels attempt
to maintain.

In section 2, we give a detailed description of the
vacuum-cleaning task being performed by the behav-
ioral hierarchies on our current robot. Section 3, out-
lines the system used to solve the problem and de-
fines the principle of behavior hierarchies. Section 4
then demonstrates the particular behavior hierarchies
for the vacuuming task in detail, and outlines the role

1This is, of course, an extremely short summary of su-
perveniece. For details and for a comprehensive survey of
how supervenience compares with other multilevel robotic
approaches see (Spector, 1992; Spector, 1992).
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Figure 1: Rectangular Vacuum-Cleaning Arena

of each individual behavior in the hierarchy. We con-
clude with a brief description of how the planner will
be added, to allow a higher level of problem-solving
built on the behavior hierarchy base.

Vacuuming
Two factors dominate vacuum cleaning in real life. One
of them is uncertainty in the world. A typical room
usually has a variety of objects with varying shapes,
orientations, and locations. A table that was in the
center of the room yesterday might have been moved
to a wall today. Also, room shape differs throughout a
building, doors can open and close further altering the
room’s base shape, etc. This produces an uncertain
environment, in which a vacuum-cleaning system must
be flexible enough to deal with unexpected events.

The other challenge in the vacuum-cleaning arena is
other "dynamic" entities, such as humans or pets. A
vacuum-cleaning robot has to avoid hitting dynamic
entities much like static objects. However, this con-
straint is a lot more time-critical. Moreover, a system
needs to distinguish dynamic obstacles from static ones
in order to vacuum-clean satisfactorily. For example,
if a robot encounters a human, it might have to de-
cide to vacuum another area first before coming back,
hoping the human has moved from that location in the
meantime, so that the robot can resume from there.

For our system, we define the vacuum-cleaning arena
as a rectangular area (although the vacuum-cleaning
process can also be used for more general areas). This
area can contain static objects (obstacles) and dynamic
entities. The goal is to sweep the entire area that is not
blocked by static obstacles. The process is straightfor-
ward when there are no obstacles in the arena. Figure 1
shows the path of a robot in such a scenario. Conceptu-
ally, we divide the arena into lanes. After positioning
itself in a corner, the robot moves along these lanes.
The robot turns around and switches lane whenever it
reaches the end of the arena. Using this process, the
robot sweeps the entire area.
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Figure 2: Vacuum-Cleaning Arena with Obstacle

In general, the robot always attempts to use this
process to solve the task. Whenever something unex-
pected happens, the robot tries to improvise. Figure 2
shows how the presence of an obstacle causes the robot
to modify its path structure on the fly. The system has
to temporarily overrule the main goal to sweep the en-
tire area with the goal to move around the obstacle.
Therefore the robot follows a new path until it first
circumnavigates the obstacle and secondly repositions
itself in the original lane. Then the main process can
resume. The shape of obstacles can be arbitrarily com-
plex, with the complexity of the improvisation effort
increasing with the complexity of the obstacles’ shape.
Compare the scenario in figure 2 to figure 3.

In spite of the complexity involved, a robot can mas-
ter many vaccuming situations without the aid of a
planning system. Consider the domain consisting of
the set of all static obstacles of rectilinear base shape,
i.e. a polygon only having right angles such as the
obstacle in figure 3. There exists an effective way to
move around such obstacles. When the robot encoun-
ters an obstacle we arbitrarily pick a direction in which
to circumnavigate it, say to the right. After the initial
90-degree right turn, the robot moves forward track-
ing the obstacle’s "front" side. From then on the al-
gorithm is simple. Whenever its left side becomes free
(meaning the robot reached the end of the obstacle’s
side), the robot turns left 90 degrees and resumes mov-
ing forward. Whenever something blocks the robot’s
front side, the robot stops and makes a right 90-degree
turn and again resumes moving forward (This situation
occurs when the obstacle has an arm-like extension).
This process terminates with a final right turn as soon
as the robot reaches the original lane.

This shows that there are successful solutions ad-
dressing the uncertainty in the world involved. Note
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Figure 3: Vacuum-Cleaning Arena with Rectilinear
Obstacle

that although a planner isn’t necessary, it would be
advantageous to use one. For example the decision
to circumnavigate the obstacle to the right could be
made by a planner based on a map. The planner could
tell the robot, for example, which way is likely to be
shorter or if one direction leads to an occluded path,
etc. This decision is based on goals that the planner
has (to move around the obstacle as efficiently as pos-
sible or to cover as much of the floor as can be reached)
yet filters down to the robot, through the supervenient
levels, to become a concrete activity (for example, 
left turn).

The other factors we need to address are dynamic
entities in the arena. While again a planner would be
useful for reasoning if the robot’s path is blocked by
something static or dynamic, we currently solve this
problem without a planner. Based on the premise that
a person or a pet would move when given a signal,
our robot can produce a shrill sound to chase away
whatever dynamic entity might block its way. A simple
solution is to wait for a while. If nothing moves, the
system consider the obstacle unmovable, i.e. either
static or dynamic, but not willing or likely to move
out of the way. As illustrated in figure 4, in the latter
case, the robot treats the object like a static one and
attempts to move around it.

Rectilinear Obstacle Avoidance
As we’ve mentioned, we have severely limited the world
by only considering avoidance of rectilinear obstacles.
In fact, it turns out that such a restriction is both
important to our ability to solve this problem with a
low-cost, imprecise robot and also less of a restriction
in practice than one might think. As these features
turned out to be an important aspect of the problem

I. Initial State 11. Success

TN

llI. Failure

Figure 4: Approach to Chase Away Dynamic Entities

which we’ve learned about specifically through imple-
mentation of the system on a real robot, we will digress
for a moment and explore this issue.

The original reason for basing avoidance on rectilin-
ear objects was that the robot’s capabilities are very
limited. Its sensing are limited to infrared and bump
sensors and the motor control does not produce turns
that are particularly close to 90-degree turns. Fur-
thermore, the robot doesn’t have a global position-
ing device. This limits the reliability of the robot’s
performance and adds further uncertainty. Since a
"turn 90 degrees" behavior rarely results in an actual
90-degree turn, the accumulated error of repeated 90-
degree turns represents a severe interference with the
robot’s goal to sweep the entire arena.

To some extent, our behavioral repetoire was shaped
by our need to deal with this uncertainty in the robot’s
performance. For example after the robot completes a
lane in the rectangular vacuum-cleaning arena, it backs
up toward the arena border in order to realign itself.
This process stops as soon as the robot senses the arena
wall on two different points on its back, which ensures
that the robot’s direction is oriented perpendicularly
to the wall. In practice, we have observed corrections
of as much as +/-30-degree angles. That is, without
realigning itself with respect to the arena’s border first,
the robot would in extreme cases head in a direction
30 degrees off from the modeled direction. Thus, due
to the difficulty in making turns we felt that we had to
restrict the objects to simple rectangles.

We later realizd that what worked for rectangles
would work relatively well for arbitrary rectilinear ob-
stacles if we could add behavioral control which al-
lowed us to cope with the deviances between expected
states (e.g. the angle with respect to the border) and
actual states. To a large extent, the reactive behavior
hierarchy, which we describe later in this paper, grew
out of our need to compensate for such discrepancies.
For example, a reactive wall-following behavior track-
ing the side of a rectilinear obstacle needs to continu-
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Figure 5: Two Rectilinear Base Shape Approximations

ously maintain the same distance to the wall. There-
fore, we add a hierarchical behavior which causes the
robot to periodically orient itself with respect to the
obstacle, such that the direction of its moves is con-
stantly corrected to be closer to the modeled direction.

It turns out that there is a second argument in favor
of defining the world in terms of rectilinear obstacles.
In practice, the restriction turns out to be reasonable
to place on the robot’s behavioral system, even where
obstacles in the world are not rectilinear. This is be-
cause nonrectilinear objects, or rectalinear objects in
non-90-degree orientation with the robot, can be ap-
proximated by the robot using rectilinear motions (see
figure 5). The accuracy of this approximation actu-
ally depends more on the features of the robot than on
the featurse of the obstacle. Thus, each line segment
of the rectilinear approximation will be based on how
closely the robot can sense it. For example a circular
base shape (cylinder) can be modeled as a square or 
cross depending on the size of the cylinder relative to
the sensing capabilities of the robot.

Also, an obstacle in the real-world might not be
aligned parallel to the vacuuming arena or to the di-
rection in which the robot is vacuuming. Using our ap-
proximation, we can also model an object that is recti-
linear, but oriented differently with another rectilinear
base shape that is oriented with respect to the arena
(figure 6). Therefore, although formally the domain
is restricted, the robot can deal with a fair amount
of objects not specifically allowed in the domain model
by handling the objects as approximations to obstacles
that are in the domain.

Again, however, for such an approach to work, the
robot must be able to modify its behavior so that the
approximation is what is actually realized. Thus in
Figure 6, for example, the robot must make a number
of 90-degree turns based on sensing values. A higher-
level behavior that can be informed of divergence from

Figure 6: Oriented Rectilinear Approximation of Ob-
stacle

an expected value (that the side sensor will be report-
ing a near constant value) and which can modify the
underlying behavior accordingly (suggesting additional
turns or tracking) makes the robot’s motions meet such
an approximation3

Thus, the uncertainty of the robot’s control and the
need for a simple approximation that, with appropri-
ate dynamic modification, can handle many more com-
plex real-world situations made it clear that something
beyond simple behavior-based control was needed. A
hierarchical system, in which there existed behaviors
that could make decisions as to how to gate and/or
modfy lower level behaviors, seemed to be necessary.
The communication between the behaviors in such a
hierarchy were more complex than those provided by
the subsumption model but simpler than those allowed
in the full supervenience system (where symbolic de-
scriptions may be propagated and reasoned about). As
such, experiments with this domain led to the devel-
opment of a sort of "hybrid" model, somewhere in be-
tween the two.3 In the next section we discuss this
approach, and the details of its use for the vacuuming
robot.

System Architecture

As mentioned earlier, our system currently runs us-
ing two hardware components, a robot programmed in
a subsumption architecture language which communi-
cates with a planner running remotely. Our robot is

2This is a clear example of what Brooks calls the world
being its own best model(Brooks, 1990).

ZThus, depending on one’s world view, behavior hierar-
chies can be viewed simply as an extension to subsumption,
a simplification of supervenience, or a separate "hybrid"
model. In the remainder of this paper, we treat them as
the latter, but we do not feel it is a particularly important
distinction.
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an ISRobotics R2-e with eight infrared sensors as well
as eight touch sensors, and two wheels driven by mo-
tors with shaft-encoders. It also has a 2-DOF gripper,
in which we mount a small, protable vacuum cleaner.
(The vacuum is switched on before running the system
so that the robot cleans that area which it traverses
while maneuvering across the arena.) The planner, still
in its developing phase, runs on an Apple Macintosh
and is based on Spector’s supervenience architecture.
To link the Macintosh to our R2e, a wireless modem
communicates between the planner and the robot.

Our original goal was to implement the planner us-
ing the supervenience system, and to have it directly
call behaviors running on the robot, since it was clear
that the R2e’s subsumption architecture could not sup-
port many of the features the supervenience architec-
ture allows. However, as alluded to in the last sec-
tion, we discovered a need for a hierarchy of behav-
iors to be used. Thus, we have been exploring the use
of behavior hierarchies, which themselves borrow from
the supervenience approach, but essentially work on
a simpler scale. (We note that just as problem solv-
ing in subsumption may result from several separate,
usually concurrent, behaviors, several behavior hierar-
chies may be used in complex problem solving. In our
vacuuming system, only a single hierarchy is used.)

In the remainder of this section, we describe the be-
havior hierarchy approach in more detail, and show
how it is used in the vacuuming robot.

Behavior Hierarchies
The central design feature in our implementation of
behavior hierarchies is borrowed from that of super-
venience - the separation of levels based on "world-
knowledge up/goal-knowledge down". Thus, we design
communication such that the lower a behavior is in the
hierarchy, the closer it should be to the world.4 Nat-
urally, the closer a behavior is to the world, the more
concrete are the elements the behavior senses or ma-
nipulates. By contrast, the higher a behavior is in the
hierarchy, the further away it is from the real-world
and the more abstract are the behavior elements. In
turn, "goal-knowledge down" requires that behaviors
at a higher level are, essentially, closer to the goals of
the system rather than anchored in particular sensory
values. As goal-based information is passed to lower
levels, it is decomposed and reformulated to result in a
description closer to the world than the previous one.
In this process goal-knowledge loses importance while
world-information becomes more important.

Behavior hierarchies are extensions of subsumption
architectures which assume a collection of behaviors
not sharing any global variables. Instead, interaction
between behaviors occurs through "wires" (typically
implemented in software, rather than hardware). Each

4 Note that while this is typical of subsumption architec-

tures, it is not mandated in the design, and is often violated
in complex subsumption-based systems.

behavior has input and output wires, and output wires
of behaviors are connected to input wires of other be-
haviors. All behaviors run concurrently sending back
and forth information if necessary. Behaviors may also
activate and deactivate other behaviors.

Behavior hierarchies work by imposing a partial or-
der on the collection of behaviors. In this order, every
behavior that precedes another behavior is, essentially,
more abstract than the other behavior, i.e. more dis-
tant from the world (and, in fact, it cannot directly
sense the world, but only receive inputs from the lev-
els closer to the world). The communication between
the levels allows higher-level behaviors (those preced-
ing others in the order) to send messages which either
activate, deactivate, or change parameters of the lower
level behaviors. The lower-level behaviors send mes-
sages which report "events" to higher-levels. These
events typically do not consist of specific sensor val-
ues, but rather values representing initiation, comple-
tion, or errors arising within the behavior. Thus, a
particular value might represent that an obstacle was
encountered while moving in a certain direction.

We should note here that the term level is somewhat
misleading because no two behaviors are explicitly "on
the same level." The only defining characteristic of a
behavior hierarchy are the relationships explictely de-
fined by the partial order. The communication proto-
cols, which allow one behavior (higher level) to modify
another (lower) level, but which only allow the lower
to ’inform" the higher, realize the asymmetric leveling
which characterizes supervenience.

Since the behavior hierarchy’s place is to be the lower
part in the global supervenience architecture, all be-
haviors are relatively close to the world. This means
that typically the level of the abstractions and there-
fore the need for symbolic representations of the world
is limited. Symbolic abstractions are not supported
nor encouraged in Brooks’ subsumption architecture.
To allow the behavior hierarchies to take advantage
of the strengths of reactive behaviors, we also try to
refrain from using explicit symbols wherever possible.
Thus, a chair might appear as sensor value 3 to a very
low level, while it may be "object to the left" at a
higher level. Thus, the transition from sensor signals
to symbols occurs throughout the hierarchy, but the
mapping to specific symbols like "chair" or "chair-l"
will only occur in the planner.

It should also be noted that an explicit aspect of
the supervenience approach is that a problem should
be resolved at the lowest level possible. Information
about the event may then propagate up and eventually
change goals (and therefore cause information to prop-
agate down and change behavior), but that doesn’t im-
ply that the system stops while this occurs. Behavior
hierarchies also allow this, letting lower-level behaviors
continue to run until a new signal (to change behavior
or deactivate) is received from above.
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The behavior hierarchy for the vacuuming
robot

To illustrate behavior hierarchies in more detail, we re-
turn to the vacuuming robot. Figure 7 presents part of
the behavior hierarchy we use to perform vacuuming
without the aid of a planner. It should be clear that
this behavior hierarchy is a partial order. For example,
while the behavior pairs "Clean-Arena" and "Move-
Forward", or "Shift-Lane" and"Back-Blocked" are or-
dered with respect to each other there is no such re-
lationship between, for example, "Move-Forward" and
"Turn-90-Degrees."

To see how this hierarchy works, consider how nor-
mal vacuuming proceeds. In this hierarchy, the only
behavior without a higher behavior is "Clean-Arena"
and it is invoked first to start vacuuming. As the name
implies, the goal of this behavior is to vacuum the
entire area. This behavior in turn causes the lower-
level behavior "Move-Forward" to be activated. While
"Move-Forward" is active, a command is issued to start
the robot moving at a given speed and to keep track
of the distance moved. It also activates the "Front-
Blocked" behavior. "Front-Blocked" polls the front in-
frared sensors to detect objects in front of the robot.
After detecting an obstacle, "Front-Blocked" sends the
message to "Move-Forward" that something is in front
of the robot. "Move-Forward" immediately stops the
robot to avoid a collision. Simulataneously, it also
passes a message up to "Clean-Arena" that tells that
it is blocked and states how far it moved prior to the
blockage. Depending on the distance moved, "Clean-
Arena" then decides whether the robot has reached
the end of the platform or an obstacle. Based on
that decision it will send the message to start either

"Shift-Lane" (which turns the robot around) or "Move-
around-Obstacle" (which navigates the robot around
the obstacle using the methods described earlier).

The notion of abstraction, as supported in the super-
venience architecture, is also realized in the behavior
hierarchy, as can be seen by looking more closely at
the vacuuming behaviors. Consider the relation be-
tween the lower-level "Move-Forward" and its higher-
level "Clean-Arena." Forward is a direction directly
realizable by the robot as a particular way to move the
wheels. "Arena," on the other hand is not a directly
sensable object. Instead, a preprogrammed set of pa-
rameters (these may in turn be changed by the planner
when the implementation is extended), is used to cor-
respond to a range of directions, distances, etc. These
cannot be directly sensed, but can be "reasoned" about
as a combination of other sensor values reported up by
the lower levels. Similarly "Back-Blocked" is a lower
level since "something behind the robot" is a real en-
tity which directly effects a sensor, while "lane" is an
abstraction used to represent a potentially large set of
possible sensing and effecting actions.

To be precise, however, we wish to make it clear
that while the behavior names contain symbols such
as"arena", "lane", and "obstacle" to prevent confusion,
the behaviors themselves don’t represent any such sym-
bols internally. "Shift-Lane," for example, is itself a
behavior, and thus it doesn’t work by invoking rules or
other such to directly reason about "lane"s. Instead, it
has as its goal simply to invoke a short forward move
between two 90-degree-turns followed by realigning the
robot with whatever is behind it. Thus, the abstrac-
tion, while real and useful to the programmer, is not di-
rectly represented in the behavior hierarchies. Rather,
it is enforced by the "supervenient" information flow
in which only the lower levels have direct access to the
sensors, and higher levels can only base their effects on
the events reported up.

As an example of how world knowledge is fil-
tered up in the form of events, consider what hap-
pens after "Clean-Arena" invokes the behaviors "Shift-
Lane", "Move-Forward", and’ ’Move-around-Obstacle"
(thus converting its goal into instructions for the lower
levels). "Move-Forward" then invokes "Front-Blocked"
and the robot moves until something is sensed closely
in front of it. At this point, "Move-Forward" reports
to "Clean-Arena" a message which, essentially, reports
"I have moved forward x-amount and stopped because
something is blocking the robot’s path." At this point,
"Clear-Arena" then reacts to this event, either invok-
ing "shift-lane" (because the distance is far enough) 
"Move-Around-Obstacle" (because it isn’t).

To see the advantages of separating the high- and
low-level behaviors to allow interaction between these
different levels of abstraction, consider the "Move-
around-Obstacle" behavior. First, let’s consider how
we designed this behavior simply to handle simple rect-
angular objects, as shown previously in Figure 2. The
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robot moves forward until blocked, and "Clear-Arena"
invokes "Move-around-Obstacle." This behavior then
initiates "Turn-90-degrees" such that the robot turns
to the right. After the robot makes the initial right
turn, the obstacle will be on its left. As the robot
moves forward, it reaches the end of a wall of the ob-
stacle, and the left-side becomes clear. This event is
reported back to "Move-around-Obstacle," which then
orders the robot to move forward again until the ob-
stacle is passed. At that point, another 90-degree turn
(in the other direction) is initiated and so on until the
robot has moved back to its original lane. The "Move-
around-obstacle" behavior then reports successfully to
its parent, and normal vacuuming continues.

We later decided to change this behavior to allow cir-
cumnavigation around more complex (arbitrary) recti-
linear onjects, such as shown in in figure 3. To achieve
this we were only required to make a simple change to
"Move-Around-Object." In particular, we simply need
to add an instruction that changes what happens when
the front is blocked during the forward move back to
the original lane. In particular, we simply needed to
add an additional call to "turn-90-degrees" so as to in-
struct the robot to make an additional right turn. The
remainder of the behavior is then the same, and thus
it is as if the robot is simply going around a number
of small regular rectanglesJ

Adding a planner

As can be seen from the previous section, having the
higher levels able to invoke, modify, or disable lower-
level behaviors allows us to achieve a fairly complex
overall behavior reactively - the robot does a reason-
able job of vacuuming around relatively complex obsta-
cles without the need to appeal to an explicit (path)
planner. On the other hand, there are times when
it would be extremely useful to have access to such
a planner. For example, if we had a planner above
"Move-around-Obstacle," it could make the decision as
to which direction the robot should start to turn based
on an explicit world map (with locations of known ob-
stacles provided in advance and/or built out of the
reports arising from the behaviors in this heirarchy) or
on information about common obstacles. This would
allow better decision making and more efficient vacu-
uming.

Conversely, if"Move-around-Obstacle" doesn’t find
an expected corner of an obstacle (i.e. the robot has
encountered an unexpected wall), it could report this
by sending an appropriate event report to the plan-
ner. The planner could then reason as to what had
gone wrong and, perhaps, realize that "Clear-Arena"
has erroneously decided that the robot has reaches an
obstacle instead of the arena border. It could then re-
vise the robot’s strategy and order an alternate one.

~This same change also enables the approximations to
rectilinear for other obstacles, as described previously.

SET
/
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Figure 8: Overview of planner/robot communication.

Given the inherent imprecision in even well engineered
robots, and the incredible imprecision in the low-cost
robot we use, this would enable significant improve-
ment, particularly in more complex situations such as
a maze-like office hall environment.

In addition, use of the planner could also be helpful
in providing explicit guidance when the default behav-
iors are inappropriate. Thus, for example, the planner
could monitor how well it is vacuuming around an ob-
stacle by building a simple map based on the edge re-
ports. If the planner decided that a rectilinear approx-
imation was not appropriate, it could intervene and
override the robot’s"instinct" to apply this approxi-
mation, causing it to invoke a different strategy. For
example for a robot with a better positioning system
able to drive along arcs more precisely, the planner
could decide to invoke a "circle-around" behavior if it
realized a cylinder was blocking the path.

We are currently working on adding exactly such
a planner to the system, as shown in Figure 8. The
events reported by the highest level of the behavior
hierarchy are broadcast to the planner running on a
remote system.6 The planner would have access to
a set of elementary (a/k/a primitive) operators, which
would correspond to the highest level behavior(s) in the
behavior hierarchy. Using a dynamic planning model7,

the events reported by the highest levels of the behav-
ior hierarchy correspond to sensing events that are at a
high enough level of abstraction for the planner to use.
Using such a model will, we hope, help to bridge the
traditional gap between sensors and planners, and thus

Sin a larger robot, the planner would be onboard prefer-
ably running on a separate processor.

7We are currently working on a planner based on the
DR model we describe in (Sanborn et al., 1988; Kohout et
al, 1994).

193



give us a strong base on which to experiment with the
interaction between reactive and plan-based behaviors.

Answers to Questions

Coordination- How should the agent arbi-
trate~coordinate~cooperate its behaviors and actions?
Is there a need for central behavior coordination?

The central design paradigm "world-knowledge up
/ goal-knowledge down" dictates responsibilities and
competencies, which in turn coordinate the individual
behaviors in the hierarchies. On the one hand, since
behaviors at lower levels are epistemologically closer
to the world, their purpose is to respond quickly and
effectively to the dynamics of a changing and uncer-
tain world. On the other hand, high-level behaviors
represent goals and drive the system to the successful
completion of the tasks. This mechanism was previ-
ously described in (Sanborn et al., 1988) where "long-
term goals" are represented by high levels in behavior
hierarchies and "short-term goals" (e.g. the agent’s
survival) translate to low-level behaviors. Hence there
is no central behavior coordination, i.e. no single be-
havior has full control over the system’s goals and the
world.

Representation- How much internal representation of
knowledge and skills is needed? How should the agent
organize and represent its internal knowledge and
skills? Is more than one representational formalism
needed?

Knowledge consists of world knowledge and goal
knowledge. The relevant world knowledge is sensed
by the lowest behaviors in the behavior hierarchy. The
design of behavior hierarchies requires lower-level be-
haviors to propagate world knowledge up in the form of
events, and this propagation of knowledge has to be im-
plemented very carefully avoiding unnecessary abstrac-
tions wherever possible. Therefore, world knowledge
is grounded in physical sensing, as in the paradigm
of (Brooks, 1990). Thus, the lowest-level behaviors
completely abstain from using symbolic representa-
tions while higher-level behaviors contain world knowl-
edge in symbolic form. However, those symbols are
grounded to the world as "perceived" by the lower lev-
els.

The agent’s goals are represented as goal knowledge
which follows a different formalism. Goal knowledge
consists of goals, assumptions about the world (e.g.
rectilinear environment in vacuuming domain), as well
as ways to achieve goals.

More important than assumptions are the ways to
achieve goals. We previously pointed out that goal
knowledge is propagated down from higher-level be-
haviors. This propagation occurs through activation,
termination, monitoring of events, and modification of
modes and parameters of lower-level behaviors by their
parent behaviors.

Assumptions about the normal course of events in

the world are understood via goal knowledge, since
they are used to devise a course of action by higher-
level behaviors, as opposed to lower-level behaviors,
that are more competent regarding knowledge about
the world. For example, discrepancies between as-
sumptions and the real-world are detected by lower
levels which, if authorized, respond to the situation.
Another reason why assumptions are considered goal
knowledge, as opposed to world knowledge, is that they
are not grounded in the real world. Therefore, the
system can’t rely on these assumptions to the extent
it relies on world knowledge, as the latter is carefully
sensed and propagated up at each level.

Structural- How should the computational capabili-
ties of an agent be divided, structured, and intercon-
nected? What is the best decomposition/granularity
of architectural components? What is gained by us-
ing a monolithic architecture versus a multi-level, dis-
tributed, or massively parallel architecture? Are em-
bodied semantics important and how should they be
implemented? How much does each level/component
of an agent architecture have to know about the other
levels~components ?

The structure of behavior hierarchies is both "multi-
level" and parallel. Parallelism allows running multiple
processes at the same time, which in turn permits the
designer of a particular behavior hierarchy to build ro-
bust, reactive behaviors (a la Brooks(Brooks, 1990))
because separate physical components of the robot
can be assigned autonomy in different processes. The
multi-level structure of behavior hierarchies follows the
paradigm that lower-level components are epistemolog-
ically closer to the world while higher-level behaviors
encode more goal knowledge, i.e. information about
the agent’s goals.

The advantage of such a combination is that sep-
arate behaviors can be individually built, calibrated,
tested, and reused. When combined in our hierarchi-
cal approach, these behaviors can be effectively acti-
vated, terminated, monitored, and modified/adjusted
by other, parent-level behaviors to achieve both reactiv-
ity and intelligent behavior. When designing higher-
level behaviors, one has to take into account that lower-
level behaviors may respond to unexpected events and
failures autonomously in an attempt to resolve discrep-
ancies between expectations and the real world effec-
tively at the lowest-possible level. Lower-level behav-
iors can therefore result in behavior differing from ac-
tions issued from above. Thus, every high-level be-
havior has to know about the failure-modes of lower-
level behaviors, both responding to the failure at the
current level and/or passing information to the next
higher level if necessary.

Conclusion

In this paper we have described the use of behavior hi-
erarchies based on "merging" two models of multi-layer
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architecture -- the supervenience model of (Spector,
1992) and the subsumption model of (Brooks, 1990).
The behavior hierarchy approach allows us to use the
robustness of reactivity in behavior design. It also en-
courages the design of modular behaviors that can be
reused or more importantly recalibrated in different
situations. In addition, we have argued that while be-
havior hierarchies extend our ability to design and pro-
gram effective solutions that do not require any explicit
planning, they also provide a useful model for integrat-
ing planning and reacting. We are currently exploring
both of these directions. In particular, we are work-
ing on extending the behavior hierarchies for control
of more complex robots solving harder problems than
those seen in the simple vacuuming domains and also
extending the vacuuming robot by adding a planner.
We believe this latter will let us realize the main goal of
our earlier supervenience work - achieving an integra-
tion between reactive and deliberative problem solving
strategies.
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