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Introduction

Our interdisciplinary research group "Epistemic Systems"
investigates the formation of scientific theories, viewed
as a paradigmatic case of creative problem solving.1 The
basis of our analysis is a wide spectrum of historical ca-
ses: Stimulated by a publication of Herbert Simon, we
analysed extensively the discovery of the urea cycle by
Hans Krebs (Gral]hoff [1994]) on the basis of his labora-
tory notebooks; we carried out several case studies taken
from early 20th century physics (Grat]hoff [1994]); and 
detailed technical commentary on Kepler’s discovery of
planetary ellipse orbits is on the way (Gral]hoff, Neuge-
bauer, forthcoming).

For these case studies all available historical documents
of specific discovery processes--laboratory notebooks, let-
ters and publications--have been gathered and evalua-
ted. By examining these case studies we show that me-
thods of discovery exist in different scientific areas and
different methodological situations. In all cases we can
explain creative problem solving processes by methodo-
logical rules. The domain-specific methods vary; yet we
see a (rather unexpected) common stock of methodolo-
gical principles. It contains general heuristics for model
formation and rules for generating and evaluating causal
hypotheses. The identified methods of scientific discovery
were consequently implemented as a cognitive model of
discovery on a computer.

Models of scientific discovery (Grai]hoff)

Epistemic systems

Scientific discovery is seen as a complex kind of problem
solving that is directed by different kinds of scientific
goals, heuristics, and methodological rules.

* e-mail: grasshof~philosophie.uni-hamburg.de,
michael~philosophie.uni-hamburg.de.

1Our project is supported by the German Research Coun-
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Hamburg University since 1989.

How do we decide whether a model of discovery cor-
rectly represents a particular historical discovery pro-
cess? As with other scientific theories this is done by
testing models empirically. Models of historical proces-
ses are tested by comparing the sequence of the model’s
states with documents, which the researcher produced
during his work. In the case of the discovery of the urea
cycle these were the laboratory notebooks of Hans Krebs
and his assistant Kurt Henseleit. A reconstruction of a
scientific achievement has to be historically adequate, i.e.,
it must not contradict any of the historical data.

The set of cognitive components relevant for the dis-
covery process forms an epistemic system. An epistemic
system is a dynamic model of a scientific discovery. It
contains epistemic goals that direct the agent to the so-
lution of his problem; propositional attitudes such as be-
liefs, assumptions, or considerations without judgement
regarding their truth value; heuristics which are rules of
action, according to which either propositional attitudes
(e.g., belief in a causal hypothesis) are generated or phy-
sical actions (e.g., experiments) are performed; epistemic
actions that realize the proposed steps in the discovery
process.

Principle of action

One of the key issues of cognitive models is the inter-
action of various types of cognitive elements. What is
the connection between goals and actions? How are they
represented and what is the decision process? Which pre-
ference order regulates the choice between alternative ac-
tions?

The central coordination of the elements of an episte-
mic system is done by a principle of action? This prin-
ciple reflects our understanding of actions, goals, prefe-
rences, abilities and knowledge. The following principle
holds for any person A, action H, and goal G:

2The principle of action was inspired by a widely discussed
proposal of Churchland, [1970], p. 221. However, the introduc-
tion of complex and elementary actions leads to substantial
differences to Churchland’s proposal.
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Principle of Action: If

(i) A has the goal 

(ii) A believes that doing H under the given circumstan-
ces is a way to reach G,

(iii) There is no other action besides H, which in A’s
opinion has a higher preference for reaching G,

(iv) A has no other goal which diverts him from G under
the given circumstances,

(v) A knows how to do H,
(vi) A is able to do H

then A concretizes H.

To concretize an action means in case of elementary ac-
tions to begin with its completion without further plan-
ning. In case of complex actions it means to generate
the goal to perform the action in the future. Which ac-
tions are elementary is a question of the granularity of
the historical model. The finer the intended explanatory
structure of the historical model, the more complex ac-
tions must be considered. In this model goals are wishes
to perform an act. One needs knowledge of which subor-
dinate actions might help to complete a complex action.
Preference orders decide between alternative actions.

Epistemic action spaces

In scientific contexts actions predominantly concern the
modification and construction of models. Here a metho-
dological rule specifies a complex action to achieve a cer-
tain epistemic goal, e.g., to expand a theoretical mo-
del to explain a newly discovered phenomenon. A com-
plex action can be further specified by a set of simpler
actions--which may turn out to be complex themselves.
This yields a hierarchy of actions. The scientist has the
initial goal to successfully perform the complex action of
solving his research problem. For that he performs a set
of simpler actions. Since there can be different ways to
perform a complex action, an action space is unfolded as
an and-or-graph.

We have implemented the planning of actions by using
a hybrid graph search strategy combining elements of
heuristic depth-search with some mechanisms to eva-
luate alternative plans and to alter the plan when ne-
cessary. This is achieved by incorporating global infor-
mation about the problem space, by allowing the com-
plete or partial rc cvaluation of the action space, and by
allowing a kind of local best-first-search.

Figure I shows the root node of complex actions, which
organizes the modification of models. The tree links dis-
junctive actions: A modification of the model M is suc-
cessfully performed, if, either it is successfully expanded
to a new model N, which is itself successfully modified;
or the modification of M is performed successfully by a

modification(M)

~ ~~....~~ :ompletion(N)

expansion(M,N)& test(M)& contraction(M,N)&
modification(N) modification(M) modification(N)

Figure 1: Hierarchy of actions
contraction followed by a modification of the new model,
etc. This recursive definition of complex actions allows
the generation of large hierarchies of goals, with nested
research goals. For its modelling a language called Epilog
(Epistemic Systems in Prolog) has been developed.

The case studies we have investigated so far indicate
that there is only a fairly restricted class of types of ac-
tion at the ’top level’: Among them are complex actions
like model expansion, model revision and causal test stra-
tegies. We found that the variety of strategies scientists
use are specializations of these top level actions. Hence,
there is a general methodology underlying scientific rese-
arch. In the case studies discussed below we substantiate
our claims by proving the adequacy and fruitfulness of
this general model.

Causality, Experimentation, and the
Formation of Causal Theories (May)

Causality and machine discovery

In this section we give a systematic account of one of the
’top level’ actions of scientific research. We present a new
computational approach to causal reasoning that is based
on elimination of alternative hypotheses. It provides a
systematic foundation for causal test strategies we have
found in numerous historical case studies.

The discovery of causal regularities is a central aim
of science. Causal knowledge, as opposed to knowledge
about accidental generalizations, is essential for the ex-
planation, prediction, and control of natural processes.
How are causal regularities to be represented? What ex-
actly distinguishes a causal sequence from a non-causal
one? And how does causality constrain the search for a
scientific theory?

Although almost any approach to machine discovery
has to rely on a conception of causality at least impli-
citly, these fundamental questions are seldom addressed.
Many approaches take their conception of causality from
qualitative physics. But the role of causality in qualita-
tive physics is far from clear--in fact, it is one of the
most controversial topics in this field (Iwasaki, Simon
[1986]; de Kleer, Brown [1986]), and some even doubt
that a domain-independent concept of causality exists
at all (Forbus, Gentner [1990]). Abductive approaches
to theory formation tend to equate a causal explanation
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Figure 2: The three stages of metabolism of
energy-containing nutrients in the body, taken from Marieb

[199~1, p. 836.
with a deductive argument and a regularity with a sim-
ple universal conditional (e.g., O’Rorke et al. [1990]). But
this equation, being reminiscent of Hempel’s model of de-
ductive nomological explanation (Hempel [1965]), is too
simple; it has been subjected to dozens of counterexamp-
les (cf. Salmon [1990]) and is not considered to be a viable
alternative in philosophy of science. An explicit approach
to the discovery of causal regularities is the induction of
probabilistic causal networks (Pearl [1988], Spirtes et al.
[1993])].

Our aim is to show how an explicit causal framework
constrains the search for a scientific theory efficiently. For
systematically testing the scope and the limits of our ap-
proach to causal reasoning, we have implemented it in an
incremental causal discovery program (CDP). It genera-
tes a qualitative theory about a complex causal system
and works in an iterated process of empirical hypothe-
sis generation by planning, executing and evaluating si-
mulated experiments. The model generates a correct and
complete qualitative theory of causal systems like the hu-
man metabolism of energy-containing nutrients depicted
in figure 2 (taken from a textbook in physiology). The
program is fully implemented and has been tested on
more than 20 causal models taken from different scienti-
fic domains such as biochemistry, sociology, and physics,
and on an even greater number of abstract models. The
most complex (abstract) system simulated so far contains
200 variables and 63 causal regularities.

Representing causal structure
Figure 2 shows the complicated paths of degradation and
synthesis of proteins, carbohydrates and fats during me-
tabolism. These substances are broken down finally to
CO2, H20 and NH3. The types of causal relationships in
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Figure 3: Types of causal relationships.
this model are manifold:

Directly causally relevant factors:
amino acids -~ NH3

Causal chains: proteins -~ amino acids --+ acetyl CoA

Multiple effects:
amino acids ~ NH3
amino acids --+ acetyl CoA

Multiple causes:
amino acids --} acetyl CoA
pyruvic acids -+ acetyl CoA
fatty acids -+ acetyl CoA

Complex causes: glycerol + fatty acids -+ fats
(A factor is only relevant if additional factors are pre-
sent.)

Causal cycles: Cyclic processes--the Krebs cycle in our
case--are only indicated but not unfolded in this fi-
gure.

Inhibiting causes: An additional type of causal rela-
tion, where the presence of a factor inhibits an effect
that would be present if the inhibiting factor were ab-
sent. An example is a toxic substance that inhibits cel-
lular respiration.

We believe that no theory of causality is fully adequate
unless it distinguishes these types of causal relationships.
They are summarized in figure 3. The underlying struc-
ture is a directed and-or-graph, where nodes represent
types of events that can be instantiated or not instantia-
ted by event tokens. A cycle corresponds to a sequence
that contains type identical, but spatio-temporal distin-
guishable event tokens. A direct arc from a node to itself
is not allowed. We conjecture the method to be applicable
to any causal system that can be represented by a directed
and-or-graph with the properties described.

Many theories of causality ignore one or more of these
relationships. E.g., it is not possible to represent a causal
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cycle in a Bayesian network (Pearl [1988]), which is ex-
plicitly defined as a directed, acyclic graph, b-hrthermore,
in such a network there is no difference between graphs
representing complex and multiple causes, e.g., an AND
and an OR gate in a circuit look identical (cf. Spirtes et
al. [1993]).

Theory of causal regularities

We interpret the graph structures by utilizing a variant
of a causal regularity theory that is based on the work of
John Mackie [1974]. Since details can be looked up else-
where, our exposure will be brief. 3 The central idea is to
represent regularities in a formalism that is similar--but
not reducible--to disjunctive normal form in propositio-
nal logic. A complex cause is represented by a conjunc-
tion; alternative causes are represented by a disjunction
of conjunctions; a causal factor is represented by a part
of a conjunction, and an inhibiting causal factor by a
negation. The presence of a complex cause is assumed
to be sufficient for bringing about the effect. ’To bring
about’ implies an asymmetry that cannot be analysed in
terms of the material conditional alone (we will give an
operational definition below). Furthermore, the complex
cause has to be minimal, i.e., no part of it is sufficient.
This ensures that every factor that is part of the complex
cause plays an indispensable part in bringing about the
effect. A complex cause is also called minimal sufficient
condition. Note that a causal factor is normally neither
sufficient (since it is only a part of a complex cause) nor
necessary (since there may be complex causes of which it
is no part) for the effect.

Our knowledge of a complex set of regularities is often
highly incomplete: What we know are small fragments of
only some complex causes of a causal network. How can
we use incomplete knowledge and even partially wrong
beliefs for explaining and predicting events? How can we
revise an incorrect hypothesis? How can we generate a
better one?

Principles of causal reasoning

Method of Difference The basic test for causal rele-
vance of a factor is intimately tied to a procedure called
’method of difference’. By tying the test for causal rele-
vance to this procedure we get a straightforward operatio-
nal definition for the notion of ’bringing about’: A factor
C brings about an effect E if (1) there are two situations
$1 and $2 which are causally homogeneous except that
C is present in $1 and absent in $2, and (2) E follows

3Readers of Shoham [1988] should be warned, since Sho-
ham seriously misrepresents Mackie’s theory. E.g., Shoham
claims that Mackie does not consider causation to be anti-
symmetric and irreflexive. In fact, Mackie devotes a whole
chapter (entitled ’The Direction of Causation’) of his book
on characterizing causal asymmetry.

in $1, but not in 82. John Stuart Mill already studied
this method in 1843. But despite of being the method
scientists actually employ in experiments--in laboratory
notebooks we literally find hundreds of experiments that
instantiate this method--, there is to our knowledge no
systematic study on this subject in the field of machine
learning. Mackie [1974] has reconstructed the logic under-
lying Mill’s methods; we took this as our starting point
to extend the basic method for handling much more com-
plex types of experimental design.

The logical principle underlying the method of diffe-
rence and all its descendants is that of eliminating alter-
native hypotheses that would explain the experimental
data. Elimination, proceeding on classes of hypotheses,
can be done rigorously and efficiently.

This section introduces the basic inference pattern for
inferring a positively relevant causal factor.

The premisses An inference to a causally relevant fac-
tor is based on three assumptions:

(i) A complex cause is sufficient for bringing about the
effect, and if no complex cause is realized in a situation,
the effect does not occur;

(ii) the test situation is causally homogeneous;

(iii) there is an initial hypothesis.

The first assumption is part of the concept of a deter-
ministic causal regularity. The second assumption is dis-
cussed below. An initial hypothesis (assumption (iii)) 
have different levels of specifity. On one extreme there is
the bare assumption that some cause exists for the pheno-
menon to be explained--no specific factor is mentioned.
On the other extreme is a hypothesis already specify-
ing several minimal sufficient conditions. The discovery
system starts with the first assumption and ends, if suc-
cessful, with a justified hypothesis of the second kind.

Inferring a causal factor We will assume that the
initial hypothesis already specifies some factors. This is
more complex than the most basic case which can be
handled by the simple method of difference. First, we
assume that a factor A, together with an unknown con-
junction of factors xl, is a complex cause for an effect
W. Second, we assume that a factor B, together with a
second unknown conjunction of factors x2, is a second
complex cause for W. Third, we assume that there is an
unknown disjunction y of additional minimal sufficient
conditions. This is abbreviated

(H0) (AXl) (Bx2) V y -- + W.

This is called an incomplete hypothesis or causal frag-
ment. The unknown complete regularity is

(R) (AODE) V (BGH) V (EDF) V (GHK) 
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(’/~’ means ’not B’). To test the causal relevance of 
factor C for a condition (Axl) the following experiment
is designed: Factors A and C are crossed in a factorial
design, factor B, being an alternative intervening cause,
is inhibited. An ’1’ says that the effect W is present, a
’0’ that it is absent.

T1 C g’

A /~ 1 0

/~ 0 0

Table 1: Test situation T1.

The assumption of causal homogeneity puts a cons-
traint on every causally relevant factor not varied ex-
plicitly: If this factor is instantiated in one cell (one of
several corresponding test situations in an experiment)
it is instantiated in every cell. This premiss has to be
justified separately for every single case; there is no a
priori guarantee for its correctness. Often we can justify
this assumption even if we do not know the relevant fac-
tors; e.g., if we stir a solution carefully and distribute it
among several vessels, we have good reason to suppose
the contents of all vessels to be causally homogeneous--
even if we do not know exactly what is in the vessel. The
assumption of causal homogeneity says that each of the
factors D, E, G, H, F, K is instantiated in every cell or
in none. Let us assume that in our example the factors
DE GH F[( are instantiated. From the result of the ex-
periment, the initial hypothesis (Ho) and assumptions (i)
and (ii), we can infer deductively that C is a part of the
complex cause (Axl).4 This argument justifies a minimal
expansion of (Ho) 

(H1) (ACxl) V (Bx2) V y 

This procedure can be iterated: In the next cycle we
take (H1) as our initial hypothesis and examine a further
candidate factor. To eliminate all alternative hypotheses,
the experimental design demands to add an additional
row for every newly discovered factor, so that the ex-
periment becomes slightly more complicated. There are
additional rules (which we have no space to discuss here)
for inferring inhibiting factors, alternative causes and ir-
relevant factors.

These inference patterns are the backbone of the dis-
covery program. The method possesses a high degree of
correctness and completeness that largely stems from its
ability to eliminate alternative hypotheses. It differs from
many methods in not depending on numerical values re-
presenting heuristic criteria such as coherence, plausibi-
lity, or simplicity (e.g., Thagard [1992]). The precise mea-

4For a proof, see May [1993]; compare also Mackie [1974].

ning of these values and the scope of their applicability
often remain unclear.

Justifying and refuting a hypothesis about a
complex cause

The procedure discussed in the last section demonstrates
how to infer single factors. How can we justify a claim
that a set of factors is minimal sufficient? The main prin-
ciple is that of

¯ Explaining anomalies. If all known factors of a hypo-
thesis currently investigated are present, but the effect
is absent, this is noted as an anomaly. The goal is to
expand the hypothesis in such a way that all anoma-
lies can be explained. This does not have to be done
immediately, but can be delayed until suitable expe-
rimental data are present. If all anomalies generated
in previous experiments can be explained by the cau-
sal model--and in complex systems, there are a lot of
them--this is good, although not logically conclusive,
evidence that the hypothesis is minimal sufficient.

¯ Irrelevance. A claim that a hypothesis is minimal suf-
ficient can be strengthened by proving the irrelevance
of factors not contained in the hypothesis. When it can
be shown that all factors not contained in the hypo-
thesis are irrelevant, the evidence is even conclusive
(however, this is a limit we do not normally strive for).

¯ Revision. If no attempt to explain the anomalies is suc-
cessful, the causal model has to be revised by dropping
the hypothesis that gave rise to anomalies. Afterwards,
the model can be expanded again.

Model expansion space

CDP’s search for a minimal sufficient condition can be
viewed as an exploration of a model expansion space. This
graph contains possible experiments, possible results and
possible hypotheses. A path corresponds to a sequence
of model expansions, that is, to a possible history of a
discovery.

For any initial hypothesis there is a set of possible ex-
perimentai designs. The experiment with factor C shown
in figure 4 is just one of them. For every experimental de-
sign there is a set of possible results; for n cells there are
2n results. For every result there is a set of successor hy-
potheses which are possible explanations of the results. A
successor may be identical with its ancestor. For any suc-
cessor hypothesis there are again new experiments, new
results, and new hypotheses. Hypotheses in this space
are ordered from more general to more specific ones. The
inference patterns--by elimination--determine for every
experimental result a unique, minimal deductively valid
model expansion. The graph can be simplified by pruning
all consistent expansions except for the minimal valid ex-
pansion. This makes the inference patterns inherent to
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... (ACDxl) v (Bx2) v (CDx3) ...

Figure .~: Expansion of a hypothesis. The shaded box shows
an empirically admissible path.

the expansion space, adding a further constraint on pos-
sible discovery paths. Figure 4 shows a fragment of the
pruned space.

This pruned space has an important property. We call
a discovery path empirically admissible, if the series of ex-
perimental results it contains is consistent with the cau-
sal laws of the system under investigation. Now for many
problem types, all empirically admissible discovery paths
converge to the correct minimal sufficient condition.5 Ex-
plaining anomalies and proving irrelevance, as explained
in the last section, serve as criteria to identify when a
path has lead to a minimal sufficient condition.

Using the principle of model revision discussed above,
the method is quite robust (though not infallible) even
in the face of noisy or partially incorrect data. Incor-
rect data can lead the program on an inadmissible path.
Model revision gives CDP the ability to backtrack to a
correct path.

The causal discovery program (CDP)

Task The discovery program CDP takes a set of po-
tentially relevant factors and an explanation task, e.g.,
’explain the causes of the Krebs cycle’, as input. Factors
are represented as propositional variables. We have si-
mulated systems from 4 up to 200 potentially relevant
variables, 130 of them being actually relevant. CDP’s
task is to find a causal explanation. An explanation for
a phenomenon is a set of causal regularities from which
the occurrence of the phenomenon can be deduced, gi-
ven suitable empirical circumstances. Its output is a set

5Some classes of problems have two or more correct most
specific models, which are, however, empirically equivalent.
CDP has a very interesting capability of detecting and hand-
ling these cases--thereby recognizing explicitly the bounds
of empirical investigation and proposing a set of empirically
equivalent theoretical extensions; these matters require fur-
ther research and we cannot discuss them here.

Discover ~,
Minimal Sufficient ~ [

[ Conditions I ~[

~ ¯
yes

,ision [

no

Model
Expansion Space

Design Experiment
Variied Factors
Constant Factors

l
SimulationPerform Experiment

Causal I
Program <o

1

I
Evaluate & Update

Actual Hypothesis C’3
Irrelevant Factors

Possible Extensions
Anomalies

~er Factor?~ ?es

Figure 5: Program structure. Evaluation and updating are
shown in greater detail in fig. 6.

of minimal sufficient conditions--a causal model--, of,
e.g., the pathways of human metabolism in figure 2. The
model can be represented as an and-or-graph.

Discovering a causal model Figure 5 shows CDP’s
processes. Discovering a causal model is an iterated com-
plex action that consists of selecting an explanation task
and generating an explanation. CDP chooses as its ex-
planation task a phenomenon that is part of the causal
model generated so far, but whose causes are comple-
tely or partially unknown. It starts with the input ex-
planation task. By generating causal explanations, new
unexplained causes are introduced, leading to new expla-
nation tasks. Explanation tasks are selected in depth first
mode, but this ordering of tasks is not crucial. The action
of discovering a causal model is performed successfully if
CDP has solved its input explanation task and does not
find any new explanations.

Discovering a set of complex causes CDP ge-
nerates an explanation by discovering a set of complex
causes for the phenomenon to be explained. Discovering
a set of complex causes is a complex action that consists
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of (implicitly) setting up a model expansion space and
discovering a minimal sufficient condition.

Discovering a minimal sufficient condition Dis-
covering a minimal sufficient condition is again an itera-
ted complex action. Its parts are choosing possible expan-
sions, designing, performing and evaluating experiments,
and identifying minimal sufficient sets of factors.

Possible expansion 8_4 experimental design An im-
portant goal of experimental design is to construct a si-
tuation that permits to make inferences locally. To reach
this goal, the discovery program uses knowledge about
the problem situation it has gathered in previous expe-
riments for the design of new experiments. It takes into
account all types of knowledge structures represented in
figure 6.

Performing an experiment The simulation program
CSP, being called by CDP to perform an experiment, ta-
kes as input a set of deterministic regularities that define
a causal system (CDP, of course, does not have access
to this specification) plus the factors that are varied or
held constant according to the experimental design. An
experimenter almost never has simultaneous control over
all relevant variables; to map this feature onto our mo-
del, a random device determines values for independent
variables that are not varied explicitly. The values of the
independent variables and the regularities determine the
successive state of the causal system. The simulation pro-
gram has the successive state of the system as its output,
represented as a conjunction of propositional variables.

The use of a random device can lead to drastically va-
rying discovery paths in different runs of the same pro-
blem. But different histories can be shown to converge
to a correct solution. Thus a common weakness of incre-
mental learning systems is avoided, where different orders
of example-presentation can lead to arbitrarily differing
hypotheses.

Evaluation Figure 6 shows how existing causal know-
ledge and hypotheses affect the evaluation of experiments
and the generation of an expanded hypothesis. If availa-
ble, the program utilizes different kinds of background
information. However, the program is able to start wi-
thout it (except for the list of possibly relevant factors)
and to generate it in the course of its experiments.

If the test situation is assumed to be causally homoge-
neous, the experiment can be evaluated directly; other-
wise the program tries to explain away differences with
the help of background information; e.g., if a difference
between the test and the control case can be shown to
be caused by the effect under investigation, it can be
ignored. In evaluating an experiment the program ap-
plies inference patterns of which we have discussed the
basic type, thereby expanding the existing causal model.

Expanding or revising a model The action of discove-
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Figure 6: Evaluating and updating hypotheses.
ring causal factors is iterated until CDP has discovered a
minimal sufficient condition which explains all anomalies,
or else until a maximum number of experiments has been
exceeded (this represents external commitments such as
budget, time), or until CDP runs out of factors it can
possibly test. If the hypothesis is able to explain all data
it is added to the causal model and becomes part of the
background theory in further investigations. If it is not
able to explain the data, the working hypothesis is re-
vised by dropping the complex cause that gave rise to
anomalies.

If there exist incomplete alternative causes for the ef-
fect, one of them is chosen. CDP tries to expand this
alternative cause to a complete minimal sufficient condi-
tion. When it can find no further alternative causes for
the effect to be explained, but there are still explanation
tasks, it chooses a new task. This procedure is repeated
until there are no more explanation tasks.

Conclusion

We have described a program for discovering causal mo-
dels of complex systems. We get its highly desirable pro-
perties of convergence, completeness and robustness in an
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otherwise almost intractably complex domain by combi-
ning an explicit representation of causality with the very
idea that gave rise to modern science: active experimen-
tation. Together with our eliminative approach to causal
reasoning this leads to a highly constrained model ex-
pansion space that can be searched efficiently. Our model
provides a systematic explanation for causal test strate-
gies widely used in scientific research.

Case studies (Gra6hoff)

In the following we describe a computational model, which
applies the integrated model of epistemic systems to a
detailed historical case of scientific discovery.

Discovery of the urea cycle

Hans Krebs and Kurt Henseleit explained the urea syn-
thesis in animal liver 1932 by the urea cycle--the first
reaction cycle discovered in biochemistry. This discovery
was a milestone in the history of the discipline. Hans
Krebs later received the Nobel Prize. This case is known
to the AI-community through an article of Kulkarni &
Simon [1988].

Our historical examination is based on the laboratory
notebooks of Hans Krebs and Kurt Henseleit; these hi-
storical data form a day-by-day protocol of the discovery
process. Additional sources are the original publications
by Krebs and Henseleit, along with textbooks and litera-
ture they used. Especially helpful was the comprehensive
study by Frederick Holmes (Holmes [1980, 1991]).

In our model the working hypotheses are represented in
frame structures. There are two distinct classes of com-
ponents: first, the assumed causal process in form of a
chemical reaction path, and second, additional physiolo-
gical conditions (kausalbedingung), which are necessary
for the reaction (Viz. fig. 7). In the model these conditi-
ons are represented as frames, which contain statements
concerning temperature or the degree of acidity (pH) 
the solution, for example. The problem situation is well
defined: It is a partially given reaction path from amino
acids to urea. The research goal is to complete the partial
model to one which is justified by comprehensive empiri-
cal support. During the research process the models are
modified, sometimes even completely revised until in the
successful case the justified, complete model is achieved.

The main historical episodes--as reconstructed with
our model--are: (1) First formulation of an instance 
the source-hypothesis (simple reaction model created
through model specification),

amino acid ~ ammonia ) urea. (1)

This model is not yet testable for the first part of the
reaction path, since it contains a class term. In the first
step the model expands to one specific amino acid, e.g.,

alanine. This model is testable with an appropriate ex-
perimental design.

(2) Experimental design, construction and test of mea-
suring processes. The program construes the experimen-
tal setup according to the rules of causal tests, executes
the experiment by simulating the probable outcome and
evaluates it. The result is noted in a new frame (fig. 9).

The measured data are the changes of gas pressure in a
reaction vessel (noted as messwert), which is reduced to
a value for the formed urea (noted as datum). The reduc-
tion equations, noted in the slot modell, are derived by a
computer algebra program (Maple) from a general set 
equations specified for the conditions of the reaction ves-
sel. The integration of computer algebra systems allows
complex mathematical derivations performed by the dis-
covery model. The reduced data are then evaluated in a
causal difference test and show, whether the tested sub-
stance is causally relevant.

First experiments with alanine show a significant in-
crease of formed urea. Therefore, the causal relevance of
alanine for the production of urea is obvious. On the next
level of testing, the model performs quantitative tests.
The experiment shows that not enough alanine is consu-
med for an assumed direct reaction from alanine to urea
via ammonia. Krebs concluded, like the discovery model,
that alanine only indirectly reacts to urea over a long
chemical reaction path. Yet the positive outcome gives
the opportunity to improve the causal conditions, which
the assumed reaction requires. The related experiments
last over a month, until Krebs resumes the tests with
various other amino acids, until

(3) the causal relevance of ornithine together with am-
monia could be demonstrated.

ornithine > ammonia > urea. (2)

Here the discovery model--like Krebs--finds a causally
relevant combination of reactants yielding urea. Other
than in the case of alanine, the model is not able to find
a stoichiometrically balanced reaction from the known
substances and the known substances in the reaction so-
lution like water and oxygen.

Generally, the program is capable to expand incom-
plete reaction paths in the following way:

(a) Qualitative reactions can be stoichiometrically ba-
lanced. E.g., partial reactions like

alanine ~ ammonia.

are supplemented to

(3)

alanine + 3 oxygen )

3 carbon dioxide + 2 water + ammonia.

(4)

53



harnstoff_synthese # 5 subclass_of harnstoff_synthese # 1 with
reaktion : [value:[[[alanin] ---> ammoniak],ammoniak ---> harnstoff],status:vermutet],
kausalhinreichend : [alanin / G1208, ammoniak / G1232],

kausalbedingung:[physiologische_mngebung,einfluss].

Figure 7: Pa~ialrepresentationofa reaction rnodelinEpilog.

harnstoff_synthese # 14 subclass_of biochemische_modelle with
reaktion : [[ammoniak,ornithin,ammoniak,kohlendioxid] ---> [arginin,wasser,wasser],

[arginin,wasser] ---> [ornithin,harnstoff]].

Figure 8: Representation of the circular reaction path.

The supplemented substances are those assumed to be
present in the reaction vessel, e.g. water, carbon dioxide,
or oxygen."

(b) Class terms like amino acid can be instantiated 
their instances, e.g. ornithin. (c) Intermediate reaction
products can be added following know reaction patterns.
(d) Reaction paths can be extended to both sides follo-
wing known reaction parts. (e) Two reaction sums can
be merged to one path.

(4) The finding is followed by repeated failures to ge-
nerate urea through derivatives and substances similar to
ornithine. All possible completions of the reaction path
from ornithine to urea with all possible variations of in-
termediate substances fail. None of those intermediates
shows causally relevant production of urea. This is part
of the search for a complete reaction path (model valida-
tion).

(5) In a crucial period both researchers employ various
strategies which ultimately lead to a revision of the initial
source-hypothesis (model revision). The revision step is
methodologically simple: All assumptions related to the
detailed reaction scheme are retracted and only the cau-
sally relevant substances are joint into a basic reaction
model:

ornithine + ammonia ~ urea. (5)

At this point the discovery model shows an interesting
behaviour. In the middle of January 1932 Krebs made
two crucial series of experiments. One varies the amount

6Vald~s-P~rez [1994] describes a system that automates
the search for chemical pathway hypotheses. Unlike ME-
CHEM, hidden entities are not used for stoichiometric sup-
plementation. One of Vald~s-P~rez’ examples is the discovery
of the urea cycle. MECHEM is best be seen as modelling how
someone could infer a pathway, not how Krebs has done this.
MECHEM starts its discovery in a problem situation where
Krebs already knew that ornithine, NHa and CO2 yield argi-
nine, and arginine yields ornithine, and ornithine is a catalyst;
in this situation Krebs, but not MECHEM, also knows the ba-
lanced reaction ar ginine + water ----* ornithine + urea (which
was stock knowledge); therefore, the problem of formulating
a pathway without citrulline (as in his first publication) was
already solved.

of ornithine added to the solution and relates it to the
amount of produced urea. It finds that a large variation
of ornithine produces nearly a constant amount of urea.
The other series measures the amount of ammonia con-
sumed in the reaction. The experiments yield two mo-
lecules of ammonia per one molecule of urea. What was
the motivation for these experiments? Krebs himself can-
not clearly recall retrospectively, whether at that point
he speculated already that ornithine functions as a cata-
lyst. These experiments would confirm the catalyst hy-
pothesis. The discovery model gives a different answer:
The only possible experiments Krebs could have done
following the reduced model (5) are quantitative measu-
rements. He knows the causal relevance of the substances.
All known intermediates do not show any effect. Hence
the quantitative value of ornithine and ammonia con-
sumption is the only issue left open. Hence, according to
the discovery model, the goals for the crucial January ex-
periments are given by the standard methodologies app-
lied to the current working hypothesis--without thinking
about analogies to catalytic reactions.

ornithine + 2 ammonia ~ urea. (6)

(6) In the next episode a contracted model of the che-
mical reaction path is expanded to the first reaction cycle
involving ornithine, ammonia and arginine (model expan-
sion). This is a again a simple though tricky expansion
step. We work with two key elements:

(a) The experimental results require the assumption 
a reaction producing ornithin. The best known reaction
path related to it is the reaction of arginine to ornithine
and urea (7). This reaction was well known to Krebs
from the beginning of his research, but for other reasons
it could not serve as a model to explain the generation of
urea--so he thought. Now he comes back to the reaction,
because it is the only obvious way to produce ornithin.

arginine + water --~ ornithine ÷ urea (7)

(b) The second step tries a synthesis of two incomplete
reaction paths. Reaction (6) is not yet a genuine chemi-
cal reaction, since more than two molecules are involved.
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experiment # 1 instance_of experimente with
reaktion : [[[alanin] ---> ammoniak] ,---noniak ---> harnstoff],
einfluss : [lactat],
organspezifisch : [leber, [not hirn]] ,
temperatur : [37 " gradC],
pH : [7.400000] ,
kausalhinreichend : [alanin / G1488,ammoniak / G1512],
datum : [q([harnstoff]) # 1.27],
versuchstechnik : [warburg_standard],
modell : [[formel(x([gas]) # G1712 =273 * h([gas]) # G1780 * v([gas]) # 

(temp # G1856 * pO([gas]) # G1868), [ga s_ueber_fluessigkeit,keine_retention])]],
datenevaluation : [q([harnstoff]) # GIg72 -- 1.268820 * h([gas]) # G2024],
zusatz : [alanin / G2092, ammoniak / G2116],
messwert : [h([gas]) # 1].

Figure 9: Frame with a partial experiment description.

Hence it subsumes a chain of reactions. The arginine re-
action might be a genuine reaction and should not be
splitted into smaller parts. Therefore, the arginine reac-
tion could be fitted in two places to the ornithine reac-
tion: Either before the ornithine path, unfortunately not
solving anything. Or, and here comes the crucial click, at
production side of the ornithine reaction, since there it
shares the urea molecule.

With these two points the construction step starts with

ornithine + 2 ammonia + X ---* arginine + Y (8)
arginine + water ---* ornithine + urea. (9)

After the model performs a successful stoichiometric
balancing on this construction, it gets the specification
on the first part of the reaction part and with it the
solution:

ornithine + 2 ammonia + CO2 ---* arginine + 2 H20

arginine + H20 ~ ornithine + urea.

Krebs (or the model) could have tried other path com-
pletions with both partial reaction paths. But only the
one cited can be stoichiometrically balanced and there-
fore qualifies as a good candidate. The balancing step ge-
nerates a hitherto unknown reaction path, namely from
ornithine to arginine, which was the crucial element fol-
lowing the reaction path from ornithine over arginine to
urea. This finding celebrated Krebs mostly in his first
publication.

In our model of discovery the "catalytic" reaction path
is a consequence of the evaluated reaction path. This is
the crucial step for the discovery of the urea cycle, which
Krebs retrospectively described as a long struggle to see
the obvious. Our discovery model has taken this step
skillfully and historically adequate, and hence could illu-
minate even our understanding of the cognitive history.

(7) After various confirmations the intermediate model
is expanded again, now containing citrulline as interme-
diate substance to the final hypothesis.

Comparison with Kulkarni g~ Simon

KEKADA Our work has a well-known predecessor:
Kulkarni & Simon [1988] (quoted in the following as
’KS’). It was their work that drew our attention to Krebs’
discovery, and we share their general goal of determining
systematic strategies of scientific discovery by building
historically adequate computational models. Therefore,
we have to justify why we attempt a new reconstruction.
Kulkarni & Simon claim to have a historically adequate
computational model of all stages of the discovery of the
urea cycle:

"KEKADA [apart from minor differences] follows the
same strategy of experimentation as Krebs and its mo-
tivations for carrying out various experiments are the
same as the motivations of Krebs, whenever these are
indicated by evidence in the diaries and retrospective in-
terviews. As KEKADA accounts for the data on Krebs’
research, it constitutes a theory of Krebs’ style of expe-
rimentation." (KS, p. 171).

This claim is maintained in Kulkarni & Simon [1990,
p. 270].

Hypothesis choice We are now going to discuss the
historical adequacy of the model proposed by Kulkarni &
Simon.r Their reconstruction contains a wealth of details
which is impressive at first sight. But when checking the
model against the historical data, we found their recon-
struction wanting. In important respects it does not, as
Kulkarni & Simon claim, agree with the historical data
recorded in the laboratory notebooks, nor does is agree

7Concerning historical aspects Kulkarni & Simon mainly
refer to Holmes 1980-paper. We want to stress that the follo-
wing criticisms are not levelled against Holmes’ paper.
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with Holmes. As we will argue, the shaky historical foun-
dation of their model seriously hampers their general me-
thodological claims as well.

If one has a theory of Krebs’ style of experimentation
and wants to validate it by modelling a historical case,
one should be able to explain the major events of the dis-
covery. But we do not see much evidence for their claim
regarding some of the later steps of the discovery. An ex-
amination of their program-log shows that the following
’heuristic’ plays an important role:

"[DM10] In running this system for the urea example,
in a few cases where the biochemical heuristics used to
make the choice are not clear to us, the choice is made
by the user" (KS, p. 154f).

This ’heuristic’ is responsible for the following steps
taken by the model:

(i) "User decides to study the hypothesis that source of
NH2 group in urea is ammonia" (KS, p. 163).

(ii) "User chooses to study the related reaction: arginine
reaction" (KS, p. 163).

(iii) "Chooses the possibility that ornithine is catalyst" (KS,
p. 164).

Incidentally, these ’few cases’ are, along with the disco-
very of the ornithine effect, the most important steps in
the history of the discovery. The user does not fail to
make the historically correct decisions. One of the main
problems of the case is the explanation of the methodolo-
gical reasons which guided Krebs in making his choices.
Kulkarni & Simon justify their missing reconstruction
of these steps by referring to the unclear historical si-
tuation (KS, p. 164). Holmes indeed considers at some
points alternative explanations and opts for a view only
hesitatingly, s An adequate computational model would
have to make use either of one option or would have to
model different variants to check how they affect the dis-
covery path. But the authors do not opt for a variant,
nor do they model different variants; they do not mo-
del any of the historically possible explanations. Instead,
they leave the decision to the user. Hence, some of the
most important choices related to the selection of hypo-
thesis are not modelled at all.

Hypothesis generation Besides hypothesis choice the
problem of conceiving or constructing a hypothesis is of
equal--if not higher--importance. How is this modelled
in KEKADA?

The deepest conceptual problem that Krebs had to
solve was to reject the hypothesis that ornithine is the

SE.g., Holmes [1980], p. 220.

source of the urea-nitrogen and to generate the hypothe-
sis of a catalytic process. How is this hypothesis genera-
ted in KEKADA? It fires the rule:

"[HG4] If a reaction produces some output, create hy-
potheses asserting which reactant donates which group
to the output substance and that a reactant may be a
catalyst." (KS, p. 156)

This rule is executed just after the ornithine-effect is
discovered. It creates several possible explanations for the
surprising rate of urea-production. KEKADA does not
only generate this hypothesis, but also the hypothesis
that ammonia may be a catalyst (which is absurd in the
light of biochemistry).

There is no evidence that Krebs considered the possi-
bility of a catalytic reaction at this stage. He considered
it only at a later stage after further experimental results
and his fruitless attempts to fit these into his reaction mo-
del. He commented later that he had been "really blind
to the obvious"; in an interview Holmes replied that it
was obvious only in retrospective. 9 But HG4 generates
this hypothesis by routine. This trivializes the discovery
process.

In this case Kulkarni & Simon’s description of the
program behaviour even contradicts the behaviour do-
cumented in the program log. They say (i) (p. 168) 
it is a better strategy "first to determine the scope of the
phenomenon and then to think about the specific mecha-
nism of the reaction", (ii) that Krebs entertained the pos-
sibility of a catalytic reaction after he found out that the
effect is specific and (iii) that KEKADA, "just after the
phase of determining scope is over", comes up with some
possible reaction paths, among them a catalytic action
of ornithine or ammonia (p. 169). The first two claims
are true, but the third clearly contradicts their program
log (p. 162), where the decision to study the scope comes
after the generation of the catalytic hypothesis.

We do not see an easy way out for them since this
order seems to be deeply rooted in their program archi-
tecture. The function of the surprise heuristic seems to be
to redirect the research efforts by forgetting the previous
goals and by configuring a whole new space of goals and
hypotheses which is subsequently explored. The hypo-
thesis generator does not fire again (besides HG8, which
assigns properties of a class to its members) until the
catalytic nature of the process is established (p. 162-
164). But this procedure is no adequate description of
Krebs’ style of experimentation. Kulkarni & Simon seem
to agree, contrary to KEKADA’s procedure, that it is a
better strategy first to get specific evidence (e.g., to de-
termine the scope) and then to think about a hypothesis
(e.g., a reaction mechanism). Krebs does not generate 

9Holmes [1980], p. 219.
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catalytic hypothesis until he has specific evidence. Hence,
KEKADA’s presentation of Krebs’ tedious derivation of
the catalytic function of ornithine is historically and sy-
stematically false.

Relating hypothesis choice to generation To judge
the historical adequacy of Kulkarni & Simon’s recon-
struction, it is important to link the last point with the
previous one. The catalytic hypothesis comes in by a rou-
tine maneuver, as just a vague possibility (on a par with
the hypothesis that ammonia is a catalyst) in a hypo-
thesis space which can be very large, with no specific
evidence in its favour. Assume for a moment, this were
a correct description of the historical case; then, if one
wants to explain why Krebs proceeded as he did, it be-
comes crucial to specify the reasons which lead Krebs to
pick this hypothesis and not a different one. This unco-
vers a general methodological point. If one sets up a hy-
pothesis space that contains all possible reaction paths,
the problem of getting the correct hypothesis into the
space gets easier, but evaluation gets harder. This means
that the heuristics of hypothesis choice become crucial.
But, as we have seen, Kulkarni & Simon do not even
make an attempt to explain his choice.

Experimental design A further point we want com-
ment upon is Kulkarni & Simon’s schema of experimental
design and evaluation. The laboratory notebooks show
the same type of experiment design again and again: a
possibly relevant factor, e.g. a substance, is present in
one vessel and absent in an otherwise homogeneous ves-
sel. The relevance of a factor is judged by comparing it
to the control case. To judge whether an increase in the
output is really an effect, one has to consider whether all
relevant factors are held constant, whether alternative
causes are inhibited etc. Much of Krebs’ experimental
work and his reasoning documented in the notebooks is
clustered around these types of problems. If one claims to
have a theory of Krebs’ style of experimentation, one has
to account for this. Kulkarni & Simon’s design appears to
be different. Surprisingly, the "Experiment-Proposers"
(p. 155) do not seem to require a control case. Instead,
experiments are evaluated by comparing the result to the
mean result of all similar experiments. We do not know if
this is meant as a replacement for the control case (this
would be historically inadequate and a methodological
error) or if their program is somehow intended to ab-
stract from the need to make a control experiment (but
then, why compare to the mean?). If the last is intended,
Kulkarni & Simon’s theory of experimentation does not
address some very characteristic aspects about Krebs’
style of experimentation, which however can be treated
systematically.

We conclude that Kulkarni & Simon’s claims for a hi-
storically adequate reconstruction are not well-founded
and that this leads to a misrepresentation of Krebs’ stra-
tegies of experimentation.
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