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Abstract

Much past AI research in scientific reasoning has
fallen within the paradigm of historical study: we re-
search some historical instance of scientific reasoning,
and create a computer program (and associated the-
ory) that automates that reasoning. This historical
paradigm of studying scientific reasoning is of little or
no further use to AI; the field must focus on building
programs that make truly novel scientific discoveries.
The first reason is that the historical para~iigm is not
convincing to those who doubt that computers can in
fact make scientific discoveries. It is high time to prove
that computers are capable of making novel scientific
discoveries by exhibiting many examples of such dis-
coveries. The second reason is that scientific-discovery
researchers are in danger of being beaten to the gold
by computational scientists: while we leisurely work
on historical problems, they are already racing for-
ward to make real discoveries.

Introduction

Much past AI research in scientific reasoning has
fallen within the paradigm of historical study: we
research some historical instance of scientific reason-
ing, and create a computer program (and associated
theory) that automates that reasoning (Karp 1989;
Langley et al. 1987). This historical paradigm of
studying scientific reasoning is of little or no further
use to AI; the field must focus on building programs
that make truly novel scientific discoveries.

The first reason for this new focus is that the his-
torical paradigm is not convincing to those who doubt
that computers can in fact make scientific discover-
ies. Skeptics can (and do) counter that "the computer
didn’t discover anything -- you knew the answer and
you told it what to do." AI has yet to produce a fi-
nal answer to this criticism. It is high time to prove
that computers are capable of making novel scientific
discoveries by exhibiting many examples of such dis-
coveries.

The second reason is that scientific-discovery re-
searchers are in danger of being beaten to the gold by
computational scientists: while we leisurely work on
historical problems, they are already racing forward

to make real discoveries. Computational scientists are
now using computers to make scientific discoveries on a
routine basis. These researchers are in a hurry to make
real discoveries, and they are enlisting the computer as
their ally. For example, in the field of DNA sequence
analysis, computers routinely discover the existence of
new genes, find the regulatory sites that control gene
expression, and elucidate the functions of previously
discovered genes.

To take a more balanced perspective, it seems clear
that the field of scientific discovery has benefited
greatly from the historical paradigm. It allowed us
to study real problems, to choose the most represen-
tative problems in a discipline, and to work at a more
relaxed pace. After 20 years, however, the paradigm is
past its prime, and should be retired.

Most of my presentation time will be an open dis-
cussion session on the subject of promising application
areas for scientific discovery research. The remainder
of this essay puts forward my own ideas on promis-
ing application areas, and discusses recent discoveries
made by computational scientists.

Knowledge Discovery from Databases

I propose knowledge discovery from scientific databases
as a new focus for the AI scientific discovery com-
munity. Scientists in a variety of fields are currently
drowning in data, and need serious help to extract
knowledge from that data -- knowledge that will lead
to the revision of old theories and the development of
new ones. These data are now coming on line in the
form of scientific databases. They present a wonderful
challenge and opportunity to the scientific discovery
community: Can we extract new patterns and regu-
larities from these databases? Can we incrementally
extract first the known theories of a discipline, and
then novel refinements to those theories? In so doing
we will learn which of our existing techniques are most
useful and which are seldom required in practice, and
we will be forced to develop new techniques to solve a
range of hard problems.

My expertise lies in the area of molecular-biology
databases. The number of databases in that field
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has been exploding in recent years: more than 100
molecular-biology databases now exist. My group
at SRI is developing a molecular biology knowledge
base (KB), called EcoCyc (Karp &: Riley 1993; Karp
&: Paley 1994). This KB describes the genes and
metabolic pathways of the bacterium E. coll. We cou-
ple the KB with a graphical user interface to yield
an electronic encyclopedia that scientists can use to
look up information of interest, and to investigate in-
teresting relationships through graphical exploration.
We also envision a variety of computational uses for
the KB, ranging from the design of novel biochemi-
cal pathways for biotechnology, to computer-aided in-
struction, to scientific discovery. I offer EcoCyc to
the scientific-discovery community as a testbed for dis-
covery research. The KB and associated documen-
tation are freely available via the WWW at URL
http://www.ai.sri.com/ecocyc/ ecocyc .html. I
encourage you to seek out collaborations with our
group, or with biochemists at your university, to apply
machine-learning techniques to EcoCyc. Several dis-
covery problems are discussed in (Karp & Mavrovouni-
otis 1994), ranging from the search for new systems of
enzyme classification, to attempts to find new protein
structure/function relationships, to the quest to under-
stand the evolution of metabolic pathways.

A potentially more rewarding endeavor is to attempt
to discover new relationships across a set of molecular-
biology databases. Most databases contain a relatively
small range of types of experimental observations (Eco-
Cyc is a significant exception in this respect). But by
integrating the information about a single object (such
as a gene) that is scattered across a set of databases,
we can obtain a much richer description of that object
that can drive a search for relationships among a larger
and more informative set of features.

During the summer of 1994 I organized a workshop
on the interoperation of molecular biology databases
(Karp 1994). The workshop was mostly concerned
with database issues such as how to develop systems
that allow queries to be evaluated across multiple
databases. Without low-level database interoperation
capabilities, of course, multidatabase knowledge dis-
covery becomes even more difficult. But this area rep-
resents one of the most exciting frontiers in bioinfor-
matics research.

Computer Discoveries in
Computational Science

I provide two examples of how computational scientists
are already making scientific discoveries by computer.

One of the most frequent computations in molecular
biology is performed by scientists who have just de-
termined the DNA sequence of a novel gene, and who
want to determine the function of that gene. They may
know that the gene is involved in some human disease,
for example, but they may have no idea of the physio-
logical role of the gene product (e.g., is it a transport

protein or a regulatory protein?) To answer this ques-
tion, they perform a sequence-similarity search. They
compare the sequence of the protein product (which we
call Q) of the gene against the sequences of all known
proteins. Given a matching protein P whose degree
of similarity to Q is higher than one would expect to
occur by chance, the scientist considers the hypothesis
that the function of Q is the same as the function of
P.

This reasoning is a kind of analogical reasoning, and
is based on several premises. If the similarity be-
tween two sequences is higher than one would expect
by chance, it is likely that the two sequences share a
common evolutionary ancestor. Since the sequence was
conserved through evolution, and since the sequence of
a protein determines its 3-D structure, which in turn
determines function, it is likely that the function of
the two proteins is also the same. Such hypotheses
are not always correct: the exact regions and types
of similarity must be examined in detail to determine
if the inference of shared function is warranted. But
sequence-similarity computations (which use sophisti-
cated string-comparison algorithms) have formed the
basis for a number of very significant discoveries of
human-disease genes.

A second example comes from other forms of se-
quence analysis in molecular biology. Imagine being
given a newspaper in an ancient language, and being
asked to identify the article, paragraph, and sentence
boundaries, and to distinguish the articles from the ad-
vertisements. Similarly, molecular biologists want to
distinguish coding regions of DNA from those regions
that do not code for proteins. And in the noncoding re-
gions, they want to identify regulatory regions such as
promoters, enhancers, and ribosome-binding sites that
determine the conditions and rate of gene expression.
Various algorithms have been applied to these tasks,
including Bayesian approaches, Markov chain models,
neural networks, and case-based approaches (Craven
& Shavlik 1994). All these techniques are now used
in working programs to discover functional regions in
newly sequenced DNA.

One might fairly ask whether these examples truly
represent discoveries by machine? Or are they simple
and routine computer analyses of experimental data?
Neither task has a particularly cognitive flavor and nei-
ther appears to capture a particularly high-level form
of human scientific reasoning. Although neither task
involves construction of what many would call a the-
ory, or a postulation of theoretical entities, both tasks
involve generalization. And the second certainly in-
volves construction of models of certain DNA regions
(such as a promoter model).
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