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Abstract

The goal of learning from sample data is to extract
a concept that captures the underlying pattern while
still representing it in a way useful to the investigator.
A new approach based on function decomposition in
the Pattern Theory framework is presented here. The
objective of this extended abstract is three-fold. The
first is to provide an overview of our new approach
to learning. Specifically, we wish to show the applica-
bility to discovery. Second, we will demonstrate the
correlation of decomposed function cardinality (DFC)
and "patterned." Finally, we demonstrate the robust-
ness of this approach by exhibiting experimental re-
sults on binary functions with C4.5. This new ap-
proach to discovery and learning is a powerful method
for finding patterns in a robust manner.

1 The Pattern Theory Approach

Pattern Theory is a discipline that arose out of ma-
chine learning [2] [6] and switching theory [5]. The
original goal was to develop formal methods of al-
gorithm design from specifications. The approach is
based on a technique called function decomposition
and a measure called decomposed function cardinality
(DFC). Since Pattern Theory is able to extrapolate 
available information based on the inherent structure
in the data, it is directly related to scientific discovery.

Decomposing a function involves breaking it up into
smaller subfunctions. These smaller functions are fur-
ther broken down until all subfunctions will no longer
decompose. For a given function, the number of ways
to choose two sets of variables (the partition space) 
exponential. The decomposition space is even larger,
since there are several ways the subfunctions can be
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Figure 1: Lookup Table

X¥~ F(X,Y,Z,W)

Figure 2: Decomposition

combined and there are several levels of subfunctions
possible. The complexity measure that we use to de-
termine the relative predictive power of different func-
tion decompositions is called DFC.

DFC is calculated by adding the cardinalities of
each of the subfunctions in the decomposition. The
cardinality of an n-variable binary function is 2n. We
illustrate the measure in the above figures. In Figure
1, we have a function on four variables with cardinality
24 = 16. In Figure 2, we show the same function after
it has been decomposed. The DFC of this representa-
tion for the original function is 22 + 22 + 22 = 12. The
DFC measures the relative complexity of a function.
When we search through the possible decompositions
for a function, we choose one with the smallest DFC.
This decomposition is our learned concept.

The decomposed representation of the function is
one that exhibits more information than the alterna-
tive. For example, Figure 1 is essentially a lookup ta-
ble of inputs and outputs. Figure 2, on the other hand,
is a function that is not simply a table. The decom-
position, for example, could be two simple functions
combined together.

Throughout the paper when we refer to a minimal
function decomposition, we use "minimal" to mean a
decomposition such that the DFC is the smallest pos-
sible for the entire set of decompositions. It is noted
that a given minimal decomposition is not unique. For
a more rigorous explanation of the inner workings of
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function decomposition or function extrapolation, the
reader is referred to [1] and [5].

An important point is that a function with a low
DFC has been experimentally and theoretically deter-
mined to be learnable with a small number of sam-
ples [5]. Also, functions we are interested in learn-
ing, (i.e., functions that are highly "patterned,") have
a low DFC. Moreover, "useful" concepts from data
correspond to functions that have a low DFC. The
Function Learning And Synthesis Hot-Bed (FLASH)
was developed to explore function decomposition, and
pattern finding. This paper will show that the FLASH
program exhibits promising results for discovering pat-
terns robustly.

toward a specific function representation, the learned
function can be unintuitive to the user. There is room,
however, to restrict FLASH to a specific set of func-
tions if the domain calls for it. For example, if there is
a particular application where the only important re-
lationships include AND, OR, and NOT, then the con-
cepts we find will only contain those operators while
still constrained to find the minimum DFC.

3 Quantitative Results with C4.5

3.1 C4.5

2 Pattern Theory and Scientific Dis-

covery

The decomposability of a concept gives a relative
measure of "usefulness." If we achieve a minimum
decomposition, we have extracted a concept with the
given information. If this minimum decomposition is
small in function cardinality, we have a strong pattern
and thus a "useful" concept. It is important to note
that we need not have a minimum decomposition in
order to exhibit a strong pattern. Moreover, with a
small, nonoptimal decomposition, we can still extrap-
olate with a small number of errors.

Pattern Theory offers the ability to look for pat-
terns for a given set of data in a robust way. "Robust"
is used to mean that Pattern Theory has no inherent
bias to a particular class of patterns except those of
low complexity (Occam’s Razor). This makes Pattern
Theory directly applicable to meta-design. In general,
the approach is to look for some decomposition in a
number of binary variables. We can think of the data
as an abstract description of a particular specification.
Our goal is then to discover an algorithm that mod-
els this description. For example, we could envision
a database as a set of m records with n binary fields
each, as a collection of information about a particular
phenomenon. Our approach will then attempt to find
any pattern, if one exists, via function decomposition.

The only domain knowledge used in this approach is
implicit in the representation of the inputs. In our dis-
cussion of relating this approach to scientific discovery,
we use a natural encoding as mentioned above. Aside
from this implicit representation, every attempt was
made to omit any domain knowledge when developing
the theory.

Since the Pattern Theory approach does not bias

A detailed study of C4.5 is given in [3]. The inten-
tion of this section is to provide a brief discussion of
what was tested.

Several parameter options were tested on the en-
tire benchmark set. Different options such as group-
ing, windowing, threshold, and number of trees were
changed in order to yield C4.5’s best performance. Af-
ter many full experimental runs, it was determined
C4.5 performed best on the training set when the op-
tions it was given was -m 1 and -t 10. The "m" pa-
rameter is a variable that has to do with the amount
of noise in the training data. Since we were not testing
noisy data, it was set to it’s lowest value. Although the
more trees C4.5 builds, the better the performance,
there was no significant change in going from ten trees
to one-hundred trees. However, there was a difference
between one tree and ten trees.

3.2 FLASH

There is insufficient room in this extended abstract
to describe the actual FLASH function decomposition
algorithm. However, we will say it in brief. The algo-
rithm examines all of the possible partitions at the top
level down to the evaluation of the DFC of each node’s
grandchild. What this means is for a given break-
down of eight variables into two functions, each sub-
function was further broken down one additional time.
The lowest DFC representations were chosen and re-
combined. The search was not completely exhaustive.
Many different algorithms for searching the decom-
position space are possible. All in all, the amount of
CPU time spent for this particular algorithm and C4.5
is roughly the same. It is possible to have deeper or
shallower searches but we were trying to compare the
two approaches on the same playing field.
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3.3 Summary of Results

Here, we show an abridged version of our test re-
sults with FLASH and C4.5. Table 1 shows the actual
functions tested. Each of these functions are binary
functions, designed to represent abstractly some type
of generic discovered concept.

The tests on the individual functions were as fol-
lows. First, each method was given a random set of
data to train on ranging from 25 to 250 out of a total
of 256 possible cases. Once the method was trained,
the entire 256 cases were tested and the number of dif-
ferences were recorded as errors. This procedure was
repeated 10 times for a given sample training size in
intervals of 25. Thus, the total number of runs for
each function was 100 of varying sample size. None
of the learning was incremental. All of the runs were
independent.

For brevity, the comparison graphs were omitted in
lieu of a condensed summary of each of the learning
curves. For each function, the average number of er-
rors for the entire run was recorded in Table 2. It was
then possible to compare FLASH and C4.5 with these
averages for a given function (middle two columns).
The far right two columns of Table 2 show the num-
ber of samples necessary before the learning method
obtains a concept such that in all ten separate runs,
the number of errors was 0. The value at the bottom of
the table is the average over all of the functions. The
smaller the number here, the better the performance.

3.4 Analysis

Looking at the relationship between a function ex-
pression and its DFC, the simpler functions, or more
intuitive patterned functions, have a lower DFC. For
example, function F1 is less complicated than func-
tion Modulus 2 and it is a more intuitive relationship
between the variables. Thus, its DFC is appreciably
lower (note that the DFC range for functions on eight
variables is from 0 to 256). The simplicity of the con-
cept Modulus 2 is hidden in the semantics.

FLASH does a good job at learning all the concepts
with the exception of some of the higher DFC func-
tions. Also, there is a correlation between the number
of samples needed to learn a function and its DFC
(p = 0.86). Moreover, there is a correlation between
the average number of errors and the DFC (p : 0.96).
In general, the higher the DFC is, the more samples
required to learn the function. The functions with

1 Functions were relabeled from the original work for clarity
2C4.5 with pruning learned this function with 46 samples
3The average with the better score for Fa is 199

Original Function1

BOOLEAN

F2

F3 =
F4 =
F~ =
F6 =
F7 =
F8 =
F9 =
Flo _-

NUMERIC

add0 = the 1st variable is the most significant
bit of a 4 bit adder

add2 = the 3rd variable is the most significant
bit of a 4 bit adder

add4 = the 5th variable is the most significant
bit of a 4 bit adder

majority
gate
modulus 2 =

1 iff there are strictly more l’s than O’s
output bit 2 (variable 3) of 
4-bit modulus

mux 8
remainder 2 =
subtract 1 =

subtract 3 =

the output of an 8-bit multiplexor
output bit 2/var. 3/ of 4-bit remainder
output bit 1 (var. 2) of the absoulute
value of a 4 bit difference
output bit 3 (var. 4) of the absoulute
value of a 4 bit difference

IMAGES

chl5f0 = an Aztex looking design
cf176f0 -- every other column of a checker board
ch177f0 -- checker board
ch22f0 -- horizontal bar
ch30f0 = solid isosoles triangle
ch47fO = slash
ch52f4 = gothic 4
ch7Of3 = sans serif
ch74fl = triplex J
ch83f2 -- small S (thin strokes)
ch8f0 -- a flat plus sign

STRINGS

contains
4 ones = 1 iff the 8-bit string has exactly 4 l’s
greater = 1 iff the first 4-bit string is greater than
than the second 4-bit string
interval 1 = 1 if the string has 3 or fewer intervals

(substrings of all zeros or all ones)
= 1 if the string has 4 or fewer intervals

(substrings of all zeros or all ones)
interval 2

pal = 1 iff the string is a palindrome
pal dbl-
output = doubly palindromed output
pal output = palindromed output
parity --- 1 iff the function has an even

number of O’s
substring 1 = 1 iff there is a substring "101"
substring 2 = 1 iff there is a substring "1100"

Table 1: The Functions Tested
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Original Actual Average Error ~ Samples
Function DFC C4.5 [ Flash C4.5 Flash

F1 2 0 0 8 7
ch177~ 4 0 0 25 25
add 4 4 3.6 0 150 25
subtrct3 4 3.6 0 150 25
F2 8 0.32 0 31 25
F3 8 6.35 0 83~ 25
cf176f0 8 5.54 0.16 lOO 5O
F4 12 2.48 3.72 74 67
F5 12 1.28 2.72 61 76
F~ 16 2.76 2.4 97 126
F7 2O 17.4 8.18 200 6O
add 2 2O 27.42 5.24 225 75
F8 2O 13.79 6.55 224 104
ch22fO 2O 11.59 7 200 125
mux 8 24 13.72 13.04 200 125
parity 28 86.58 10.45 > 250 75
F9 28 20.7 10.53 256 126
add 0 28 16.26 10.38 > 250 150
pal 28 16.67 9.9 > 250 175
ch30f0 28 11.58 10.29 250 225
greater
than 28 16 9.78 > 250 225
ch8f0 32 11.97 11.7 225 200
Flo 36 10.52 11.11 249 251
ch7Of3 4o 12.19 12.04 > 250 > 250
rood. 2 48 12.24 13.4 225 225
ch47fo 6o 21.52 16.89 250 200
chl5fO 6O 27.87 19.595 250 225
sbstrng2 60 22.33 23 250 250
subtrctl 64 41.44 24.22 > 250 200
majority
gate 64 36.24 18.74 > 250 > 250
sbstrngl 72 30.03 24.105 25O 2OO
ch74f1 72 15.83 15.85 > 250 > 250
contains
4 ones 76 58.49 24.49 > 250 > 250
intrval2 92 44.2 35.94 > 250 > 250
ch83f2 116 26.03 27.885 > 250 > 250
pal dbl-
output 116 50.85 38.94 > 250 > 250
remndr2 128 25.45 25.22 225 225
intrvall 128 34.1 33.585 > 250 > 250
pal
output 156 58.92 58.79 > 250 > 250
chS2f4 180 22.45 27.74 > 250 > 250

II Average l[ 21"011 14.34 II 200~ I 160 II

Table 2: DFC, Mean Error, and # Samples to Learn

lower DFC on the average require fewer samples to
be learned. Even with the extremely large number
of samples required for some of the higher DFC func-
tions, FLASH still has a relatively low average error
performance overall.

Now that we have shown FLASH’s ability to learn
and the connection between low DFC, patterned func-
tions, and learnable functions, we wish to examine
what concepts FLASH learned. In all cases that were
learned, FLASH found an equivalent function with
considerably less information than the entire specifi-
cation of that function. Since FLASH is not restricted
to any representation, it can find unintuitive functions
with the possibility of discovery. For example, func-
tion F3 was listed in the table as (Xl and X2) xor
(X1 and Xs). FLASH found the function: X1 and
(X~ xor Xs). This new function is equivalent to the
original representation but it is more simplified and in
a sense, a discovery. C4.5, on the other hand, yielded
the more complex function expression XlX2X 5 or

X1X2Xs. FLASH found functions F1, F4, and F9 ex-
actly as they were represented in Table 1. C4.5 found
function F1 exactly as well. However, it found function
4 as: X2 or X2X4 or X2X4Xs or X2X4X6Xs. C4.5’s
concept for function 9 is horrendously complicated!
Some of the other functions FLASH found were less
informative. However, those unusual representations
exactly matched the outputs of the original function.

4 Summary

In this exert, we have demonstrated a new approach
to the learning from data problem. Its performance in
this domain of binary functions verses C4.5 showed its
robustness. Furthermore, function decomposition is a
promising direction for problems in scientific discov-
ery and learning in general. Moreover, FLASH found
the functions in an equivalent representation as the
original and often found the same representation ex-
actly. We have also made the connection between a
low DFC and a highly patterned function. While we
have not shown it here, the DFC correspondence ex-
tends to other popular machine learning type func-
tions such as the Monk’s problems and tic-tac-toe do-
mains. This framework is also being expanded to han-
dle larger numbers of variables, discrete variables, con-
tinuous variables [4], and missing values in the inputs.
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