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Abstract

The formation of well-justified explanatory
theories in science appears to be computationally
intractable. This is so because explanatory
theories are composite hypotheses, which are
combinatorially explosive to assemble, and
because justification requires comparing a
putative best explanation with all plausible
alternative explanations, of which there are
too many. Nevertheless, by carefully defining
the information-processing task, and by choosing
a reasoning strategy that cleverly compares
hypotheses implicitly with alternatives, the
theory formation task can be shown to be
tractable after all.*

Introduction

Abduction can be described as "inference to the best
explanation," which includes the generation, criticism,
and possible acceptance of explanatory hypotheses.
What makes one explanatory hypothesis better than
another are such considerations as explanatory power,
plausibility, parsimony, and internal consistency. In
general a hypothesis should be accepted only if it
surpasses other explanations for the same data by a
distinct margin and only if a thorough search was
conducted for other plausible explanations.

Abduction seems to be an especially appropriate and
insightful way to describe the evidence-combining
characteristics of a variety of cognitive and perceptual
processes, such as scientific theory formation,
diagnosis, comprehension of written and spoken
language, visual object recognition, and inferring

Adapted from Abductive Inference: Computation,
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intentions from behavior. Thus abductive inference
appears to be ubiquitous in cognition.

Yet the abstract task of inferring the best
explanation for a given set of data, as the task was
characterized by Bylander et. al. (1991), has been
proved to be computationally intractable under ordinary
circumstances. Clearly there is a basic tension among
the intractability of the abduction task and the ubiquity
of abductive processes. An adequate model of
scientific theory formation must explain how scientists
can make complex abductive inferences reliably and
even routinely.

In this abstract, which is excerpted and adapted from
Josephson & Josephson (1994), I describe two related
ideas for understanding how abduction can be done
efficiently: (1) a better characterization of the
information-processing task of abductive assembly and
(2) a better way to handle incompatibility relationships
between plausible elementary hypotheses. The new
characterization of the abductive-assembly task is
"explaining as much as possible," or, somewhat more
precisely, "maximizing explanatory coverage consistent
with maintaining a high standard of confidence." This
task is computationally tractable, in contrast to "finding
the best explanation for all of the data," which is
generally computationally intractable (at least as it was
characterized in Bylander et. al., 1991). The tractability
of the task under the new description is demonstrated
by giving an efficient strategy for accomplishing it.
Using this strategy a confident explanation is
synthesized by starting from islands of relative certainty
and then expanding the explanation opportunistically.
This strategy does well at controlling the computational
costs of accommodating interactions among
explanatory hypotheses, especially incompatibility
interactions. Incompatibility relationships have seemed
to be a main source of intractability by potentially
forcing a combinatorially explosive search to find a
complete and consistent explanation. In contrast, the
new strategy demonstrates how incompatibility
relationships can be used to distinct advantage in
expanding partial explanations to more complete ones.
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What makes hypothesis formation
computationally expensive?

Typically a scientific abductive conclusion is a
multipart composite hypothesis, with the explanatory
parts playing different roles in explaining different
portions of the data. Thus abductive conclusions must
typically be composed, rather than simply retrieved, or
selected, or recognized. Yet it is not a computationally
efficient general strategy to consider all possible
combinations of elementary hypotheses, comparing the
composite hypotheses with one another to determine
which is the best explanation. A practical general
strategy cannot require explicitly generating all
combinations, since the number of them is an
exponential function of the number of elementary
hypotheses available, and it rapidly becomes an
impractical computation unless almost all elementary
hypotheses can be ruled out in advance.

If the elementary hypotheses are well separated in
confidence scores, then, in the absence of hypothesis
incompatibilities or cancellation effects, these
confidence scores can be a good guide to generating a
best composite hypothesis (e.g., see Theorem 7.14 in
Josephson & Josephson 1994). However, finding even
one consistent composite hypothesis that explains all
the data is in general computationally intractable (see
Corollary 7.6, ibid.) and thus appears to be practical
only under restricted circumstances. Moreover, simply
finding a consistent and complete explanation for a set
of data is usually not enough, since before an
explanation is accepted there should be some assurance
that the explanation is significantly better than
alternatives.

In Bylander et. al. (1991) the sources 
computational intractability were found to be
incompatibility relationships, cancellation interactions,
and similar plausibility values among elementary
hypotheses. The mathematical results reported there
depend on a definition of "explanation" in which only
complete explanations are considered, explanations that
explain all the data. Partial explanations are not
considered, and a "best" explanation is defined in that
framework only in comparison with other complete
explanations. In effect this assumes that a complete
explanation is always better than a partial one, even if
the complete explanation includes low-confidence
elementary hypotheses. If the goal of explanatory
completeness is to be pursued as the highest priority,
similar plausibilities for elementary hypotheses will
force a low-confidence choice among nearly equal
explanatory alternatives.

Redefining the task

The characterization of abduction as "inference to
the best explanation" seems substantially correct, and
able to capture something recognizable about the

evidential force of a very common pattern of inference.
It is apparently a mistake, however, to characterize
scientists and other cognitive agents as performing the
abstract information-processing task of "finding the best
complete explanation for a given set of data." One
reason is that this task is computationally intractable in
general. An alternative is to suppose that the goal of
complete explanation is abandoned, at least temporarily,
whenever "a significant amount of trouble" is
encountered. As cognitive agents we settle for partial
explanations. Sometimes we sensibly favor other goals,
such as high confidence, over the goal of explaining
everything. If high confidence is valued over
completeness, what gets explained in the end may be
only a subset of what was originally to be explained,
but a subset for which a distinctly best explanation can
be found.

Viewed this way, the abductive task performed by
scientists and other cognitive agents should be
characterized as something like, "finding an explanation
for that portion of the data that can confidently be
explained" or "maximizing explanatory
coverage consistent with maintaining high
confidence" or "explaining as much as can be
practically and confidently explained."

To be more precise, let us describe the abductive
assembly task for given data in the following way:

Let H be a set of explanatory hypotheses available in a
given domain.

Let D be a set of (potential) data in that domain.

Let e be a mapping from subsets of H into subsets of
D. For Hx c_ H, e (Hx) specifies the subset of D
that is explained by Hx.

Let DO c_ D be a set of actual data to be explained.

Suppose that each element of H has a confidence
score, specific to the case; these scores may be
described as probabilities or in some other
confidence vocabulary.

Then the abductive-assembly task is to find an He c_ H
and a De c DO such that:

(i) De c e (He) (He explains De ).

(ii) He is consistent.

(iii) He is a parsimonious explanation for De (i.e., no
proper subset of He can explain all of De ).

(iv) He is "acceptable," i.e., the confidence score of
every element of He is above some preset threshold
of acceptability.
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(v) He is significantly better than alternative
explanations for De . A sufficient condition for He
to be significantly better than Hf (both consistent
explanations for De ) is that every element of He is
significantly better than any element of Hf for
explaining some finding; more precisely, He is
significantly better than Hf ~ He if for every h ¯
He there existsd~ e(h) riDe such that, ifh’ ¯
Hf , h’ ~ h, d ¯ e(h’), then the confidence score of
h is significantly greater than the confidence score
of h’. We say that the confidence score of one
element of H is significantly greater than the
confidence score of another if it is greater by at least
the amount of some preset threshold.

So far this characterization captures the idea that the
abductive task is that of producing a confident
explanation for some portion of the data (De ). In
addition it is desirable that De be maximal, i.e., that as
much as possible be explained; ideally, De would be
equal to DO . Yet it may not be practical or possible to
explain all the data confidently; explaining everything
might require the use of more computational resources
than are available, or might require accepting a
hypothesis that is not significantly better than
alternative explanations and thus not entitled to a
sufficiently high degree of confidence. Thus we add
one more condition:

(vi) Consistent with (i)-(v), De should be maximal; that
is, the composite hypothesis should explain as much
as possible.

(In general the meaning of "possible" depends on
the constraints that must be obeyed, and that define the
boundaries of "impossible" and "possible." Here we
require only that the explanation meet the preset
standards of confidence occurring in conditions (iv) and
(v). Other constraints could be imposed [e.g., that
processing must take place within available
computational resources]. For simplicity and ease of
analysis, however, we assume here only the confidence
constraints.)

Characterized in this way, the abductive-assembly
task is computationally tractable. This is shown by
describing an efficient algorithm for it. We propose to
treat the generic abduction problem as that of
explaining as much as possible while maintaining
(fixed) standards of confidence that are given
pragmatically. This is an idealization, of course, and
leaves out many considerations such as processing time
and cost of error. However, some simplification is
necessary to facilitate analysis, and this idealization
seems to improve on the previous one given in
Bylander et. al. (1991), at least in avoiding the paradox
of abduction being simultaneously ubiquitous and com-

putationally intractable. The previous and new
characterizations of the abductive task are summarized
in Figure 1.

Old Def’mit ion

Input: data to be explained

Output: the "best explanation" for the data
(most pla usib le, c ousi ste nt, pa rsi mon io us,
composite hypothesis that explains all the
data)

Summary: maximize plausibility.

New Dermltion

Input: datatobe explained

Output: the "best explanation" for the data
(the consistent, parsimonious, confident
composite hypothesis that explains the most
data)

Summat3,: maximize ocplanatory coverag~

Figure 1 Recharacterizing the abductive task

Processing strategy

Suppose that we are given a set of data to be
explained and a set of elementary hypotheses able to
explain various portions of the data. Suppose that
associated with each elementary hypothesis is a
description of its explanatory coverage and an initial
confidence score. This confidence score might arise as
a result of matching the stored hypotheses with pre-
established patterns of evidence features, or in some
other way. Suppose, too, that we are given information
about the interactions of elementary hypotheses; for this
discussion we limit the interaction types to hypothesis-
pair incompatibilities and "independent" explanatory
interactions (in the sense of Bylander et. al. 1991),
although several other types of interactions can be
handled by relatively simple extensions to the strategy
described here.

We describe an abductive process that climbs a hill
of increasing explanatory power, while preserving
confidence, and quitting as soon as "significant
difficulty" is encountered. We explicitly treat the kind
of difficulty where explaining any more would require
decreasing confidence below a given threshold, but the
basic strategy we describe can be readily extended to
other kinds of difficulty, such as exhaustion of com-

135



putational resources. Similar to the essentials-first
strategy, described in chapter 6 of Josephson &
Josephson (1994), we describe a strategy that pursues
the abduction task as a sequence of subtasks, as follows:

1. Find Essential hypotheses. First, the Essential
elementary hypotheses are identified, where a
hypothesis is considered Essential if it is indispensable
for explaining some datum. 1 Once all the (immediately
detectable) Essential hypotheses have been identified,
they are incorporated into the set of Believed
hypotheses, and the elementary hypotheses that are
incompatible with any of them are removed from the set
of available hypotheses. Note that new Essential
hypotheses may then be discovered as their explanatory
competitors are eliminated for being inconsistent with
the Believed hypotheses. Any new Essential
hypotheses are also included into the set of Believed
hypotheses, and again, hypotheses incompatible with
any of them are removed from the set of available
hypotheses. This cycle is repeated until no new
Essential hypotheses can be discovered. The collective
explanatory coverage of the Believed hypotheses is then
determined.

2. Find Clear-Best hypotheses. If some portion of
the data remains unexplained, then Clear-Best
hypotheses are identified, where a hypothesis is a Clear-
Best if its confidence score is above some given
threshold, and if this confidence is significantly higher
(more than a given pre-established amount) than that 
alternative hypotheses available for explaining some
unexplained datum. 2 Once the (immediately
detectable) Clear-Best hypotheses have all been
identified, they are incorporated into the set of Believed
hypotheses, and elementary hypotheses incompatible
with any of them are lowered significantly in
confidence value (or, in a variant of this strategy,
eliminated completely). As before, new Clear-Best
hypotheses may appear as their explanatory competitors
are down-rated for being inconsistent with Believed
hypotheses. These new Clear-Best hypotheses are also
included in the Believed hypotheses, and elementary
hypotheses that are incompatible with any of them have
their confidence values significantly lowered. This
cycle is repeated until no new Clear-Best hypotheses
can be discovered. The expanded explanatory coverage
of the Believed hypotheses is then determined.

1 If two Essential hypotheses are incompatible, then a
serious anomaly has occurred, and normal processing is
suspended. It is possible that the conflict can be resolved
by generating more hypotheses or by performing tests to
reconfirm the existing data, but both of these solutions
are outside the scope of the present discussion.

2 Again, if two Clear-Best hypotheses are
incompatible, then special handling takes over.

3. Find Weak-Best hypotheses. If some portion of
the data is still unexplained, then, optionally, Weak-
Best hypotheses are identified, where a Weak-Best
hypothesis is the best explanation for some unexplained
datum based on its confidence score, but either because
its score is low, or because its score does not
significantly exceed that of alternative explainers, it was
not identified as a Clear-Best hypothesis. If two Weak-
Best hypotheses are incompatible, then neither is
incorporated into the set of Believed hypotheses. This
optional subtask is a kind of intelligent guessing, which
is available following the processing which derives
high-confidence conclusions. This subtask goes beyond
what is needed to satisfy the requirements of the
abduction task, as described previously in this chapter;
those requirements are already satisfied after the
Believed set is expanded to include the Clear-Best
hypotheses.

The Essential and Clear-Best hypotheses
collectively represent the confident portion of the best
explanation, whereas the Weak-Best hypotheses should
be viewed as tentative guesses or intelligent
speculation. The normal output of the process is a
confident explanation for a portion of the data, and
(optionally) a tentative explanation for another portion
of the data (the Weak-Bests), and an unexplained
portion of the data with an unresolved set of potential
explainers. The initially plausible hypotheses have
been rescored, and the set of hypotheses has been
partitioned into disjoint subsets of: Believed,
Disbelieved (incompatible with Believed), Guessed (the
Weak-Bests), Potentially Explanatorily Useful (offering
to explain part of the unexplained remainder), and
Explanatorily Useless. Meanwhile the initial set of data
to be explained has been partitioned into disjoint
subsets of: Explained, Tentatively Explained, and
Unexplained.

After inclusion of the Clear-Best hypotheses, the set
of Believed hypotheses meets the conditions specified
in the characterization of the abductive-assembly task
given earlier. The set of Believed hypotheses is
consistent at each stage in processing (or at least is
consistent as far as available knowledge can determine).

The Believed set is guaranteed to be parsimonious if
the thresholds for acceptability and for Clear-Best
hypotheses are set so that all the explanatory
alternatives to a Clear-Best explanation for a particular
datum are below the threshold of acceptability. (If
thresholds are not set in this way, further processing
will be required to ensure parsimony.)

By requiring that Essential and Clear-Best
hypotheses must be above the threshold for
acceptability to be included in the Believed set (or by
relaxing the condition and permitting Essentials to be
below the threshold), the set of Believed hypotheses
will be acceptable as required.
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The set of Believed hypotheses will also satisfy the
condition that the explanation is significantly better
than alternative explanations for the same data, since it
will meet the sufficient condition that every element of
the Believed set will be significantly better than any
element of the proposed alternative for explaining some
finding. (Any element of the Believed set will be an
Essential or a Clear-Best hypothesis.)

Finally, the Believed hypotheses constitute a
composite hypothesis that explains as much of the data
as is possible to explain with consistency and high
confidence. To explain more, a hypothesis would have
to be included that lacks the strong abductive
justification required of an Essential hypothesis (being
the only plausible way to explain something) or a Clear-
Best hypothesis (being a significantly better explanation
for something). Thus explanatory coverage of the
composite hypothesis can be extended only by
accepting reduced overall confidence levels. Coverage
can be extended smoothly, if needed, by including some
of the Weak-Best hypotheses.

Discussion of the Strategy

As we have just described the process, the synthesis
of the explanation starts from islands of relative
certainty, then grows opportunistically. It uses the
essentials-first strategy, but now extends the strategy to
make good use of incompatibility interactions. We
sometimes call this the essentials-first leveraging-
incompatibilities strategy.

In many domains, such as medicine, Essential
hypotheses are probably rare. The basic strategy is to
find the highest mountains of confidence that can be
found, and to leverage the hypothesis formation from
that point, until there is trouble (e.g., no further progress
can be made at that level of confidence). The highest
mountains are the Essentials. If there are no Essentials,
then the strategy calls for moving to the next highest
mountains, the Clear-Best hypotheses. A hypothesis is
really only "Essential" relative to a limit of
implausibility for the best alternative explanation. If
such hypotheses as Unknown-Disease, Data-is-Noise,
Complete-Deception, or Intervention-by-Space-Aliens
are considered to be plausible, then no hypothesis will
be Essential, although there may still be Clear-Bests.
The introduction of low-likelihood alternative
hypotheses turns Essentials into high-confidence Clear-
Bests without fundamentally altering anything.

The strategy as we have described it represents a
discretization of a more basic strategy into the three
distinct stages of accepting Essentials (and working out
the consequences), Clear-Bests (working out the
consequences), and Weak-Best hypotheses. The stages
can be separated more finely by providing several levels
of thresholds by which one elementary hypothesis can
surpass rivals for explaining some finding. An
Essential becomes one that far surpasses any rival, a

Very Clear-Best might surpass rivals by a large margin
(but less than an Essential), a Clear-Best hypothesis
might surpass rivals by a somewhat lesser margin, and
so on. Thus a smoother descent to lower and lower
confidence levels occurs as the growing composite
hypothesis gains more and more explanatory coverage.
(See Figure 2.) A virtue of this approach is that 
shows the way to a descent from what might be called
"strongly justified explanatory conclusions," through
less strongly justified conclusions, through "intelligent
speculation," all the way to "pure guessing," and it
provides meanings for all these terms.

cer ta i nly

explanator y coverage

confidence
cutoff

Figul~ 2 More coverage, less confidence.

Performing tests for data gathering is a natural
extension of this strategy. Tests are performed to
resolve ambiguities (a datum is ambiguous if multiple
hypotheses offer to explain it but none stands out as
Essential or Clear-Best). Such a test should be designed
to discriminate among the best potential explainers.

In the idealized strategy we describe it is assumed
that all plausible elementary hypotheses are generated
before assembly processing. More realistically, we
might suppose a hypothesis generator with a
dependable tendency to supply hypotheses in rough
order of plausibility, higher plausibility hypotheses first.
Under these circumstances a good strategy for the
hypothesis assembler, especially if time is critical, is to
assemble on the basis of an initially generated set of
hypotheses, provoking the generator for more
hypotheses if some deficiency in the initial set is
encountered (e.g., there is an unexplainable finding or
the best explanation for something appears to be poor
for some reason). If elementary hypotheses are
generated in approximate order of plausibility, then
hypotheses accepted on the basis of essentialness or
clear-best-ness are probably correct and can tentatively
be trusted. If the cost of error is high, and more
processing time is available, then further hypotheses
can be generated.

The strategy can also be easily and naturally
extended to accommodate interactions of additive
explanatory coverage, statistical or causal association,
and logical implication (see the discussion in chapter 
of Josephson & Josephson 1994 about extensions to the
essentials-first strategy). It can also be extended to 
layered-interpretation model of abductive processing
where Believed hypotheses at one level of interpretation
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become data to be explained at the next level.
(described in Josephson & Josephson, ch. 10).

Summary

The apparent ubiquity of abductive inferences, and
the facility with which scientists seem to make them,
together with the computational intractability of the
general task of finding best explanations as it was
characterized by Bylander et. al. (1991), presents 
conundrum. Yet perhaps scientists do not "solve" the
general task, but instead only find best explanations
under favorable conditions. Perhaps there is a true
abductive-assembly function, but scientists are not able
to reliably compute it; instead, they solve many
abductive-assembly cases by computing the abductive-
assembly function when the computation is not too
difficult.

Nevertheless, the mathematical results given in
Bylander et. al. (1991) point to certain computational
difficulties in forming composite best explanations.
Abductive assembly is difficult when there are
incompatible elementary hypotheses with close
confidence values. We pointed out that the difficulty
can be overcome if one of an incompatible pair is
essential or if one is distinctly better than the
alternatives for explaining some finding. If this
happens, it amounts to an abductive confidence boost
for the one hypothesis, or at least a way to choose
among hypotheses on explanatory grounds. If there is
no such way to choose, then the data are genuinely
ambiguous, and it is genuinely difficult to determine
with any confidence how to explain the data. Under
these circumstances it is generally best not to try, but
instead to set aside incompatible pairs, and settle for an
incomplete explanation. The alternative is to make
forced choices between incompatibles, with the
potentially explosive computational costs of
backtracking, and with a best composite, even if it can
be found, that is not much better than other
explanations.

If there are no incompatible pairs with closely
similar confidences and explanatory powers, then
abductive assembly will generally be easy (unless
confidences and explanatory powers pull in opposite
directions). Thus, incompatible hypotheses that are
difficult to distinguish are a major cause of the
complexity of abductive assembly. Not trying to
distinguish them is the cure; incomplete explanation is
the cost.

This leads to recharacterizing the abductive task as
that of explaining as much as possible (with high-
enough confidence). We pointed out that this new
characterization better reflects the typical situation of
real scientists and other cognitive agents, and that it is
more tractable computationally. We also described in
some detail a strategy for abductive assembly under the
new description, a strategy that shows how knowledge
of incompatibilities between elementary hypotheses can

be used to help expand partial explanations to more
complete ones.

In Josephson & Josephson (1994) we describe
several knowledge-based systems for medical diagnosis
and other data-interpretation, interpretation-formation
tasks that use variants of the strategy described here.
We also describe experiments with these systems that
test the power of the strategy, and that show that the
strategy works well in practice.
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