
Discovering Complex Patterned Behavior: New Applications

Aurora P@rez
Facultad de Informeltica

Universidad Polit@cnica de Madrid
28660 Boadilla del Monte

Madrid, Spain
aurora@fi.upm.es

Rafil E. Vald6s-P6rez
Computer Science Department and

Center for Light Microscope Imaging and Biotechnology
Carnegie Mellon University
Pittsburgh, PA 15213 - USA

valdes@cs.cmu.edu

Abstract

A frequent task within an empirical science is to search
for patterns within the phenomena studied by that sci-
ence. This paper describes a general and systematic
method (PENCHANT) for finding subtle or complex
patterned behavior in empirical data. We have ar-
gued that the discovery of spatio-temporal patterns is
a generic task in science, in the sense that it arises
in multiple sciences, and in the sense that analogous
or even identical approaches are appropriate across
the sciences. We have applied PENCHANT to data
from real experiments in biology, psychology, and as-
tronomy. To date, these applications have mostly re-
sulted in known patterns, but further applications in
the search for novel discoveries are ongoing.

Introduction

The detection of non-randomness within observations
of complex behavior is an important task of many em-
pirical sciences. This paper reviews a powerful sys-
tematic method for finding complex patterned behav-
ior that we introduced recently (Valdes-Perez ~: Perez
1994), reports a new application, and proposes two ma-
jor extensions to the methodology: the incorporation
of permutation constraints and the systematic genera-
tion of quantities.

Earlier we reported applications of the heuristic (we
are using the term "heuristic" with the classic Greek
meaning of "serving to discover") method to experi-
mental data from biology and psychology, and argued
for the method’s generality. Here we describe a new ap-
plication to astronomical data, which constitutes fur-
ther evidence of generality. The frequency of this pat-
tern discovery task in multiple sciences suggests that
counts as a generic task of scientific discovery, which is
a concept that is introduced elsewhere in this technical
report (also see (Valdes-Perez subm.)).

In the process of applying PENCHANT to several
new problems, we have confronted several issues. For
example, in the application reported below, the pro-
gram would "discover" patterns that had trivial ex-
planations in terms of instrument characteristics; the
program somehow needs to take these difficulties into

account while searching for more subtle patterns. An-
other issue is the need to think hard about the quan-
tities to be calculated for each application; below we
sketch how this step could be semi-automated.

The Method

This paper describes a systematic discovery method
and its applications; the method’s development is per-
haps of independent interest, but has been reported
earlier (Valdes-Perez ~: Perez 1994). We proceed 
reviewing several concepts that are needed in PEN-
CHANT: processes, parameters, quantities, and ran-
domization.

Processes and Parameters
PENCHANT’s aim is to find complex patterned be-
havior within empirical data in which known processes
are taking place; the question is whether these pro-
cesses occur "randomly" or in some coordinated man-
ner. An example is the case of many entities undergo-
ing divisions (either synchronously or asynchronously);
here, the processes of interest are of the schematic form
A ---* B &: C, in which one entity disappears by giving
rise to two new entities. The converse process would
be fusion, and is of the schematic form A & B ---+ C.
Table 1 lists a number of processes that typically oc-
cur in scientific studies. There can be other processes
(and multiple combinations of those listed) but these
serve to illustrate the scope of our heuristic.

Each process has associated parameters that specify
exactly the effect of a process instance. For example,
the division of an object into two offspring, provided
that the division is exactly symmetric, is described by
two parameters: the angle of the segment joining the
two offsprings, and the distance between them. An ad-
ditional possible parameter is time, in cases where mul-
tiple transitions (temporal distinctions within a transi-
tion) are warranted; this enables representing processes
that are strictly consecutive rather than concurrent.

Quantities
A quantity is any statistic that is calculated on the data
and which yields one or more numbers. For example, a
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Table 1: Some Common Processes in Science

Process Schenla Parameters
division A---~B&C angle, distance(s)
fusion A&B--~C angle, distance(s)
death A~O location
birth O--*A location
translation A(z, y) --* A(x’, y’) angle, distance
growth A(O) --~ A(O’) percentage change

(or magnitude)

quantity can be the distance from an entity to its near-
est neighbor; thus, a data set on synchronous divisions
would give rise to a number of distance measurements,
one for each entity created by a division.

Randomization

We saw above that a process has several associated
parameters that characterize exactly any instance of
the process. Each process instance involves a specific
value of a process parameter, hence there is a pair-
wise correspondence between instances and parameter
values, which is directly determined from the experi-
mental data.

We then define a randomization of the observed pair-
wise correspondence to be a random permutation or
shuffling of the pairs, such that given N distinct pa-
rameter values, the probability that a process is as-
signed a given value is 1/N. The intent is that after
a randomization, the quantities are re-computed using
the artificially generated process/parameter combina-
tions. For example, in the division of an object into
l.wo offspring, the distance to the nearest neighbor can
be computed by keeping the observed inter-sibling dis-
tances, but using the permuted angles of division to
generate by computer simulation new artificial "ob-
servations". Thus, the artificial data are created by
simulating the processes under a permuted assignment
of parameter values. Notably, these artificial data will
lack the patterning (if any) of the original data, which
has been destroyed by the permutation.

The Heuristic

We are now ready to state the heuristic. Given a pro-
cess of known associated parameters that operates on
entities during a transition, calculate some quantity
over all the entities and then form (or plot) the empir-
ical distribution of the quantity values. Then, permute
the process parameter values, simulate its effects, re-
calculate the specified quantities in the new situation,
and again form (or plot) the "randomized" distribution
of the quantities. If the empirical distribution is suf-
ficiently different from the "randomized" distribution,
then conclude that there is patterned behavior under-
lying the process.

There are four things that the heuristic needs to de-
fine for any specific application: the process(es), the

parameters, the quantities, and the parameter(s) to 
permuted for each quantity.

Typically, the first two are known from the scien-
tific background. For example, if one is studying cell
division, then the fact that one is studying a division
process is clear and requires no new scientific insight.
The parameters that characterize each type of process
can be stored within a program as generic process de-
scriptors.

On the other hand, such a program should have
knowledge of several commonly interesting quantities
to calculate, such as distance, angle, and so on, should
have knowledge of the suitable parameter(s) to 
permuted for every quantity, and should perform a
search among these quantities while looking for a pat-
tern. The decision of what quantities to consider, or to
search within, is rather non-systematic, as the method
was described in (Valdes-Perez &: Perez 1994). Below
we will propose a way to make even this step more
systematic.

Applications
We have applied the heuristic to experimental data
from different branches of science. The results attained
on biology and psychology can be found in (Valdes-
Perez &: Perez 1994). This section illustrates the use
of PENCHANT on real empirical data from astronomy.

For many years, astronomers have studied point-like
sources of cosmic rays and muons generated by pion
decay from primary cosmic ray interactions in the at-
mosphere. It is on this context that our application
of PENCHANT is focused (see Figure 1). The empir-
ical data set we have looked at consists of a sample of
ten thousand muon events collected by the MACRO
detector as they impinge on the surface of the Earth.
The MACRO detector is a large-area, underground ex-
periment designed to search for components of cosmic
radiation like neutrinos and muons. For every impinge-
ment one knows the arrival time and two angles: either
zenith and azimuth, or declination and right ascension,
depending on which coordinate system is used.

As with any application of the heuristic, one needs
to identify the process(es) involved, the parameters,
the quantities to be computed, and the parameters to
permute. The process consists of a muon arriving at
the Earth, which is a birth in terms of the categories in
Table 1. The parameters that characterize each birth
instance are declination, right ascension, and arrival
time.

The set of quantities we calculate includes the spher-
ical distance between two muon arrivals and the differ-
ence between their declinations, right ascensions, and
arrival times. These quantities are calculated between
a current muon and the another muon that is either
nearest in time (the predecessor event), or nearest 
space among all previous arrivals. In addition, a "ve-
locity" can be calculated by dividing the distance be-
tween two muon events by the time elapsed between
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Detector

Earth

Figure 1: Muons detection

them. We have also used three-muon quantities such
as a turning angle, that is, the angle ABC enclosed
between the first, second, and third entities (A,B,C).

The last choice involves the parameters to permute.
We should permute any parameter that can affect a
given quantity; for example, permuting the declination
values does not have any effect on the differences in
right ascension between two muon events, so this per-
nmtation/quantity pair is superfluous. However, even
if it were calculated, no pattern would be reported, so
the only cost is computation time.

Results
Astronomers have reported over the years, although
never very convincingly, that there exists a pattern in
right ascension: an association between right ascen-
sion and the cosmic ray source. At the suggestion of
our collaborator, we were mainly looking for such a
pattern. We did uncover a very strong pattern in right
ascension, but it turns out to be explicable by a known
effect. Figure 2 shows the distributions of the differ-
ence in right ascension between a muon event and the
preceding event, both in the observed case and when
the arrival times are permuted. These different distri-
butions reveal the pattern that a muon arrival tends to
lie near to its predecessor. Other calculated quantities,
like spherical distances from a muon to its predeces-
sor and the elapsed times from a muon to the closest
muon (in distance) among all predecessors, also reveal
patterned behavior, but these seem to be direct conse-
quences of the pattern in right ascension.

The known effect that explains our pattern is the
following. Since the detector is located on the Earth’s
surface, at a given time it cannot detect muons coming
from any point in the sky, but only from the half of the
sky that the detector can survey at that time. For that

Figure 2: Distributions of Right Ascension To the Last
Muon Event in Observed (o) and Randomized (X)
Cases

reason, even though the whole set of right ascension
values ranges from 0 to 24 hours (if the data span at
least half a day), the right ascension values of muons
impinging the detector at a certain instant do not range
from 0 to 24, but from x to x+12. PENCHANT does
not take this experimental limitation into account, so
it finds a side effect of this known phenomenon.

Below we discuss a way to remove such known effects
before carrying out the search for patterns; we have not
yet implemented this approach on astronomical data
sets.

Refinements

This section describes two extensions to PENCHANT.
The first seeks to make systematic the generation of
possibly interesting quantities for a given new applica-
tion. The second concerns an approach to overcome a
limitation of PENCHANT that has become apparent
while applying it to new problems.

Systematically Generating Quantities

For each application of PENCHANT, the users must
work out the quantities that will be calculated, e.g.,
distance to nearest neighbor, and so on. This step
is carried out by largely domain-free reasoning; given
the processes involved, one selects the quantities by
making use of elementary notions that include geome-
try and trigonometry. It has occurred to us that this
step can, in turn, be made more systematic. Moreover,
a formal generator of quantities could ensure that we
have not overlooked simple, interesting quantities that
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could be revealing of a pattern. This extension to the
PENCHANT methodology is in progress, but we can
report several observations, as follows.

The quantities can be classified according to the
number of process instances that are involved. With
only one instance or entity, one can calculate the dis-
tance and angle from that entity to some distinguished
location, which may be fixed or moving. For example,
a data set on a subject’s eye movements may be com-
pared to the location of a fixed or time-varying visual
stimulus. A second group consists of quantities involv-
ing two instances, such as the distance or angle between
them, the elapsed time or more generally the difference
along some other parameter. Furthermore, the choice
of the second entity creates nmre options: it could be
the nearest or farthest entity (in space, time, ...) 
tile current one, or even the second nearest, and so on.
Finally, a quantity that is specific to three entities or
locations is the turning angle referred to above.

If the application domain comprises more than one
type of process, for example division and death, then
there will be division instances and death instances.
In that case, a quantity can involve different types of
entities and then the number of possible quantities in-
creases further.

Clearly, the potential space of quantities to test is
very large; a reasonable heuristic on this space is sim-
plicity.

Incorporating Permutation Constraints

Ill some applications, a permutation of a process pa-
rameter might lead to a physically impossible (or
merely implausible) situation. For example, suppose
one permutes the X parameter of tile location of ob-
jects that are not point-like, but have some spread; the
result could be that two objects overlap, which may
be physically impossible. In that case, some patterns
may result which are artifacts, since under the permu-
tation, objects are allowed to be closer to each other
than is true physically. In our earlier report (Valdes-
Perez & Perez 1994), this difficulty did not arise, but it
has arisen in subsequent, ongoing applications such as
crystal growth nucleations (Durbin, Carlson, & Saros
1993), which are not discussed here.

Our approach to this problem makes use of the no-
tion of a permutation constraint. A permutation con-
straint is a condition that a given permutation must
satisfy. In the previous example of supposed point-
like objects that in reality had width, the constraint
would state that a permutation cannot result in the
simultaneous overlap of any pair of entities. We illus-
trate with another example from an ongoing applica-
tion to biologically-inspired data sets: cells that divide
asynchronously in three dimensions over several gen-
erations. It is impossible for a daughter cell to divide
before the mother cell that engendered the daughter,
hence any permutation of the time parameter must
respect that constraint. This feature has been imple-

mented within a specialized program PENCHANT-M
(M for mitosis) that analyzes precisely such data sets.

As a final example, consider the earlier example of a
muon detector. Suppose the muon data set is collected
over a day or more. The right ascension values in these
data can range from 0 to 24 hours, but at any given
time 7" the set of possible right ascensions for a muon
event is limited to that half of the sky that the detec-
tor can survey at r. By permuting the right ascension,
the result could be that particles are thrown outside
the surveyed area, which is implausible. By means
of a permutation constraint, PENCHANT could find
a legal permutation by allowing only plausible assign-
ments of right ascension. Any revealed patterns could
not then be explained away as a trivial effect of detec-
tor characteristics. This capability has not yet been
implemented.

Of course, designing an efficient permutation algo-
rithm that is subject to stated constraints may not be
straightforward in some cases. Our only implemented
example to date is the case of asynchronous 3D cell
division.

Discussion
We suggest that the PENCHANT program is a signif-
icant contribution to the area of data-driven scientific
discovery. The current program is rather unlike the
programs described in (Langley et al. 1987) because
PENCHANT does not report laws. Rather, the pro-
gram detects patterned behavior. PENCHANT is not
proposed as a plausible cognitive model of anything,
but as a human/machine discovery heuristic that is
based on a rational, meta-scientific analysis of a dis-
covery task. No significant machine discoveries have
yet been made. However this does not undermine our
point.

The program’s chances for a notable discovery im-
prove if the data are fresh and not widely disseminated
and studied. The above astronomical data set is cer-
tainly not an example of such a data set, since the
expense of astronomical observation means that as-
tronomers will spend relatively more time analyzing
data rather than planning the next experiment, unlike,
say, cell biologists. Of course, there is no difference be-
tween PENCHANT and human data analysts in this
regard: fresh data favor the chances of new discoveries.

This heuristic method for the discovery of patterned
behavior draws on very limited knowledge about the
scientific domain, hence is widely applicable through
science. Furthermore, the method does not rely on
any assumptions, e.g., it does not compare any theo-
retical random distributions with the observed case, as
is very often done in such analyses. In other words, the
inferences are not contingent on an alternative model.

The PENCHANT method bears some resemblance
to randomization tests in statistics, which are surveyed
and defined by Edgington (Edgington 1980) as "pro-
cedures for determining statistical significance directly
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from experimental data without recourse to signifi-
cance tables". Such procedures involve repeatedly per-
muting the experimental data (e.g., response of sub-
jects to one of two treatments) and calculating a test
statistic (e.g., T test). If the statistic calculated on the
original data is extreme within all the cases, permuted
or not, then the effect is judged significant.

The resemblance to our heuristic lies in the use of
permutation to create derived data. However, there
are several differences: First, rather than calculate a
simple test statistic on one arrangement of the data,
our "test statistic" is a comparison between two distri-
butions, the original and the randomized, which more-
over are somewhat removed (due to computer simula-
tion) from the parameter being permuted. Second, the
heuristic is grounded, by means of the four questions
that it asks, in the context of science terminology and
concepts, making it easier to perceive its applications
within scientific practice. From a statistician’s view-
point, PENCHANT is a complex instance of a permu-
tation test, stylized for spatio-temporal patterns that
abound in experimental science.

Conclusions
We have described a new application of a powerful gen-
eral method for detecting complex patterned behav-
ior in science. We have also described two extensions
to the method. The first extension was developed to
handle cases in which a parameter permutation can
lead to a physically impossible or implausible situa-
tion. Ill such cases, appropriate constraints can be in-
corporated into the permutation generator; an exam-
ple is tile constraint that a daughter must be born after
its mother, which constrains the permutation of birth
times. The second extension, which has not yet been
implemented, concerns making systematic the genera-
tion of quantities for a new application.

In these new applications, PENCHANT has only
found patterns that either were already well known, or
were trivially explicable in terms of the data-collection
procedure or instrument characteristics. However,
because PENCHANT searches for patterns within a
problem space that is different from the one scientists
typically search with their data-analytic techniques, we
hope to find significant new patterns as we apply the
method more widely, especially on freshly-obtained ex-
perimental data.

Finally, the new application to astronomy, besides
the already reported ones to cell biology and psychol-
ogy, confirms that the task performed by PENCHANT
is a generic task (Valdes-Perez subm.) in science, since
it involves a single, specific type of scientific reasoning
that occurs in more than one science.
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