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Cognitive Simulation

Experiments intended to assess performance in
human-machine interactions are often prohibitively
expensive, unethical or otherwise impractical to
run. Approximations of experimental results can be
obtained, in principle, by simulating the behavior
of subjects using computer models of human mental
behavior. Computer simulation technology has been
developed for this purpose. However, no existing
cognitive model is suitable to guide the simulation
machinery and enable it to closely approximate a
human subject’s performance in experimental con-
ditions.

This paper describes first steps towards the pro-
duction of a broad, psychologically plausible model
of human cognition, emphasizing those cognitive
subsystems of greatest interest in understanding
expert air traffic controller performance. At least
three problems must be addressed in constructing
such a model. First, perceptual, motor and cog-
nitive models known to the cognitive psychology
community and described in the literature must
be redescribed at a level of detail and in terms
suitable for computer simulation. Second, existing
models, which typically describe particular cognitive
functions, must be pieced together to form a broad
"cognitive architecture," thus allowing simulation of
a broad range of mental phenomena. Third, new
models have to be constructed where the cognitive
psychology literature is incomplete. In general,
empirical human research provides progressively
fewer constraints on models of cognitive phenomena
that take place over longer periods of time (e.g.
goal-selection, problem-solving) [Newell1990]. To fill
in these gaps, artificial intelligence techniques have
been introduced and integrated into our model.

The cognitive model described here was devel-
oped on the Cognitive Simulation System (CSS), 
simulation engine and graphical visualization tool
developed at NASA Ames [Remington et al.1990].

In CSS, models are depicted as a set of connected
boxes, each representing a cognitive process or
memory store. Our intial model represents a number
of cognitive faculties including vision, working mem-
ory, task selection and speech production. Different
aspects of cognition are modelled in varying degrees
of detail, concentrating on those aspects most criti-
cal for air traffic control.

Air traffic control was selected as the initial simu-
lation domain for both theoretical and practical rea-
sons. Theoretically, the tasks associated with expert
air traffic control make relatively heavy demands
on the aspects of cognition psychologists understand
best (e.g. visual perception) and relatively modest
demands on higher-level cognition. It is hoped
that by selecting a domain in which the cognitive
underpinnings of performance are relatively well
understood, a reasonably sophisticated model can be
built in the near term that will prove robust enough
to reuse in a different domain. Practically, the
need to evaluate a variety of new air traffic control
technologies indicates an important application of
cognitive simulation.

Air traffic control

We are using a general model of cognition to help
simulate the performance of tasks performed by
controllers at a TRACON air traffic control facility.
A TRACON controller manages most of the airspace
within about 50 miles of a major airport and is
primarily responsible for guiding planes to their
destination and keeping them safely separated. The
airspace in which a TRACON controller carries out
these tasks is situated within a much larger (and
less crowded) space controlled by a "Center" facility.
Planes must get permission to enter a TRACON
controller’s airspace. Similarly, each airport within
a TRACON region -- usually one large airport and
several small ones -- is responsible for a small region
of "Tower" airspace. A plane intending to take
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off and fly outside tower airspace must first get
permission. Likewise, a plane in TRACON space
must get permission from the tower before landing
at an airport.

The radar scope used to observe controlled
airspace displays each plane’s position; alphanu-
meric data blocks associated with each plane show
identity, altitude and airspeed. Other symbols on
the scope designate specific latitude/longitude posi-
tions called fixes which are used to define standard
flightpaths. These flightpaths, so-called "highways
in the sky," make it easier to line planes up for
landing and keep them sufficiently far apart.

Most of the time, controllers issue clearances
(orders) vocally over radio. For example, a plane
destined for Los Angeles Airport (LAX) might 
told "UA219, you are cleared direct for DOWNE,"
thereby ordering United Airlines flight 219 to head
towards the DOWNE fix in preparation for descent
into LAX. Such spoken clearances follow a a stan-
dard nomenclature [Mills and Archibald1992] that
insures there will only be one way to say a given
clearance.

Standard operating procedures specify nearly
every aspect of routine air traffic control, including
the flightpaths planes should be made to traverse on
their way to an airport and the time window in which
a clearance should be issued. The following scenario
describes a typical event sequence as a controller
guides a plane in for landing.

1. The plane enters the controllers airspace and
appears on the scope. Soon after, the pilot
announces his presence over the radio, saying
"United Airlines flight two one niner, level at nine
thousand."

2. The controller visually locates the pilot on the
scope and then verbally acknowledges the pilot,
saying "United two one niner, radar contact." In
doing this the controller accepts responsibility for
handling the plane.

3. The controller determines that the plane’s flight
plan has LAX as its destination 1 and selects a
path that the plane should follow. The controller
then directs (vectors) the plane to DOWNE, the
nearest fix on its planned flightpath: "United two
one niner, cleared direct to DOWNE." The pilot
acknowledges this clearance, saying "United two
one niner, going direct to DOWNE."

4. The controller observes that the plane is approach-
ing DOWNE and vectors it to LAX. The controller

1This information is normally acquired from paper
flightstrips describing the filed flightplan of all planes in
a controller’s airspace.

then clears the plane to an altitude of 1900 feet
as is required for descent into LAX. The pilot
acknowledges these clearances.

5. The controller observes that the plane is approach-
ing LAX and "hands off" responsibility for the
plane to the LAX tower controller by telling
the pilot "United two one niner, cleared for ILS
approach. Contact tower at final approach fix."
The pilot acknowledges, saying "United two one
niner, thanks. Good day."

Even with well-practiced, highly specified routines
to follow, the number of planes a controller can safely
handle using current air traffic control technology is
limited by attentional resources and other cognitive
factors. Regulations maintain air traffic at a safe
level but create a bottleneck at many of the world’s
major airports, reducing the amount of traffic these
airports can handle to an undesirably low level.
New technologies and new procedures designed to
remedy this problem must be extensively evaluated
before airlines and controllers will be willing to adopt
them. The straightforward approach -- observing
professional controllers in simulated control facilities
trying out a variety of new proposals, each for weeks
at a time -- is so costly that only a few variations of
the proposed technologies can be evaluated. Cogni-
tive simulation is proposed as a means to reduce the
amount of evaluation that must be performed with
live controllers.

Goals of the model

Reproduce patterns of error

Predicting the impact of new technology on per-
formance requires a model of cognition to simulate
the speed and accuracy with which human operators
can perform their job with a given combination of
equipment and procedures. For instance, a program
known as DATALINK would have clearances cur-
rently delivered by speaking into the radio delivered
by pressing buttons instead. Pilots would no longer
hear (and potentially mishear) clearances intended
for others. Perhaps more importantly, controllers
could issue clearances more quickly and thus have
more time to handle other planes. Controllers are
skeptical. Will the increased automation reduce the
amount of attention allocated to each plane and thus
increase the incidence of error?

To be useful in answering such important ques-
tions, the cognitive model must specify aspects of
human cognition that underly error. In particular,
it must describe cognitive faculties such as visual
attention and working memory in terms of functional



modules that use the system’s limited information-
processing resources in particular ways, employ iden-
tifiable methods, and take a predicatable amount
of time to carry out their function. The model
can then be used to compute the extent to which
particular modules misuse mental resources, employ
unreliable methods or take too long to carry out
their function with consequent errors in performance
for given tasks.

For example, controllers sometimes catch their
errors as they hear themselves speak. The cognitive
underpinnings of this behavior are represented in
our current model as elements of the auditory and
speech-production systems. In particular, whenever
the speech-execution module generates the intention
to speak a word, an expectation for the word is
made available to the appropriate module in the
auditory system; if the expectation fails, failure
recovery actions can be initiated. Using this model,
it is possible to predict that controllers will often
fail to recover from execution errors while using
an implementation of DATALINK that does not
provide stimulus support for verifying actions.

Represent a range of cognitive faculties

For most tasks of practical interest, patterns of
error can emerge in any of a number of cognitive
subsystems. Our model emphasizes the subsystems
most central to the tasks of air traffic control. For
instance, air traffic control actions usually involve
reacting to situations and following routines, but
rarely involve extensive deliberation. Thus, our
model of action includes mechanisms for reacting
and for following routines but does not represent the
human capacity to construct novel plans. We cur-
rently model the cognitive subsystems indicated in
figure 1, each a possible locus of error in controllers
carrying out current or proposed ATC tasks.

Reusability

In order to maximize the reusability of the model
in other domains, we have identified aspects of
cognition that remain invariant across time, task
and individual. In particular, the model contains
at least three kinds of information that transfer
reliably and thus facilitate reuse. First, the modular
decomposition of cognition (cognitive architecture)
prescribed by the model consists entirely of task-
independent and person-independent functions (see
figure 2). Other cognitive capacities such as auto-
mated responses acquired by experience are repre-
sented separately.

Second, the time required for a component
to carry out its function can often be repre-
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Figure 1: Cognitive faculties represented in the
model

sented by a stable distribution. For example,
the visual subsystem in our model includes a
component responsible for reorienting the visu-
al attention window in response to an abrupt-
ly appearing stimulus. The time required to
reorient the window has been approximated at
100 milliseconds [Remington and Pierce1984]; cf.
[Remington et al.1992].

Third, regularities in the internal structure of
modelled components can allow a component’s func-
tion to be specified abstractly. For example, the
process that controls eye-hand reactions maps visual
outputs to hand inputs according to a fixed set of
rules, each of which can be enabled or disabled by a
particular high level cognitive process. This compo-
nent’s function can be specified by the mulliplexor
abstraction with parameters specifying the source
of input, destination of output, rule set, and source
of rule-enablements.2 Our current model employs a
variety of function specification abstractions, each
intended to have value as the model is reused
[Freed and Collins1993]. Similarly, the notations
used to define short- and long-term memory struc-
tures can be used in future instantiations of the
model, even as the contents of memory differ.

2The multiplexor designation emphasizes not only the
functional analogy to the circuit of that name, but also
the view that such abstractions are meant to be a set
of useful, highly reusable components for building more
complex processes.





Model overview
Figure 2 depicts the current implementation of our
cognitive model. The model consists of a connect-
ed network of processes (white boxes) and stores
(grey boxes). Stores contain mental representations;
some stores (med. grey) represent the contents
of long-term memory and do not change over the
course of a simulation, while others (light grey)
store transient representations. All computational
activity is carried out by the processes, which are
treated as "black-box" discrete-time event genera-
tors with stochastically varying completion times.
Processes accept inputs from stores with incoming
connections, and place their outputs in stores with
outgoing connections. The simulation engine is
capable of carrying out Monte Carlo simulations of
the activity of this processing network. Because of
the stochastic completion times, not only the timing
but the sequence of processing events varies from
one simulation run to another. Consequently there
is stochastic variation in the flow of information
through the network, and in the external behavior of
the simulated person. Thus, the simulation environ-
ment can model complex behavior with probablistic
variation in response accuracy and response time.

The model incorporates findings from neuro-
science and psychology as well as a number of ideas
and methods from artificial intelligence. Human
studies provide a great deal more constraint for
modelling cognitive activities that take place in a
fairly brief period -- from a tens of milliseconds
up to a few seconds -- than they do for processes
that take place over periods of minutes or hours.
AI models have been borrowed and adapted to help
model cognitive activities such as plan execution
which take place over extended periods.

Vision and visual attention

Air traffic control tasks place a variety of demands
on the visual processing system. Three requirements
in particular stand out. First, the visual system
must be able to interpret information obtained from
the radar scope and flight strips in terms of a
complex set of operating procedures. For exam-
ple, controllers are responsible for keeping planes
at least a specified distance apart -- typically 3
miles horizontally or 1000 feet vertically. Detecting
potential separation conflicts requires integrating
several kinds of visually acquired information. In
particular, blips must be recognized as representa-
tions of planes, direction of motion must be recalled
from memory or projected from faint afterimages on
the scope, and velocity and altitude must be read off
the text datablock or recalled.
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Figure 3: Vision model

Or visual model (figure 3), largely based on the
one described in detail by [Kosslyn1994], treats
visual interpretation as a two-staged process. First,
low-level visual processes construct a set of feature-
maps that encode color, texture, orientation and
other features. These maps, which preserve the
spatial organization of the retina, are referred to
collectively as the visual buffer. In the second
stage, task-relevant identifications are inferred from
the contents of the visual buffer.

The ability to produce task-relevant interpreta-
tions of visually acquired information depends on
mechanisms also needed for a second requirement
of the visual subsystem: that visual attention be
responsive high level goals. In particular, the
attention-shifting mechanism must respond to the
information needs of processes that control high
level tasks. In our model, information needs are
represented as explicit knowledge-acquisition goals
(KAG) [IIunter1989], used both to set priorities for
the attention process and to influence the second-
stage process for visual interpretation to produce
task-relevant outputs.

Visual attention in our current model is treated
as a window that selects a region of the visual
buffer to be processed during the second stage of
visual recognition. For instance, when deciding
whether to give a plane permission to take off, task-
control mechanisms output a KAG for inquiring
about the safety of a takeoff clearance to the visual
information goals store. This has two effects.
First, the visual attention process responds to



(DEFINE-EAP
(INDEX (accept ?plane))
(METHOD

(TASK-NET
(tl (say ?plane) (for t2) (for 
(t2 (verify-utterance ?plane))
(t3 (say radar contact) (for 
(t4 (verify-utterance radar contact)))))

Figure 4: Speech routine for accepting a newly
arrived plane

the goal by moving the attention window to the
region around the airport in search of nearby planes.
Second, the second-stage visual identity/position
process is made to indicate whether or not the
ascent-path near the attended airport is clear.

The third major requirement of the visual system
represented in our model is the ability to track
objects over long periods of time (tens of minutes).
During such lengthy intervals, only intermittent
attention can be allotted to a given object? Knowl-
edge about the object obtained during periods of
sustained attention will frequently become discon-
nected from any sensed object and must somehow be
reacquired when attention to the object is resumed.
In our model, this accomplished using knowledge
of an object’s visual history stored as object files
[Kahneman and Triesman1992]. Thus, when atten-
tion is shifted to a new object, an attempt is made
to match the object to one previously seen. If
the match fails, the object is assumed to have just
appeared and a new object file is constructed.4

Speech production

Although conversational speech is known to be high-
ly improvisational, air traffic controllers use highly
scripted speech when issuing clearances to pilots. In
general, there is only one allowable word sequence
for issuing a particular clearance, thus minimizing
the chance that pilots will mishear a controller’s
instruction. For example, to to clear United Airlines
flight 219 to enter TRACON airspace, a controller
will say, "United two one niner, radar contact."

In our model, such utterances are derived from
speech routines found in long-term memory. These
routines, represented as RAPs [Firby1989], are
retreived in response to goals handed down from

3Eventually the model needs to separate gaze direc-
tion from locus of attention, but this distinction in
finessed inthe current version of the model.

4See [Firby1989] for a more complete and more
general treatment of this problem.

higher level processes. For example, when given the
goal of clearing United flight 219 to enter TRACON
airspace, the speech execution process retrieves
the routine represented in figure 4. This RAP
specifies that the controller should say the name
of the plane and then the words "radar contact."
The method explicitly requires verification that the
prescribed words are correctly articulated, but does
not require delayed execution of one word while
waiting for verification of an earlier one.

Once a method is retrieved, speech execution
puts a representation of the first step in a speech-
specific working memory called speech method
activations. Speech execution mechanisms retrieve
the activated step, take the specified action and then
attempt to replace the just executed step with its
successor (cf. [Hammond et a/.1990]). Advancing to
the next step requires again retrieving the method
from long-term memory in an attempt to reconstruct
the goal [VanLehn1990] that initiated the utterance.
Although our current model always retrieves the
next step correctly, the need for goal reconstruction
will enable future versions of the model to reproduce
an important class of retrieval error called a habit
intrusion [Reason1990/.

Control of action

Controllers at a highly trafficked TRACON are often
required to handle 10 or more planes at a time. The
key factor for enabling a controller to handle so many
planes is that the task of handling any one plane
is usually entirely routine. Planes enter TRACON
airspace from only a few points, exit from only a few
others and are usually kept to a known path between
origin and destination. The use of well-known,
well-refined routine plans for handling individual
plans has several useful effects. Such tasks impose
a reduced burden on working memory, since the
controller can usually reconstruct memories of what
s/he intended for the plane just by looking at data
on the scope. In addition, routines do not require
extensive deliberation as would a novel plan; they
only need to be recalled.

Task control includes a variety of processes rang-
ing from highly deliberative planning to involuntary
reactions. Our model emphasizes two intermediate
levels of control (cf. [Brooks1991]). The more
deliberative level involves recalling and executing
routine plans. This is implemented using a varia-
tion of RAP plan execution system [Firby1989] as
described in the section on speech production. These
mechanisms are able to opportunistically interleave
the execution of multiple tasks in an ever-changing
task environment, but are also suseptible to habit



intrusions and other interesting classes of error
[Freed e~ a/.1992].

The more reactive control layer consists of four
mechanisms for mapping perceptual events to motor
responses. Each mechanism is dedicated to a single
perceptual modality and a single motor modality;
each maps inputs to outputs based on a fixed rule
set. The higher level control structure is responsible
for enabling and disabling particular rules -- i.e.
turning reactions on and off. For example, when a
controller begins work, higher level control process
turn on a audition/speech reaction that produces
a spoken acceptance of the plane into controlled
airspace whenever the auditory system recognizes a
request for entry. If the space becomes too crowded
to accept planes by default, or if the controller takes
a break, this reaction can be turned off.

Conclusion
Our attempt to construct a broad, psychologically
plausible model of human cognition is intended
to produce both theoretial advances and practical
applications. Theoretical advances should follow
from carefully combining a large number of mutually
constraining partial models derived from existing
theories, thereby raising questions, revealing incon-
sistencies and encouraging theoretical unifications
among those theories. Moreover, graphical simula-
tion can enable cognitive scientists to visualize the
behavior of complex processes and thus to consider
cognitive models of greater complexity than those
currently proposed.

The described model is designed to simulate a
variety of cognitive behaviors involved in routine
air traffic control; as the model is elaborated, our
ability to predict the effects of novel circumstances
on controller error rates and other performance
characteristics should increase. Thus it becomes
possible to project the impact of proposed changes
to the way air traffic control is carried out. Many
such changes are being contemplated or tried on a
limited basis.

The key to making cognitive simulation a practical
tool is to minimize the amount of effort required to
simulate human performance in a new domain. In
particular, the task of producing a model of human
cognition capable of guiding a simulation to produce
a useful approximation of human performance must
be as inexpensive as possible. To this end we have
carefully differentiated between aspects of cognition
that depend on the task being carried our or on
the idiosyncratic nature of the individual executing
the task from aspects that tend to be stable across
tasks and persons. We have emphasized the stable

elements in the model and have integrated them into
the beginning of a highly reusable framework for
enabling the simulation of human cognition.
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