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ABSTRACT

This paper argues that the notion of basic
levels of representation applies to the
representation of mental processes. For
such representations to be applicable across
domains, they must be at a level that is
abstract enough to be independent of
domain details, but concrete enough to have
agreed-upon interpretations. We then
present the research area of intelligent
software agents as allowing a separation
between a representation of a mental
process from the execution of the process.
This allows the model of the process to exist
at a basic level, while providing the basis
for effective reasoning about mental
activity.

1. Basic levels and mental representations

It has been demonstrated effectively that a basic
level of abstraction exists at which psycho-linguistic
representations (e.g., words) of objects and actions
can be transferred across tasks and application areas
[Rosch et. al., 1976; Lakoff, 1987]. Representations
that are less abstract are often specialized for a
particular purpose, and representations that are more
abstract tend both to vary between individuals and to
be inapplicable across tasks.

It is my contention that there are analogous basic
levels in representation of cognitive phenomena as
well, in terms of their applicability across tasks,
domains, and situations. At these basic levels, it is
possible to make statements about cognitive tasks
and how they are carried out that are applicable
across tasks, domains, and implementations. For
example, a representation of non-linear planning in

terms of "basic-level" cognitive tasks such as listing
consequences of actions and determining whether
two states are in conflict will be applicable to many
domains, to many planning tasks, and will apply
irrespective of most implementation issues. If this
model attempts to account for issues at a lower level,
however, these achievements become much more
difficult. AI history has shown that instantiations of
the planning sub-tasks listed above vary considerably
across implementations and across domains. Thus it
may be possible to achieve high-quality
representations of lower-level cognitive behavior, but
at the cost of wide applicability.

Unfortunately, modeling cognitive behavior only at a
high level does not facilitate many of the high-level
goals to which meta-reasoning is usually applied,
such as learning, because such a model lacks
connection to the details of cognitive performance.
One approach to this problem is to model the
behavior at a high level but to include separate
knowledge of how to connect that model to the
performance element (e.g., Collins et. al., 1993;
Krulwich 1993; Fox and Leake, 1995). Another
approach is to require that the performance element
of the system be implemented in terms of a high-
level language that itself corresponds to the model,
but which constrains the performance element.

A completely different approach, however, is to
divorce the system engaging in cognitive behavior
from the system that reasons about it. A system that
reasons about the cognitive behavior of a completely
separate system does not need a model that ties
directly to the performance element, however, in
order to carry out tasks involving understanding,
collaboration, and support. Systems that carry out
these tasks for human users have become known as
intelligent software agents in the research literature
(e.g., Dent et. aL, 1992; Foner, 1993; Maes and
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Kozierok, 1993; Krulwich 1995) as well as in the
popular press.

2. Intelligent agents

Agents may be broadly viewed as bringing the
human metaphor to the communications dimension
that arises in the convergence of computing and
communications. They remove or at least ease the
demands made on the human trying to interact with
the world that results from this convergence.

The common vision of intelligent agents is shown in
figure 1. At the top level are system users who are
using agent-based systems to carry out their tasks,
and information and service providers that operate
through agents. At the middle level are functional
agents, which carry out specific high-level functions
and tasks. At the bottom level is the agent
interoperability architecture, that provides the
platform for communication between the various
agents, along with the language and framework for
inter-agent communication and operation.

The second and third levels of figure 1 correspond to
the two commonly understood goals of agent
technology. The first is that agents carry out human-
level tasks, act as proxies for their users in carrying
out these tasks, and interact with their users in a
high-level human-like fashion. These aspects of
agents correspond to the functional agents shown
interacting with users and with information and

services in the middle level of figure 1. Second,
these agents can be highly mobile, moving around a
network to carry out tasks that involve interactions
with information and service providers in other
locations. This aspect of agents corresponds to the
inter-operability architecture shown as the bottom
layer of figure 1.

In a sense, the common theme in the various aspects
of agents is the attempt to handle unstructuredness.
At the functional level, this unstructuredness arises
in the nature of human tasks. A few examples are:

¯ Wanting to process documents according to
topic, without a structured notion of exactly
where they can be found and how to determine
topic relatedness.

¯ Wanting to mine data according to trends and
patterns that are very difficult to characterize.

¯ Wanting to coordinate the flow of documents
between members of a working group according
to complex and ad-hoc contingencies.

At the inter-operational level, this unstructuredness
arises in the nature of modern wide-area networks
and the diversity of systems operating on these
networks. A few examples are:

¯ Wanting to retrieve data from several databases,
without dealing with the specific query forms of
the various databases.
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¯ Wanting to interact with varieties of systems,
without dealing with the different types of
processors, languages, etc.

¯ Wanting to negotiate for services with remote
providers in a common language.

3. Agent mental representations

The high-level tasks for which agents can be
employed can be categorized, for the most part, in
the following two areas:

1. Managing large amounts of information and
knowledge (e.g., mail filtering, data mining,
search for network services, search of
heterogeneous databases)

2. Managing complex processes (e.g., workflow,
interaction with network services)

In each of these cases, the agent is being utilized to
oversee a complexity that cannot be managed as
effectively by a user. Most such complexities have
been introduced by the growth of enterprise-wide
and inter-enterprise computing systems, that
transcend the information content and processing of
one system, and open up those of other systems
worldwide. This is why many agent applications to
date have been managers of information systems
such as Notes databases, internet repositories,
internet services, and so on.

The critical factor in achieving both areas of agent
functionality is the encapsulation and application of
knowledge. More specifically, it is knowledge of
task performance that often distinguishes an agent
from another tool to perform a given task, and which
allows the agent to handle the task more effectively
than a user could. To explore this notion, we will
look at the various agent roles and tasks that have
been discussed previously, and will discuss the
knowledge requirements of each. We will see that
each piece of knowledge can be specified by the user
each time the agent is invoked, can be stored and
retrieved appropriately by the agent, or can be
inferred by the agent.

Both assistants and advisors need the following
classes of knowledge:

1. Agent Invocation: When to perform a particular
task, or when to advise the user,

2. Task knowledge: Knowledge necessary to
perform the task, or advice to give, and

3. Presentation: How to communicate the results to
the user.

The first of these, which we can call behavior
triggering knowledge, is often specified by the user
each time the agent is invoked, essentially by the
user requesting that the agent perform a task or give
advice. In many cases, however, the agent has to
invoke itself when some external event occurs, such
as when a new e-mail message arrives that contains
a given phrase. An even more complex scenario is if
the agent were to perform a task (such as finding 
document) whenever the user’s own activities
indicated a particular need (such as referring to 
phrase that is defined in that file). Each of these
scenarios of agent invocation requires increasingly
complex triggering knowledge, and this knowledge
itself might change over time.

The second of these, behavior execution knowledge,
will of course vary with the agent’s task. In most
cases, the main difference between an agent
performing a task and a tool for performing that task
is that the agent has or can get the knowledge
necessary to perform the task. We see this in the
context of a variety of agent tasks:

Text filter: Knowledge of the phrases or other
criteria for filtering the documents, and
knowledge of what to do with documents that
are filtered.

Data analyst: Knowledge of what patterns are
significant, and what to do with data sets in
which various patterns are found.

Process coordinator/meeting scheduler:
Knowledge of the activities in which the user
engages, of the user’s priorities in attending to
those activities, and of the other people
involved.

Gopher: Knowledge of what the user wants, of
how to identify items that match the user’s
interests, and of where to find various classes of
items.

The third type of knowledge, presentation
knowledge, usually varies with the task that the
agent is performing or by its role. Sometimes the
task will operate in background, such as e-mail
filtering, and the user will discover the results of the
agent’s activity in the course of his/her activities.
Sometimes, however, the entire point of the task is to
immediately display the results to the user, such as
in retrieving a file for immediate use. The point is



Figure 4: Types and domains of agent knowledge

that the agent needs to know what type of
presentation of results is required.

Knowledge, therefore, is the foundation of an agent’s
success at its task and role. The following four
knowledge domains have been found to span the
types of knowledge that agents need:

1. Organization of a user’s activities

2. Understanding documents or messages

3. Understanding available resources and databases

4. Specification of agent actions, including
interactions with users or other agents.

An example of the fourth domain is agent interfaces,
which involves designing ways for an agent to
straightforwardly and seamlessly integrate into the
user’s tasks.

In this light, a large factor in assessing the
intelligence level of an agent is how the agent
acquires or infers the necessary knowledge. A dumb
agent must be given the knowledge whenever it is
invoked. A more intelligent agent might have the
necessary knowledge stored, and retrieve it as
appropriate. A still more intelligent agent might
acquires the knowledge by observing the user’s

activities. Lastly, a deeply intelligent agent uses
complex algorithms to infer the knowledge.

In summary, we have seen two types of agent
functional tasks, management of knowledge and
management of processes. Each of these areas
requires several types of knowledge, drawn from
several knowledge domains.

4. Discussion

Our discussion in this paper opens up several
avenues of research in representing and reasoning
about cognition. First, what "basic level" cognitive
tasks or behaviors are carried out by computer users
that can be effectively modeled? Second, how can
these representations be effectively used to help the
user? Third, and perhaps most importantly, how can
these representations be shared between software
agents engaged in different tasks for the same or
different users?
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