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Abstract

In this paper we argue that analysis of computer-
computer dialogues is beneficial in the develop-
meat and testing of computational models of
human-computer collaboration. By outlining the
stages in the development of a human-computer
task-oriented system, we show the role that com-
puter simulations can play in this process. Sim-
ulations allow a measure of verification that the
underlying model does indeed model the intended
behavior. Further, through computer-computer
simulation, thousands of dialogues can be gath-
ered making statistical analysis of the computa-
tional model feasible.

Research Methodology

Our goal is to produce voice interactive human-
computer collaborative systems. Creating such a
complex system is not done in one step. We follow
a development methodology illustrated in Figure 1.
There are six stages of development: creation of
an underlying model (which is based upon previ-
ous research and observations), analytical evalua-
tion of the model, computational implementation
of the model, simulation of the model, an imple-
mented demonstration system and finally full-scale
development of a working system. This develop-
ment paradigm directly follows the methodology of
computer systems design.

At each successive stage, the development of the
underlying model is made more specific. Often it is
the case that mathematical analysis of the under-
lying model can only be made by simplifying the
domain model (the use of exponentially distributed
arrival rates is a common assumption in systems
building). However, at the simulation stage, com-
plexities can be introduced that could not be mod-
eled at an analytical level (for instance, a non-

Figure 1: A Model of System Development

exponentially distributed arrival rate). In turn,
the simulation may not truly model what occurs in
the actual domain. Thus each stage of the process
brings the process closer to realizing the full-scale
system.

Although the process generally moves forward
through the stages, there is feedback from later
stages. For instance, during the mathematical anal-
ysis of the model, flaws or deficiencies in the under-
lying model may be detected. This causes a revision
of the underlying model (which in turn may result
in a revision of the analysis).

Past Research m The Circuit Fix-It

Shop

The research described in this paper is a continua-
tion of work done at Duke University, North Car-
olina State University and East Carolina University
on voice natural language systems (Biermann et aL
1985; 1993; Fink & Biermann 1986; Guinn 1993a;
1993b; 1994; Hipp 1992; Moody 1988; Smith 1994;
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1991; Smith, Hipp, & Biermann 1992). A signifi-
cant milestone in this line of research is represented
by the implemented voice dialogue system, the Cir-
cuit Fix-It Shop, of Smith and Hipp (Smith & Hipp
1994). The line of research that led to the creation
of the Circuit Fix-It Shop followed four phases:

Data Collection First, Moody conducted a series
of "Wizard of Oz" experiments where a human
played the role of the computer in a circuit repair
domain (Moody 1988).

Model Building From the data collected from
Moody, certain patterns of behavior were noted.
The structure of the dialogue closely modeled the
structure of the underlying task tree. Utterances
were used when there was a task that a par-
ticipant could not solve or if a participant was
confused and needed clarification. Clarification
subdialogues seemed to occur when one partic-
ipant overestimated what the other participant
was capable of doing (user model error). From
this observation, the origin of the Missing Ax-
iom Theory arose (Smith 1992) (to be discussed
further in Section ). Another feature of the dia-
logues that stood out was the need for variable
initiative dialogue to support efficient collabora-
tion. When users have knowledge they would
like to apply to a problem, it is frustrating and
inefficient to force the users to behave as novices.

Implementation Using the model built from ex-
amining Moody’s corpus, a voice dialogue sys-
tem was implemented with several interesting
features (Smith 1991; Hipp 1992):

¯ The Missing Axiom Theory is a driving force
behind the generation of system utterances.
(Some other dialogue systems have used 
similar approach to organizing dialogue (Co-
hen et al. 1989; Gerlach & Horacek 1989;
Quilici 1989; Young et al. 1989)).

¯ The system operates in four discrete dialogue
modes that specify how much control the
computer will take in directing the problem-
solving.

¯ The system maintains a dynamic user model.
¯ The system uses expectations to assist in

speech recognition and clarification subdia-
logues.

¯ The system employs an iterative problem-
solving strategy that allows it to consider new
information.

Experimentation The system was tested on 8
subjects for a total of 141 human-computer di-
alogues. There are several important contribu-
tions of the experiments:

¯ The performance of the system validates that
the Missing Axiom Theory can be used as dia-
logue control mechanism. Users found the di-
alogues to be understandable and cohesive.

¯ The experiments also demonstrate the effects
of dialogue mode on natural language dis-
course.

Underlying Model -- The
Collaborative Algorithm

The agents in human-human collaboration are indi-
viduals. Each participant is a separate entity. The
mental structures and mechanisms of one partici-
pant are not directly accessible to the other. Dur-
ing collaboration the two participants satisfy goals
and share this information by some mean of com-
munication. We say effective collaboration takes
place when each participant depends on the other
in solving a common goal or in solving a goal more
efficiently. It is the synergistic effect of the two
problem-solvers working together that makes the
collaboration beneficial for both parties (Calistri-
Yeh 1993). An overview of our collaborative model
is presented in Figure 2. Notice that each partici-
pant has a private plan, knowledge base (KB), and
user model. To collaborate there also must be some
dialogue between the two participants.

Figure 2: A Model of Collaboration

There are several important assumptions made
by the Collaborative Algorithm.

1. All knowledge in an agent’s knowledge base is
"true". It follows that any information contained
in an utterance is also true. This contrasts with
a more realistic environment where agents may
have false beliefs or utter false statements.

2. The communication channel is perfect. Unlike
true natural language communication there is no



ambiguity nor is there information loss due to
speech misrecognitions.

3. The focus of the interaction is on solving the mu-
tual problem, not on teaching. Unlike a tutor-
ing environment where one agent would like the
other to gain the ability to solve the problem on
its own, the agents in the Collaborative Algo-
rithm only want to solve the top mutual goal as
quickly as possible. However, we are currently
working on modifications of the Collaborative Al-
gorithm to model the tutoring environment more
closely.

Dialogue as Extension to Top-Down
Problem-Solving
The basic operations of this top-down manner of
problem-solving are 1) check to see whether the goal
is already satisfied and 2) decompose the goal into
subgoals and solve those subgoals. Biermann et al.
point out that in a collaborative environment the
problem-solvers have another option: ask the other
collaborators (Biermann et al. 1993). Smith pro-
poses that the role of language in a problem-solving
environment is to supply "missing axioms" (Smith
1992). Smith’s view is that problem-solving in-
volves the satisfaction of axioms. When a problem-
solver cannot satisfy an axiom trivially by look-
ing it up in its knowledge base and the problem-
solver cannot decompose the goal into subgoals, it
has the option of requesting that the other partic-
ipant satisfy that axiom. However, the problem-
solver will only exercise that option if it believes
the other participant is capable of satisfying that
axiom. The problem-solver maintains a model of
the other participant to determine what is appro-
priate to request.

Dialogue Mechanisms for Conflict
Resolution
The Collaborative Algorithm utilizes the Missing
Axiom Theory to generate goal requests. However,
the issue of how and when goals are answered by
other participants is left unresolved by the Miss-
ing Axiom Theory. The Collaborative Algorithm
provides a testbed to determine effective strategies
for answering queries. An important issue in col-
laborative environments is the concept of conflict
resolution. Even though agents may be working
together, there still may exist conflicts between the
two agents about which path should be taken in
order to solve a particular goal.

Task Initiative An important conflict resolution
mechanism is the specification of which participant
has task initiative. The participant with task ini-
tiative over a goal controls which decomposition of
that goal the two participants will use. We have
developed several task initiative setting algorithms
(Guinn 1993a; 1994). The Continuous Mode algo-
rithm sets the initiative level of a participant based
on a probabilistic analysis of the two participant’s
knowledge. Using the Continuous Mode algorithm,
the initiative levels of each agent will adapt during
the problem-solving.

Negotiation Another strategy for conflict reso-
lution is the usage of negotiation to determine
which decomposition the two participants will use.
There are innumerable task initiative setting algo-
rithms as well as many possible negotiation strate-
gies. In our collaborative model, agents can ne-
gotiate when there is a task conflict. Negotiation
takes the form of presenting evidence for a partic-
ular path choice.

Plan Inference Assistance Our dialogue ini-
tiative and negotiation algorithms require proper
plan recognition. However, plan inferencing can be
very difficult when an agent has limited information
about the domain and limited information about
the other agent. We have found that certain ut-
terances which we call Non-Obligatory Summaries
can assist in plan recognition. These utterances are
announcements of a goal results that have not been
explicitly asked for by the other participant.

We utilize both mathematical analysis of the Col-
laborative Algorithm and computer-computer sim-
ulation of the Collaborative Algorithm to deter-
mine the advantages and disadvantages of different
task initiative and negotiation strategies and the
usefulness of Non-Obligatory Summaries.

Mathematical Analysis
This paper concentrates on the empirical valida-
tion of the Collaborative Algorithm. However, we
briefly note some of the results from our analytical
analysis:

¯ We have identified the necessary conditions to in-
sure the soundness and completeness of the Col-
laborative Algorithm.

¯ We have analytically determined the effect of
certain dialogue mode setting mechanisms using
simplified user models.



¯ We have analytically determined the effect of cer-
tain negotiation strategies using simplified user
models.

¯ We have analytically determined the effect of a
class of utterances, non-obligatory summaries, on
dialogue efficiency.

A detailed account of the above analyses is given
by Guinn (Guinn 1994).

Computational Implementation
The process of implementing an algorithm is an
important feedback step to the underlying model.
To create a working computational implementation
of an algorithm there can be no gaps or "hand-
waving" in the implementation. Every detail must
be worked out. If the underlying model is suf-
ficiently robust, the "fleshing out" of procedures,
functions and modules should not affect the over-
all model. However, there are occasions when the
implementation of a seemingly simple step at the
general model level turns out to have consequences
that affect the overall model. As an example, we
found that the closed world assumption of Prolog
was unacceptable in an environment where partic-
ipants are expected to have incomplete knowledge.
Thus the problem-solver must be capable of han-
dling a multi-valued logic.

The Collaborative Algorithm has been imple-
mented on Sun workstations with a combination of
Prolog and C language routines. Most of the cod-
ing of the algorithm is in Quintus Prolog 3.1.4. Fol-
lowing Prolog’s lead, the representation of domain
knowledge by the Collaborative Algorithm utilizes
Horn-clause propositions. In the implementation,
when a participant wishes to place some fact, re-
quest, or other information in the message buffer,
the information is encoded in the Prolog-like form
of the knowledge. For human reader convenience,
a natural language generator converts these utter-
ances to a more readable form. An example di-
alogue carried out between two computer partici-
pants is given in Table 1. In this example, task ini-
tiative for the top goal changes three times: twice
when an agent explicitly grants the other partici-
pant control and once following a negotiation.

Computer Simulations
The implementation of the Collaborative Algo-
rithm has the ability to function in using the Con-
tinuous Mode Algorithm or Random Mode Algo-

Speaker Utterance
Watson
Holmes

Watson

Holmes
Watson

Holmes

Watson

Holmes

Holmes
Watson

Holmes

Watson
Holmes

Watson
Holmes

Watson

Holmes

Watson

Watson

Holmes

Watson

Holmes

Watson

Who is the murderer of Lord Dunsmore?~

Is it the case that Suspectl6 is the murderer of Lord
Dunsmore?
Is it the case that Suspectl6 had a motive to murder
Lord Dunsmore?
Suspectl6 had a motive to murder Lord Dunsmore.
Is it the case that Suspectl6 had access to the
poison?
I am unable to determine whether Suspectl6 had
access to the poison.
I am unable to determine whether Suspectl6 is the
murderer of Lord Dunsmore.
I am unable to determine whether Suspect16 is the
murderer of Lord Dunsmore.b

Who is the murderer of Lord Dunsmore?¢

Is it the case that Suspectl0 is the murderer of Lord
Dunsmore?
Is it the case that Suspectl0 had a motive to murder
Lord Dunsmore?
Suspectl0 had a motive to murder Lord Dunsmore.
Is it the case that Suspectl0 had access to the
poison?
Suspectl0 had access to the poison.
Is it the case that Suspectl0 had an opportunity to
administer the poison?
I am unable to determine whether Suspectl0 had an
opportunity to administer the poison.
I am unable to determine whether Suspectl0 is the
murderer of Lord Dunsmore.
I am unable to determine whether Suspectl0 is the
murderer of Lord Dunsmore.d

Is it the case that Suspect9 is the murderer of Lord
Dunsmore?
Is it the case that Suspect7 is the murderer of Lord
Dunsmore?"
I have proven that Suspect9 has a motive to mur-
der Lord Dunsmore and Suspect9 had access to the
poison.#’

I have proven that Suspect7 had access to the poi-
son, Suspect7 had an opportunity to administer the
poison, and Suspect7 has a criminal disposition,a

Suspect7 is the murderer of Lord Dunsmore.h

awatson gives control of the investigation over to Holmes. Each
participant uses the Continuous Mode algorithm to determine who
should be in control.

bThis statement is an example of a Non-Obligatory Summary.
Note that Watson never directly asks whether Suspect16 is the mur-
derer of Lord Dunsmore. Non-Obligatory Summaries may be re-
quired for proper plan recognition.

CHolmes is giving up control of directing the investigation here.
dAnother Non-Obligatory Summary.
eHolmes is challenging Watson’s investigative choice.

fWatson negotiates for his choice.
gHolmes negotiates for his choice.

hwatson now has enough information to prove that Suspect7 is
the murderer.

Table 1: A Sample Dialogue
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Summaries No No No No
No

Yes
Yes

Yes
No

No
Yes

Yes Yes
Negotiation

No
No

Yes
Yes

Yes
No

No
Yes

Continuous No Yes Yes
Mode
Time (secs.) 82.398 70.782 44.528 43.263

39.921
84.363

26.667 26.650
31.822 46.685

25.784
41.619

Utterances
6.188

45.035
4.394

25.276
3.412

29.415 26.969
Branches 3.334 6.135 3.655 3.400 3.289
Explored

Table 2: Data on 5008 Non-trivial Dialogues from the Murder Mystery Domain Combining the Data from
the All of the Experiments

rithm to set initiative levels, with Negotiation or
without, and with Non-Obligatory Summaries or
without (see (Guinn 1994) for details of these 
gorithms). A series of experiments was conducted
to test the effectiveness of each of these features,
working individually and working together, on sev-
eral different knowledge distributions. Experiments
were conducted in the following way:

1. A knowledge distribution was chosen for a set
of experiments, i.e., how much knowledge each
participant will receive is set.

2. Knowledge is distributed between the two partic-
ipants using the parameters chosen in Step 1.

3. Using the knowledge distribution created in
Step 2, the collaborators solve the problem eight
times, once for each possible combination of
mode setting, negotiation and summaries.

4. Steps 2 and 3 are repeated until a desired num-
ber of simulations are carried out for a particular
knowledge distribution.

5. Step 1 is repeated choosing a different knowledge
distribution:

Results

Simulations were carried out using three different
knowledge distributions. The data presented in Ta-
ble 2 combines the results from all of those simu-
lations. This data gives us empirical validation of
the effects of applying certain dialogue mechanisms
in our underlying model. For instance, we can see
that both the Continuous Mode Algorithm and the
use of negotiation can greatly increase the efficiency
of the joint problem-solving. Furthermore, the use
of Non-Obligatory Summaries greatly increased the
efficacy of negotiation (but did not significantly af-
fect the Continuous Mode algorithm).

Demo and Full-Scale Systems

Work is being done now to implement the Collabo-
rative Algorithm in a human-computer interactive
environment. The previous stages of model build-
ing, mathematical analysis, computational imple-
mentation and simulation have enabled us to elab-
orate on our dialogue model before actually build-
ing our next generation human-computer interac-
tive system. Using the simulation results, we have
some predictive power in determining what dia-
logue mechanisms are useful for producing more
efficient joint problem-solving.

Conclusions

As one stage in the development of a human-
computer dialogue system, computer-computer di-
alogue simulations are useful for testing theses con-
cerning the underlying model. Asking whether
computer-computer dialogue simulations are rele-
vant to building human-computer dialogue systems
is tantamount to asking whether building an un-
derlying model is relevant. Simulations provide one
tool for analyzing a complex model. However, since
simulations often involve simplifications of the ac-
tual domain being modeled, we must not attribute
results from analyzing the simulations to the real-
world being modeled in the simulation. These simu-
lations only give information about the model. But
by observing the resulting dialogues, we can ascer-
tain whether the underlying model generates inter-
actions that have the target behaviors observed in
human-human dialogues. We also can apply sta-
tistical analysis to this generated corpus to further
our understanding of the computational model.

Acknowledgments

This research was partially funded by the Office of
Naval Research Grant # N00014-94-1-0938 and the
National Science Foundation Grant IP~I-92-21842.

51



References

Biermann, A. W.; Rodman, D.; Rubin, D.; and
Heidlage, F. 1985. Natural language with discrete
speech as a mode for human to machine commu-
nication. Communications of the ACM 28(6).

Biermann, A.; Guinn, C.; Hipp, D.; and Smith,
R. 1993. Efficient collaborative discourse: A the-
ory and its implementation. In Proceedings of the
ARPA Human Language Technology Workshop.

Calistri-Yeh, R. J. 1993. Knowledge requirements
for human-computer collaboration. Human-
Computer Collaboration: Reconciling Theory,
Synthesizing Practice, Papers from the 1993 Fall
Symposium Series, AAAI Technical Report FS-93-
05.

Cohen, R.; Jones, M.; Sanmugasunderam, A.;
Spencer, B.; and Dent, L. 1989. Providing
responses specific to a user’s goals and back-
ground. International Journal of Expert Systems:
Research and Applications 2:135-162.

Fink, P., and Biermann, A. 1986. The correction
of ill-formed input using history-based expectation
with applications to speech understanding. Com-
putational Linguistics 12(1):13-36.

Gerlach, M., and Horacek, H. 1989. Dialog control
in a natural language system. In Proceedings of the
Fourth Conference of the European Chapter of the
Association for Computational Linguistics, 27-34.

Guinn, C. 1993a. A computational model of dia-
logue initiative in collaborative discourse. Human-
Computer Collaboration: Reconciling Theory,
Synthesizing Practice, Papers from the 1993 Fall
Symposium Series, AAAI Technical Report FS-93-
05.

Guinn, C. 1993b. Conflict resolution in collabora-
tive discourse. In Computational Models of Con-
flict Management in Cooperative Problem Solving,
Workshop Proceedings from the 13th International
Joint Conference on Artificial Intelligence.

Guinn, C. 1994. Meta-Dialogue Behaviors: Im-
proving the Efficiency of Human-Machine Dia-
logue -- A Computational Model of Variable Ini-
tiative and Negotiation in Collaborative Problem-
Solving. Ph.D. Dissertation, Duke University.

Hipp, D. 1992. A New Technique for Parsing
Ill-formed Spoken Natural-language Dialog. Ph.D.
Dissertation, Duke University.

Moody, T. 1988. The Effects of Restricted Vocabu-
lary Size on Voice Interactive Discourse Structure.
Ph.D. Dissertation, North Carolina State Univer-
sity.

Quilici, A. 1989. Detecting and responding to
plan-oriented misconceptions. In Kobsa, A., and
Wahlster, W., eds., User Models in Dialog Sys-
tems. New York: Springer-Verlag. 108-132.

Smith, R., and Hipp, D. 1994. Spoken Natural
Language Dialog Systems: A Practical Approach.
New York: Oxford University Press.

Smith, R.; Hipp, D.; and Biermann, A. 1992. A
dialog control algorithm and its performance. In
Proceedings of the 3rd Conference on Applied Nat-
ural Language Processing.

Smith, R. 1991. A Computational Model of
Expectation-Driven Mixed-Initiative Dialog Pro-
cessing. Ph.D. Dissertation, Duke University.

Smith, R. 1992. Integration of domain problem
solving with natural language dialog: The missing
axiom theory. In Proceedings of Applications of
AI X: Knowledge-Based Systems, 270-278.

Smith, R. W. 1994. Spoken variable initiative
dialog: An adaptable natural-language interface.
IEEE Expert 9(1):45-50.

Young, S.; Hauptmann, A.; Ward, W.; Smith, E.;
and Werner, P. 1989. High level knowledge sources
in usable speech recognition systems. Communi-
cations of the ACM 183-194.

52




