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1 Introduction

This paper offers an explanation of the way time se-
quence is represented in the determination and execu-
tion of plans in influence diagrams (IDs). This requires
also examining these questions for belief networks, which
conventionally are used in a different way than IDs. The
temporal constraints that an ID represents among its
variables is also discussed. This is the beginning of work
to extend IDs into the field of planning. Some initial ob-
servations are made here about the properties of sequen-
tial actions, called "options," and how this may relate to
the notion of flexibility in a plan. This is a step toward
extending the theory of action in IDs.

An area of interest that we do not yet touch on is how
abstraction of actions, such as appears in a planning hi-
erarchy affects the representational questions considered.

2 Event-action versus
deliberation-process frameworks

The states that an influence diagram passes through oc-
cur in two dimensions, one temporal, the other delibera-
tive. The temporal framework represents the uncertain-
ties in external events and their resolution, the oppor-
tunities for intervention, and the consequences of their
combination. By "temporal" I mean "ordered in time"
but not necessarily mapped into a real numbered time-
line. Let us call this an event-action framework. An
influence diagram, for example, represents the actions
and relevant events of a domain.

In contrast, deliberation refers to the processes of in-
ference and of determining decisions. These processes
also modify the influence diagram, in terms of progress
towards a solution rather than changes in state of events
and actions. Shachter’s arc reveral steps are one exam-
ple of a deliberation process. Another is determining the
policy at a decision node. Seen as a planning process this
determines the policy at each decision-point, but does
not make the decision. If the information needed to make
the decision is not yet available, making the decision--
the execution of the plan--occurs subsequently, by ap-
plying the determined policy to the available informa-
tion.

In the influence diagram this distinction comes across
clearly between execution (refering to events) and delib-

eration (refering to processes). As a general rule, the
transformation steps in the deliberation process proceed
backward in time, and these steps are prior to execution
of the model, which runs in a forward time direction.
This is equivalent to the well known two pass solution
method for dynamic programs, where the first pass is
backward and the second forward in time. The two
transformation dimensions, and their representation in
an ID are shown in Figure 1.

Figure 1: Deliberation time versus execution time.
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In an organization the distinction between deliber-
ation and execution is not so clear, perhaps because
there are organizational processes for both, and deliber-
ation "events" are not often distinguished from external
events. If we try to formulate an organization’s decision-
making by an ID, we have to distinguish carefully be-
tween the structure of the problem we are representing,
and the structure already in place that embodies the or-
ganization’s deliberation process for making decisions--a
system including processes of identification, information
collection, search, evaluation, negotiation and so on, by
which the organization comes to take action. For exam-
ple, the organization may have manufacturing group to
which is tied a planning and budgeting group. In the
influence diagram, manufacturing expenses and the ex-
pense budget refer to the same uncertain variable, and
typically would refer to the same node. If this variable
was split into expense budget and actual expenses nodes,
we would run the risk of building a descriptive model
of the organizational process rather than a normative
model of the organization’s decision-making.

This highlights another source of confusion that may
arise in modeling the organization, since much of its pol-
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icy is pre-determined. This can be an impediment to
the application of an ID, where the intent of the anal-
ysis of the operation of an organization is to determine
the rules, standard procedures, and conventions that to-
gether describe the policy or strategy of the organiza-
tion. The influence diagram has to peel off the existing
process to be able to apply a set of methods to deter-
mine policy where setting policy is open to analysis. In
contrast, much conventional analysis is descriptive, skips
the event-action framework, takes the organization’s ex-
isting policy as a starting point, and uses techniques to
capture its process in a formal representation, to assist
in its automation. By ignoring the event-action frame-
work, conventionly analysis is carried out entirely within
what I will call a deliberation-process framework.

3 Prior and posterior information

The state of information about an event changes upon
the occurrence of the event. Before this time, our knowl-
edge is described by pr{R[Q1...Qn}, our measure of
the event, conditioned upon the knowledge of other ob-
served or unobserved events. We call this "knowledge
prior to observation." Afterwards our knowledge is de-
scribed by one element of the possible event set, for in-
stance, R =true. We call this "knowledge posterior to
observation." If we have a time ordering between events,
Q before R, it is possible if Q has been observed and R
has not, that our state of information is posterior to Q
and prior to R.

The same prior-posterior distinction can be applied
just as well to decision and outcome events. The point
in time when a decision is made is the decision point.
Once a decision is made, e.g., the decision maker has
committed to one action from the choice set, it is repre-
sented as if the decision variable had occurred, and the
state of the diagram becomes posterior to that decision
node. (More precisely, our state of information becomes
posterior to the making of the decision.)

As execution time progresses in an influence diagram
model, propositions will flip from "prior" to "posterior."
Strictly speaking, the state of the diagram becomes pos-
terior to nodes in the temporal order of their instantia-
tion. On the influence diagram we show to which nodes
the diagram is posterior by shading them.

The process of solving a Bayes network is a calcula-
tion posterior to the observations that drive it. It starts
with setting observed nodes in the network to their ob-
served values (this is called instantiating the variables),
then propagating and re-calculating the measures for all
other nodes to make their state of knowledge posterior
to (and therefore consistent with) the observed nodes.
This method could also be used on an ID. The uncertain
nodes that are predecessors of decision nodes become the
observed nodes in the Bayes network. The decisions are
solved for by searching for the combination of instanti-
ations (in this case they will be actions) of the set 
decision nodes that generates the optimum value for the
value node. When, as execution time proceeds, a de-
cision is made, or when further observations are made,
their nodes can be instantiated and the network can be
re-calculated.

4 States of deliberation

The problem with employing such a solution method is
that it lacks generality. It is specific to one state during
execution time. Since a sequence of decision nodes im-
ply a time ordering, the posterior form Bayes network
cannot be solved all at once; it must be solved incre-
mentally, as events unfold. The alternative is a solution
method that is entirely prior, in the sense of determin-
ing all decisions prior to any observations. Deliberation
prior to execution is characteristic of ID solution tech-
niques. The solution generated like this is general, for
all possible observations that might occur. This transfor-
mation turns on another distinction, which specifically
highlights the determination of a decision. We will speak
of pre-deliberation and post-deliberation to refer to the
state before and after the decision policy has been deter-
mined. Unlike the prior-posterior distinction, this is not
a temporal distinction, but an independent dimension,
indicating the course of planning or deliberation. In the
course of planning a decision, the state from which we
view the decision changes from pre- to post-deliberation.

The prior-posterior distinction occurs in the event-
action framework; the deliberation distinction instead
highlights the progress in reaching a solution. Although
in the ID we typically think of deliberation taking place
before events occur, so that the diagram goes through its
deliberation stages before it goes from prior to posterior
stages, the distinctions are defined independently. Pre-
deliberation, a decision is described entirely by the set
of actions available for the decision and the observable
events that specify the pre-conditions for these actions.
Post deliberation it is described by its policy function,
which is a set of condition-action rules over that action
set. After the decision is made, this function collapses
to one action in the set. To avoid confusion, note that
post-deliberation does not mean that the decision has
already been made, but that how it will be made un-
der all anticipated situations (conditions) is known. 
course, once the decision has been made the state of the
model with respect to that decision is both posterior and
post-deliberation.

The ID notation is versatile enough to represent dia-
grams which are post deliberation and posterior to some
of its nodes. If a decision has been determined, then
it becomes a deterministic function of its predecessors.
This can be represented by a square node with a double
border. Similarly we can represent the posterior rela-
tionship between an uncertain node and a decision node.
Once the decision is made both nodes become instanti-
ated, since the uncertain event happened before the deci-
sion, and so there is no relationship to represent, and the
arc between them disappears. Both of these notations
are shown in Figure 1.

Deliberation is a compilation step, that fits into a clas-
sification that Russell and Wefald propose [3, p.43]. The
policy resulting from deliberation (generated by what
they call one type of execution architecture) corresponds
to his best(action, state) notation. The label "compi-
lation" is perhaps misleading, since the policy is not
determined by collapsing several operations or produc-
tions into one, but by something analogous to tracing
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the shortest path through a network.

There are other conceivable execution architectures
that order deliberation and execution differently than
the typical ID solution method ordering. An example
would be a planning system that deliberates chronologi-
cally, determining each decision by simulating its effects.
The simulation step simulates execution of the model.
For whatever reason such an architecture might be em-
ployed, it is characterized by alternating between execu-
tion and deliberation modes in the planning system.

5 Time orderings in the execution of
an influence diagram.

Node events occur at a point in time; yet the influence
diagram constrains these times only at decision nodes
or nodes that are connected to decisions. Mathemati-
cally at this point the node function collapses to a single
value: When the node’s event occurs, the node probabil-
ity measure disappears and the node contents is replaced
by one element in the node’s possible event set. Or at
the decision-point, the decision function is replaced by an
action. At execution time, the decision maker will know
the time of occurence of the decision since it is she who
will make the decision. She will also know that anything
observed has already occured, and that pre-conditions to
future decisions will not have occured. Similarly, effects
of a decision cannot have occured before the decision is
made.

Thus the state of knowledge of a decision maker about
events at the time of making a decision is represented
completely by the ID’s temporal orderings among nodes.
The partial orderings due to information, effects, and no-
forgetting arcs restrict the event-times of the node’s that
they connect to ranges delineated by decision times. As
for the rest of the nodes, the ID cannot constrain their
event times, because they are unobservable. The fact
that we do not know the value of an uncertainty does
not mean that it may not have already occured. Thus
the time of occurrence of these nodes is not constrained
by the structure of the ID.

The ordering of decision nodes, due to the no-
forgetting arcs between decisions creates a complete tem-
poral ordering among decision nodes. Furthermore, un-
like arcs between uncertain nodes, the arcs to or from a
decision node creates a time ordering between the node
and the decision node. The final ordering principle is
that the time at which a node is observed must be later
than the decision preceding the decision in which the un-
certain node is observed. Stated another way, the set of
observed nodes between two decisions must be observed
after the first decision, or else they would be predecessors
to the earlier decision. What if the observation would
have no relevance to the first decision since it is speci-
fied as a pre-condition to the latter decision--wouldn’t
this let an observation "skip" a decision? Strictly speak-
ing, the lack of relevance is determined by deliberation,
and the temporal orderings should respect the state of
knowledge at the time of the decision.

6 Options

An option is created by a sequence of two decisions, the
first one labeled the "commit" decision and the second,
"respond."

An option is an alternative (e.g. one of the actions) 
the first decision that:1

1) occurs before information is revealed to the second
decision: The commitment is made without all the infor-
mation that will be available at the time of the response.
Call this information the "intervening" uncertainty.

2)Several responses are available that depend upon
which alternative at the commitment decision is chosen.
They each achieve different outcomes, distinguished by
the value of their lotteries.

At a time prior to the observation of the intervening
uncertainty, the option has a value that depends upon
both the intervening information and upon the set of
responses available. This value is calculated in the same
way as a value of information (VOI) for the intervening
uncertainty. The definition of an option emphasizes how
the VOI depends upon the set of response alternatives.
The quality of the option that determines the value of
different options under constant information is akin to a
notion of "flexibility" of the set of the option responses.
One would expect an option with a more flexible set of
responses (for short, a more flexible option) to recover
more value from the same information.

The option may also have a price (as opposed to 
value) that depends only upon the commitment made.
Similarly, there may be a cost incurred associated with
each response, called an exercise price.

Examples of options are characterized by a quantity
committed, yet held in reserve, in anticipation of an un-
certain future. For example, if a company engages in
exploratory R&D, it may increase the value of responses
available to it in the future in markets that do not yet ex-
ist. The current cost of R&D is the price of this option.
The investment needed to see any of the anticipated re-
sults of the R&D to market is the exercise price of the
option. More close to home, if I keep a fire extinguisher
in my house, a tire pump in my car, or a penknife, com-
pass and map in my backpack, I increase my options
should an accident befall me. Keeping these tools in
reserve gives me an option. Insurance, generally, is an
option. The liquidity attributed to holding cash is also
an option. If I plan a route, and take the business road
through the town rather than the limited access high-
way, I make options available to myself should I desire
to stop for something.

An option value is calculated prior to the interven-
ing uncertainty being observed. Posterior to this uncer-
tainty, the VOI calculation does not apply any more.
This value is a property of the comitment alternative, so
its value does not change posterior to the commitment
being made. In cases where the response decision can be
transferred, the option could be bought and sold. This
how options are used in financial markets.

The value of options facing the same uncertainty de-
pends upon the set of responses. To be precise, if the

1This definition has been suggested by Howard [1].



value function, v, is additive in the commitment deci-
sion variable, c, and the response decision variable, r,
with intervening uncertain variable, s, then:

Proposition: For a value function v = vl(c,s) 
v2(r, s), the value of options is independent of the choice
of c.

This implies that a choice among options is only in-
teresting when there is a coupling between c and r. For
example, with a conventional separable value function
of a dynamic program, the option value at each stage
is constant for all choices. Thus examining options in
such a problem would be uninteresting unless there is a
coupling term in the value function between c an r.

Two notions of flexibility have been presented in the
literature, one termed action flexibility and the other
state flexibility. These terms were introduced by Man-
delbaum [1]. Action flexibility regards the variability
of the intervening uncertainty and compares it with the
range of response actions available. The greater extent
that there is an appropriate action for each outcome, the
more flexible the situation. In state flexibility, in com-
parison, one is buffered from uncertainty. To the extent
that the situation is not affected by the range of out-
comes, one has state flexibility.

Comparing a problem at different states of delibera-
tion makes it apparent that action and state flexibility
are different aspects of the same thing. While deliberat-
ing on the response decision, the range of available ac-
tions are apparent. After this deliberation, the response
decision can be replaced by an equivalent value. This
is equivalent to selling the option (trading the right to
make the response decision) to someone else. After the
sale, the situation looks like state flexibility, whereas be-
fore it looked like action flexibility. Deliberation on the
response decision let one be converted into the other.
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