
Abstract Actions for Stochastic Planning

Jonathan King Tash
Group in Logic and the Methodology of Science

University of California
Berkeley, CA  94720

tash@cs.berkeley.edu

Abstract

This paper presents a method for abstracting action
representation, reducing the computational burden of
stochastic planning.  Previous methods of forming
abstractions in probabilistic environments have relied on
summarizing clusters of states or actions with worst-case
or average feature values.  In contrast to these, the current
proposal treats abstract actions as plans to plan.  An
underspecified action sequence is used in abstract plans like
the expected consequences of its realization.  This more
accurately reflects our natural use of abstract actions, and
improves their utility for planning.  An exemplification of
this idea is presented for maze route-finding modeled as a
Markov decision process.

Introduction
For many larger domains, the computational complexity of
decision-theoretic determination of plans of action is too
large to be tractable.  Especially when actions can have
indeterminate effects, the search space of possible plans is
too large to be explored efficiently.  The results of a
decision-theoretic optimal plan must be approximated,
ideally in a manner making effective use of the available
computational resources.  A previous paper (Tash and
Russell, 1994) has discussed the use of decision theory to
control allocation of computational resources so as to direct
computations towards maximal plan improvement,
assuming a model of computational effectiveness generalized
from previous efforts using a presumed learning bias.  This
work generalizes the model of that work to allow for a
greater range of computational options, in particular the use
of a richer class of abstract representations for states and
actions.

The central thesis is that there are two distinct forms of
abstraction, filling different roles in reducing the complexity
of planning.  Currently in common use, clustering
abstraction allows for a simplified description of the world
by grouping together various distinct states (or even actions)
and using the resulting cluster (represented by some
summary of the characteristics of the states, usually an
average or worst-case of their individual features) in place of
all of the original states.  This reduces the size of the
problem description, allowing for less computation at the
cost of missing resolution.  This method faces various
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difficulties:  worst-case analyses tend to degenerate into
uninformativeness, and choice of an appropriate distribution
for averaging can be as hard as solving the original,
unabstracted problem (Tash, 1994a).  It has, however, been
used quite effectively for simplifying both state and action
descriptions (Boutilier and Dearden, 1994; Haddaway and
Doan, 1994).

Another fundamental difficulty in using this form of
abstraction to simplify action description is that it fails to
capture the right information about what is being abstracted
from.  If an agent is constructing a plan with abstract
actions, these actions represent underspecified descriptions of
what the agent actually plans to do.  They should therefore
provide an estimate of what is actually likely to happen
when the agent cashes out the detailed plan of action.  The
results of later action expansion will differ depending on the
local context, and the agent can reasonably expect the
resulting plan to do better than the worst case (or even the
average with respect to some context-insensitive prior).
Therefore, unless the range of possible expansions is
exceptionally small, the clustering approach will provide a
poor approximation to the eventual detailed plan.

For example, an agent planning on traveling to Stanford
can decide that it will buy a plane ticket, and continue to
plan using this abstract action, assuming that it will
eventually be able to realize this abstract action in a
satisfactory manner.  The description of ticket buying with
which it plans is not a worst-case assumption, nor is it an
average of possible outcomes; rather, it is the expected level
of effort and success it estimates for buying tickets, based on
its experience realizing such abstract actions.

One approach to resolving this difficulty is to treat an
abstract action as a plan to plan.  Since an action sequence
must be fully specified in order to be executable, an abstract
action must be a plan to refine the action sequence later.  In
a sense, this is a particular concrete plan of action,  one that
calls for future planning.  It can be used as an element in
other planning activities so long as some information about
its expected results is available.  Such information cannot in
general be fully computed, as that would involve doing the
work which the abstraction is supposed to postpone (Tash,
1994b).  However, generalizing from similar previous
refinement efforts (i.e. applying clustering abstraction to the
space of abstract actions) may allow initial estimates useful
for planning to be formed.

The remainder of this paper will render these ideas less
abstract by showing their realization in a particular
architecture for planning over Markov decision processes,
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using as an example a navigation problem with perfect
observations but imperfect motor control.

Abstracting Actions for MDPs
Consider a problem domain consisting of navigating
through a maze (a grid with obstacles).  The agent's task is
to move from a given start state to a given goal.  The agent
has perfect knowledge of its world (in terms of what is
immediately reachable from what) and the ability to locate
itself, but its actions can have random consequences
(moving it with some small probability to an arbitrary
neighboring location instead of the intended destination – see
Figure 1).  It is charged for the time it spends thinking
about where to move, and  is also charged 1 for every move
it makes before reaching the goal.  This is a special case of
the general Markov decision process, to which the following
considerations are applicable.

As discussed in (Tash and Russell, 1994), the agent needs
to make tradeoffs between calculating the optimal move for
all possible states it could find itself in and reducing its
uncertainty by actually moving to see where it really has to
plan from.  Further computation will help it to pick the best
move, but moving early will reduce the search space to
those possibilities beginning with the result of the action.
That paper discussed how to use decision-theoretic
considerations to make this tradeoff when using a particular
localized model of computation.  This paper generalizes that
model to allow for a greater range of abstract representation.

A plan will be a generalization of a concrete policy, which
assigns a physical action to each state.  The optimal
concrete policy for a given Markov decision process can be
found using various algorithms such as policy iteration
(Howard, 1960), but these are too computationally
demanding for use with large state spaces.  A planner must
be able to generate a useful approximation to such a policy
with considerably lower computational overhead.

Definition:  An abstract action is a probability
distribution over states, with an expected cost to reach each
one.
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Figure 1.
Example action with probabilities.
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Figure 2.
An example navigation domain.

These costs represent the sum of both planning costs and
moving costs.  Note that a move is an abstract action with
the distribution being the transition probabilities and the
costs being the transition costs (assumed here to be 1).

Definition:  An abstract plan is a policy where each
state is assigned an abstract action.  (If some of the states
cannot be reached from the starting state using the specified
abstract actions, they need not be included in the policy.)

Consider the example domain pictured in Figure 2.  An
agent starting in state S can build an abstract plan of three
actions:  one going from S to X or Y, one going from X to
the goal, and one going from Y to the goal.  The original
problem can also be seen as an abstract plan to go from S to
the goal, coupled with the initial estimated cost.

The space of abstract plans is larger than the original
space of plans, but some of these plans are much smaller
than concrete plans.  The hope is that a good concrete plan
can be found by starting with a good abstract plan and
refining it.

An abstract action represents what the agent expects it can
achieve when it plans a concrete conditional action sequence.
The probability distribution captures two forms of
uncertainty:  the stochastic nature of the final concrete plan,
and the agent's precomputational uncertainty about what the
final plan will be.  Consider again Figure 2.  An agent
might imagine that it could either design a plan to reach X
95% of the time (reaching Y otherwise) at a cost of 15, or
vice versa.  It could represent this as an abstract action
reaching X or Y with equal probability and cost 15 (the
average of the distributions and costs of the candidate
realizations).

In order to effectively do abstract planning, an agent needs
a model of what abstract actions are actually realizable, i.e.
what its own planning capabilities are.  Intuitively, an
action is realizable if the agent can find a concrete plan doing
at least as well, taking into account planning costs.

Definition:  An abstract action is stronger than another
if it reaches the same distribution of states, with a lower
cost for each.



Definition:  Given an abstract plan, a component
abstract action is better than another if the expected cost of
the plan using it instead of the other action is lower.

A stronger action is always better.  An action can also be
better if it reaches the more valuable final states with greater
probability.  Note that an action is better than another only
with respect to the context of a specific plan, though a
stronger action is always stronger.

We define realizability by induction.

Definition:  An abstract action is realizable if
1 . It is a concrete action  or
2 . It or a better action can be achieved by a 

plan composed of realizable actions, 
whose state costs are augmented by the 
cost of planning their achievement.

If each abstract action is realizable or a better action is
realizable, then the plan is realizable.  A commitment to an
abstract plan entails commitment to realizing all of its
actions or better versions thereof.

Definition:  An abstract action is strongly realizable if
1 . It is a concrete action  or
2 . It or a stronger action can be achieved by a

plan composed of strongly realizable 
actions, whose state costs are augmented 
by the cost of planning their achievement.

Property:   Abstract actions are composable .  Any
abstract plan which is strongly realizable can be treated as a
strongly realizable action in the construction of other plans.

One potentially useful form of abstract action is
subgoaling on a particular state.  In our current example, the
agent could consider an abstract action which has a 95%
chance of reaching X from S within a cost of 15 (with a 5%
chance of instead ending up in some worst case distribution
over other states, one which it could be assured of doing at
least as well as if the subgoal part is realizable).  Such
actions can be used to construct an abstract plan to go from
S to X to G.

In general, an agent will not know which abstract actions
are in fact realizable, but it can learn to estimate their
probability of being realizable from features of the action
description (such as the Manhattan distance from S to X (12)
and the target probability (95%) and cost (15) of reaching X)
using temporal differencing methods.  Such an estimate will
enable the planner to select reasonable abstract actions with
which to plan.

We now have two ways to build abstract actions that the
agent will find acceptable for planning.  We can generate
them by composing other actions.  And we can generate
them by generalizing from previous experience building
actions, using the expected cost function.  The planning
algorithm is:

1 . Choose a set of abstract actions.
2 . Plan  using policy iteration with these

actions and the states they make reachable
from the start state.

3 . Taking each abstract action in turn, expand
and call the algorithm recursively  to
plan the expansion.

To complete the algorithm's specification, a mechanism
for making the choices must be given.  Presumably, such
choices will be based on tradeoffs between action quality and
expected realizability.  If the choices fail to allow
completion of a plan, they are backtracked over.  For the
algorithm to terminate, the actions chosen must eventually
be concrete; it is likely to be advantageous to choose less
abstract actions at each recursive call.

Discussion
This model for abstraction is preliminary in several respects.
The choice of a good abstraction has not yet been addressed.
It is reasonable to hope that the decision-theoretic methods
of (Tash and Russell, 1994) can be extended to this problem.
Those methods were used to choose an appropriate
neighborhood of the current state on which to update the
policy.  That form of localized computation (similar to that
discussed in (Dean et. al., 1993)) can be considered an
abstraction of the current type where all states bordering the
chosen neighborhood are assigned an abstract action leading
to the goal with an expected cost of their estimated
remaining distance.

This characterization of abstract planning has several
interesting parallels with historic AI planning approaches.
The freedom to realize a plan with any stronger action
substituted in is reminiscent of satisficing (Simon, 1955);
the planner on recursive calls needs only construct an
expansion of the action of adequate strength, rather than
optimize, in order to fulfill the role of the action in
producing the abstract approximation to the global
optimum.  There is also a clear analogy between the
recursive expanding of abstract actions and the subgoaling
mechanisms of more traditional deterministic planners.

A more elaborate agent architecture for planning to plan
could represent explicitly its future states of knowledge in
its state space representation, so as to more accurately model
the effects of its computations.  This would allow it to
distinguish between abstract actions differing only in their
computational strategies or presumed knowledge upon
execution.  Such a representation will expand the state space
enormously – its self-referentiality can even cause an infinite
blowup – so careful clustering abstractions would be needed
to manage the larger space.  Such a definition for planning
is cursorily treated in (Tash, 1993).

Even for the presented planning architecture, there are
many ways in which the traditional clustering abstraction
methods could increase its efficacy.  The function estimating
realizability can be seen as an example of such a method of
generalization, as it is a summary of previous cases of
action abstraction.



This method of abstracting actions as plans to plan
captures several intuitively good problem-solving behaviors.
Underspecified action sequences are treated like their expected
realization, rather than some average or worst case summary
of their possible realizations.  This reduces the impact of the
incurred resolution loss, allowing for greater use of
abstraction to reduce computation.  Only through such
introspective use of its knowledge of its own capabilities
can an agent hope to achieve the problem-solving flexibility
that is the mark of true intelligence.
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