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[This abstract 1 describes preliminary research;
while some aspects are implemented, others are
still speculative. Comments, criticisms, and
pointers to related work are actively solicited.]

Background and Motivation

In my software agent research, I am pursuing the long-
term dream of building a personal agent that acts
(beneficially) on behalf of a human user in the user’s
computer-based, electronic (typically networked) home
or office environment. Like a valet or secretary, this
agent should reliably carry out mundane tasks, like

Computer/Telephone Domain:
mediate live phone calls,
screen incoming calls,
log phone calls,
take and deliver messages ....

Computer/SetTopBox Domain:
record favorite TV shows,
record on-line service usage statistics,
selectively block access to channels ....

Computer/Network Domain:

interactive and delayed messaging,
monitor on-line information servlces,
simple on-line commerce...

Dthers :
PC file backup and version maintenance,
home/office security,
home/office resource optimization, ...

degrading gracefully (i.e., safely, comprehensibly, and
helpfully) when it can’t complete a task. Moreover, it
should be straight-forward to describe to the agent a
new task to be performed (at least for a task having 
straight-forward specification) and to know that what
was told was understood. When necessary, the agent
should point out (in advance, preferably) when the new
task may interact unfavorably with other ongoing tasks
and work with the user to pin down how to handle such
cases. Another key requirement is that the agent be
general-purpose: it should be able to use all of the
sensors and effectors available to it to solve a wide
range of problems. An agent with these capabilities
should be of enormous value in making humans’s use
of computers easier and more cost effective.

l(~)Copyright AT&T Bell Laboratories, 1994.

But how does the agent come to know how to carry
out a task? While some first-principles problem solving
will undoubtedly be useful (as in the planning-based
approach of Etzioni, et al (see Etzioni, et al, 1994), 
believe that an even more important agent skill is the
ability to ask another agent (human or computer) how
to do something and to use the answer. This belief
is based on two observations. First, not only is plan-
ning computationally difficult, but it also requires hav-
ing the necessary operators and knowing their effects;
thus, even assuming human-level planning ability, the
agent will fail if it has never heard of the operator(s)
required to carry out the plan. Second, most mun-
dane tasks have either been done before or else are
simple combinations of things that have been done be-
fore, so the costs of rederiving a solution can be avoided
through reuse. I will define How-To Knowledge (HTK)
as the knowledge required for an agent to carry out a
task in its own specific (possibly idiosyncratic) envi-
ronment. By this, I mean to include such things as de-
vice drivers, protocols, concurrent programs, data- and
knowledge-bases, and abstract algorithms. By "shar-
ing" HTK I intend to include the issues of representing
HTK (in a way that maximizes the possibility of sat-
isfying queries), formulating queries, and constructing
desirable responses.

Research Issues and an Example

The rest of this abstract discusses the most important
issues that arise in sharing HTK, particularly as it dif-
fers from sharing other types of knowledge. As space
allows, I will attempt to sketch my initial approach to
these issues. Throughout, I will use as a running ex-
ample the problem of finding out how to maintain mir-
rored copies of a directory of files. Specifically, suppose
the user keeps copies of some files in a Unix directory,
and wishes also to maintain copies on a Macintosh.
The user wishes to be able to edit either set (but never
both at the same time) and have the changes propagate
to the other set in a timely and automated fashion. In
particular, either periodically or on user request, the
agent should check to see if a file is newer on one system
than the other; if it is, then the newer version should
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be copied to the other system.

Issue: Listener Dependence

Perhaps the most important characteristic distinguish-
ing HTK-sharing from sharing other types of knowl-
edge (such as relational data) is that an acceptable
query response depends significantly on the capabilities
of the entity issuing the query (the helpee) as well 
the state of the entity answering the query (the helper).
For example, if you want to know "how many freshman
computer science students attend schools in the Boston
area," there is only one correct answer no matter who
issues the query (assuming the meaning of the terms
is unambiguous, see below). On the other hand, if you
want to know "how can I maintain mirrored directo-
ries on the Macintosh and Unix," then the response will
depend on (a) how the machines are connected in the
user’s environment, (b) what file transfer capabilities
are available, (c) the mechanisms for determining file
date information, etc. For example, a response based
on using ftp to transfer files is useless to the helpee if
there is no ftp connection available between the two
machines.

Approach. Somehow, the helpee must describe its
(relevant) capabilities to the helper along with the
query. However, simply describing everything is un-
desirable both due to the costs of communicating large
HTK knowledge bases and due to concerns over pri-
vacy. I believe a more desirable approach provides
an initial base set of capabilities with the query and
then answers focused questions posed by the helper.
In the example, the initial query might describe the
devices available: the Macintosh, Unix machine, eth-
ernet connection, etc. The helper might subsequently
ask "do you know how to use FTP to transfer files
between these machines?" and the helpee’s response
would be used to select among candidate responses. If
the helpee frequently queries the same helper, then the
helper might maintain a client model for the helpee in
order to avoid repeatedly asking the same questions.

Issue: Common Understanding of Goals

The helper and helpee must reach a common under-
standing of the terms used in the desired goal as well
as those used to describe tlle query answer. This is-
sue is, of course, central to all efforts in information
retrieval from heterogeneous sources, such as the Arpa
knowledge sharing effort (Finin, 1994b) (KIF (Gene-
sereth and Fikes, 1994), KQML (Finin, 1994a), 
tolingua (Gruber, 1994), etc). As do all such efforts,
HTK-sharing requires the ability to share concepts and
types, constants, functions, and objects. In HTK-
sharing, the shared concepts tend to be complex to
specify, since they denote devices, protocols, and algo-
rithms. In our example, the helper and helpee must
commonly understand what it means to maintain mir-
rored files, what a file is, what its date is, and what
FTP is, among other things.

Approach. I believe that formal specifications are
too difficult to get correct and complete to be useful
in communicating behaviors. There is, however, an al-
ternative that is used by humans: naming. If I tell
you I want "FTP", this name has a well-known mean-
ing. Of course, there can be several differing specifica-
tions of FTP; my approach to common understanding
is based on the idea of indexing terms by what cor-
pus they are from. Thus, I have to qualify the term
FTP by which terminological corpus I mean, such as
"FTP/CORPUS.NIST.ORG@1Apr1994." (This rep-
resents the FTP concept in the (fictitious) National
Institute for Standards and Technology’s 1 April, 1994
corpus.) When two agents use different corpuses, C1
and C2, the agents must have access to a translation
between C1 and C2. For a term in C1 with simple
semantics, such as "bit," there may be an equivalent
term in the other corpus; however, more usually we will
need a reduction of the C1 term to some combination
of (72 terms. For example, the term FTP/C1 might be
reduced via a "wrapper" to the more complex (but re-
lated) FTP/C2. The translation will consist of equiv-
alences and reductions; it is a capital asset built up
over time and maintained along with the corpus at the
corpus’s home site. This idea is still speculative, but
lack of space prohibits a (deserved) lengthy discussion
of it.

Issue: Heterogeneity and Idiosyncracy

As is currently the case, I believe there will always be
a great diversity in the composition of individual agent
environments. Each agent will have its own set of avail-
able sensors and effectors which has been built up over
time by entities with differing agendas. Thus, the HTK
necessary to exploit each such environment will be id-
iosyncratic. However, software and hardware changes
rapidly, so it is hard to conceive of a single help agent
staying current on all the HTK necessary to exploit all
combinations of devices. While "universal API" ap-
proaches, like Telescript (Wayner, 1994) or Safe-TCL
(Borenstein and Rose, 1993) provide some shielding
from heterogeneity, they do not address how to fully
exploit the power of idiosyncratic devices. Of neces-
sity, they have to be general to be accepted widely, and
hence cannot exploit specialized local features. Maes’s
memory-based-reasoning approach (Maes, et al, 1994)
to HTK-sharing appears to require that the agents op-
erate in very similar environments (since the situations
must be judged sufficiently "similar" in order for the
knowledge to be retrieved). This is probably a good ap-
proach to sharing HTK that applies uniformly across a
work group, but it is not clear it extends to sharing on a
larger scale, unless techniques are found for abstract-
ing the stored experiences to more reusable chunks.
In our example, having a Unix machine connected via
ethernet to a Macintosh which runs NCSA telnet is a
rather specialized configuration, though there are sev-
eral examples in my local area. Thus, to answer my
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query a helper must have access to expertise not only
on the task of file mirroring but on how to use NCSA
telnet, what its limitations are, what the limitations of
the Macintosh and Unix are, etc.

Approach. My intended approach is to provide a so-
ciety of help agents, each with its own areas of exper-
tise, but terminologically related (possibly via trans-
lations) to standard corpuses. For example, vendors
of hardware and software devices might maintain help
agents for implementing common abstractions in terms
of their own products, while laboratories and other
work groups could maintain "local expert" help agents
that are expert on the local configuration and imple-
menting common tasks in the given configuration. In
the file mirroring example, there could be an NCSA
help agent who knows how to transfer a file using
NCSA telnet, a local expert who knows how to set up
an ftp connection between the two machines, a friend’s
agent (somewhere in the Internet) who has done file
mirroring in his or her own local configuration, etc.
Then, when my agent asks the friend’s agent how to do
mirroring, the friend provides a high-level solution that
requires knowing how to (1) find a file change date, and
(2) transfer a file. (It is this abstract HTK that Maes’s
approach would have trouble with, I believe, since the
details of how (1) and (2) are implemented take 
in the similarity match.) Knowing that these are gaps
in the plan, either the helpee or the helper can then
contact the local expert and (if necessary) the NCSA
helper to fill in the needed plan steps.

Issue: Engineering for Sharing

It is clear that storing HTK as binary executables is
inadequate, since they are black boxes that only run on
one machine type. While some, low-level HTK must
be in that form (or compilable into it) it is clear 
higher-level knowledge representation is necessary. In
particular, there are several engineering considerations
that must be addressed to maximize usefulness and
reusability of chunks of HTK. I will focus here on re-
quirements for "behaviors", which are the primary unit
of HTK in my approach. Intuitively, a behavior is a re-
active device having local state that may take in and
put out events. It is described in an interpretive, con-
current language, in which a behavior may either be
asynchronously initiated, or called synchronously to re-
turn values. Behaviors should

¯ have comprehensible behavior. They shouldn’t crash
the machine, or yield
"Error-42...Ok?" messages. When an unexpected
situation arises, the user (and any interested behav-
iors) should be informed in interface-relevant terms,
such as "Macintosh not turned on".

¯ tolerate resource contention. A behavior cannot be
assumed to be the only one running. An agent will
typically be executing many communicating tasks
concurrently; such tasks may contend for resources

like the phone line, the speech recognizer, the CPU,
or memory. When a resource is unavailable, the be-
havior should either tolerate waiting or else yield a
comprehensible failure explanation.

¯ tolerate environmental uncertainty. Sensors and ef-
lectors are typically uncertain or unreliable. When
a behavior acquires a resource, it cannot necessar-
ily assume a particular initial state, because it may
have acquired the device by preempting some other
task. Moreover, sometimes effectors just don’t work,
like when I try to establish an FTP connection to my
Macintosh (which only handles one at a time) when
some other machine is already connected.

¯ provide information for helping the agent make run-
time decisions. An agent may have to make a choice
between preempting a behavior or making another
behavior wait. This decision would be easier if the
agent had (1) a cost model for executing behaviors,
and (2) a utility model. For example, if the agent
has nearly completed a costly task, it should be less
likely to preempt the task, especially if the agent has
not yet gained significant utility from the fragment
already completed. On the other hand, if the con-
tending task is urgent (i.e. of high utility), then 
may be best to preempt.

Approach. To support generality, providing the abil-
ity to combine capabilities arbitrarily, I believe it essen-
tial to organize these capabilities into modular chunks,
called behaviors. The "mind" of the assistant is built
from sets of concurrently executing behaviors in a
way reminiscent of Minsky’s Society of Mind (Min-
sky, 1990) architecture. While some behaviors will
implement capabilities (such as simple-phone, a sim-
ple phone calling behavior) other behaviors will be
smaller modular resources used by higher-level behav-
iors. For example, there might be a "phone line man-
ager" through which access to the raw phone line is
controlled and enhanced. This is necessary, because
devices like phone lines have state: when a behavior
acquires control of the phone line, it may have no idea
what state the line is in, nor how to get it to the de-
sired state. A manager behavior can continuously keep
an estimate of the current state and provide high level
capabilities, such as "get dial-tone".

Behaviors communicate with each other and with
the devices making up the environment through
events, which are simply tuples of data values whose
first entry names the type of the event. For exam-
ple, the (record! "sound__file_name") event indicates
a control event applicable to the voice recorder that
tells it to start recording and storing the bits into the
file "sound_file..narae". Dually, devices and behaviors
can put out events, such as the (@request-connection)
event one might receive from the phone line when an
incoming call arrives. In order to install a new de-
vice into the environment (actually, to make it acces-
sible to the assistant), one must provide a wrapper
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that implements this event-style interface, converting
input events into the appropriate device inputs and in-
terpreting device outputs into the appropriate output
events. I hope that this simple, yet universal, interface
will provide the flexibility to accomodate a wide range
of devices and behaviors.

Ideally, behaviors should form a rich hierarchy of ab-
stractions, getting successively more platform specific
as we get lower in the hierarchy. Thus, a high-level
"file-download" behavior, which might be paraphrased
as "first, connect to server machine; then log in; then
transfer desired files; then log out; then close connec-
tion" is highly shareable. It can be used in almost any
hardware/software configuration, and it does not de-
pend on how connections are established, how files are
transferred, etc. But it does provide a crucial goal de-
composition, so that the subtasks, such as file transfer,
can be filled in by other experts in a way that exploits
the assistant’s local capabilities.

I am currently in the process of defining a high-level
"behavior languge", BL, that is intended to support
the required capabilities. The idea is that this lan-
guage will be a common representation for HTK that
is understood by all cooperating assistants and agents.
Note that specific names, terms, and concepts need
not be shared by all assistants, only the syntax and
semantics of BL itself. Thus, the meaning of the name
simple-phone can be different among assistants, partic-
ularly those that are widely separated geographically.

I believe that a user will not trust an agent to carry
out tasks on her behalf unless it is explainable and reli-
able in addition to general and extensible. To support
these goals, behaviors must be represented in a high-
level, declarative manner. BL will support a literate
style of behavior representation that allows the behav-
ior to explain what it is doing as it is running. One
possible way to formalize this commentary is in a goal-
based plan formalism such as the AND/OR tree, but
I have not settled on this as yet. That is, the behav-
ior designer would he required to include an AND/OR
tree and the necessary annotations to follow the course
of the execution within the tree as the behavior runs,
maintaining a current state of the explanation at all
times in case the user desires an explanation of what
the behavior is doing.

To support reliability, BL will be designed so that a
combination of static analysis and dynamic fault toler-
ant design instill confidence in the user that either the
behavior will complete or else a reasonable failure mode
(such as notification with explanation of failure) will 
entered. In particular, required environment resources
must be declared so that interaction-checking can be
performed between executing behaviors before initiat-
ing a new behavior in the current agent environment.
Moreover, it must be possible to code "watcher be-
haviors" (similar to Minsky’s idea of A- and B-brains)
that monitor the progress of other behaviors and take
appropriate actions when problems arise.

BL is in spirit similar to Shoham’s Agent-oriented
Programming paradigm (Shoham, 1993), which in-
dudes a language for implementing "agents". His lan-
guage, inspired more (I believe) by considerations 
agent cooperation and collaborative problem solving,
is not designed with the same primary considerations
as BL, such as explainability, reliability, and shareabil-
ity.

Summary
Software agents designed to carry out mundane tasks
must have the necessary ttTK in order to get things
done. Sharing HTK among agents is a promising tech-
nique for maximizing the reuse of HTK, but the HTK
must be designed for this purpose. HTK is a par-
ticularly challenging form of knowledge to attempt to
share, because of the listener dependence and common
understanding problems. I believe a combination of
Artificial Intelligence and Software Engineering tech-
niques will be necessary in order to address this task,
but that the potential rewards for solving it are large.
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