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Abstract

A challenging problem for designers of agent so-
cieties is the problem of providing for public
goods (Hardin 1968). Public goods are social
benefits that can be accessed by individuals ir-
respective of their personal contributions. The
dilemma for an individual agent is whether to be
a contributor or to be an exploiter (enjoy bene-
fits without contributing proportionately). It has
been shown that selfish actions on the part of
agents in a society can lead to ineffective social
systems. In this paper, we evolve agent societies
which are able to "solve" the dilemma. In one set
of experiments, a genetic algorithm (GA) based
approach is used to evolve agent societies that
are faced with the Bracss’ paradox (Irvine 1993).
In another scenario, agent groups adapt to effec-
tively utilize a pair of resources. Encouraged by
this initial explorations, we plan to investigate
another variation of the GA that uses less global
information than the current approach.

Introduction
A social dilemma arises when agents have to decide be-
tween contributing or not contributing towards a pub-
lic good. Individual agents have to tradeoff local and
global interests while choosing their actions. If a suf-
ficient number of agents make the selfish choice, the
public good may not survive, and then everybody suf-
fers. In general, social laws, taxes, etc. are enforced to
guarantee the preservation of necessary public goods.
In the following, we present a few quintessential social
dilemmas:

* In his book, The Wealth of Nations (1776), Adam
Smith conjectured that an individual for his own
gain is prompted by an "invisible hand" to benefit
the group (Smith 1802). As a rebuttal to this the-
ory, William Forster Lloyd presented the tragedy of
the commons scenario in 1833 (Lloyd 1833). Lloyd’s
scenario consisted of a pasture shared by a num-
ber of herdsmen for grazing cattles. Lloyd showed

that when the utilization of the pasture gets close
to its capacity, overgrazing is guaranteed to doom
the pastureland. For each herdsman, the incentive
is to add more cattles to his herd as he receives the
full proceeds from the sale of additional cattle, but
shares the cost of overgrazing with all herdsmen.
Hardin (Hardin 1968) convincingly argues that en-
forced laws, and not appeals to conscience, is neces-
sary to avoid the tragedy of the commons. Recently,
attention has been drawn to this problem in the con-
text of autonomous agent systems (Turner 1993).

Let us consider a scenario where a public good is
to be initiated provided enough contribution is re-
ceived from the populace. A selfish individual will
prefer not to contribute towards the public good,
but utilize the benefits once the service is in place.
Any public good needs the contribution of a certain
percentage of the populace to be either initiated or
maintained. Therefore, if a sufficient percentage of
agents in the populace makes the selfish choice, the
public good may not be produced. Every agent then
has to face the dilemma of whether to contribute
or to exploit. Let us assume that a public good, G,
costs C, and the benefit received by individual mem-
bers of the populace is B. Let us also assume that
in a society of N agents, P < N individuals decided
to contribute to the public good. Assuming that the
cost is uniformly shared by the contributors, each
contributing agent incurs a personal cost of ~. If
enough agents contribute, we can have ~ < B, that
is even the contributors will benefit from the pub-
lic good. Since we do not preclude non-contributors
from enjoying the public good in this model, the
non-contributors will benefit more than the contrib-
utors. If we introduce a ceiling, M, on the cost that
any individual can bear, then the public good will
not be offered if ~ > M. In this case, everybody is
denied the benefit from the public good.
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¯ Consider a resource sharing problem where the cost
of utilizing a resource increases with the number of
agents sharing it (for example, congestion on traffic
lanes). Assume that initially the agents are ran-
domly assigned to one of two identical resources.
Now, if every agent opts for the resource with the
least current usage, the overall system cost (cost in-
curred per person) increases. So, the dilemma for
each agent is whether or not to make the greedy
choice.

In the rest of this paper we briefly review some of
the work by Glance and Hogg (Glance &5 Hogg 1995;
Hogg 1995) on social dilemmas in groups of computa-
tional agents. We also highlight the difference between
the GA implementations used by us as compared to
that used by Glance and Hogg, and some initial exper-
imental results.

Background

Glance and Hogg (Glance & Hogg 1995) study a ver-
sion of the social dilemma problem known as the
Braess’ Paradox (Irvine 1993) in the context of a traf-
fic flow problem. Figure 1 shows agents entering the
network from the bottom and choosing among several
paths, moving between nodes along the indicated links.
The cost of traversing a link is either constant or is di-
rectly proportional to the fraction of agents travers-
ing it (these fractions, f~, are used as link labels).
When the link between B and C is absent, both paths
ABD and ACD are equally attractive and half of the
agents take the left route and the other half chose the
right route. Consider the network as a highway sys-
tem where each agent seeks to minimize its travel time
across the network. It would seem that adding more
highways can only reduce the travel time of agents.
However, it turns out that the addition of an extra
route can sometime decrease the overall throughput
of the system i.e., increase the travel time of agents.
This is an instance of the Braess’ paradox. For exam-
ple when a link between B and C with cost ¼ < x <
! is added, a greedy decision to minimize individual
2
costs leads each agent to choose the path ABCD. This
results in the average cost per agent to be 1 + x which
is greater than the average cost of 1.25 without the
link.

The other problem studied by Glance and Hogg was
that of providing for public goods (Hardin 1968), i.e.,
benefits produced by the society and available to all
of its members regardiess of individual contribution.
Examples of public goods in human societies include
provision of parks, roads, a clean environment and na-
tional defense. Glance and Hogg consider both re-
sources whose cost depend only on their own load as
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Figure 1: An example of a stand-alone Braess’ Para-
dox (top figure), and an embedded Braess’ Paradox
(bottom figure).

well as resources whose usage cost depends on the us-
age of other resources as well (for example the con-
gestion on a side street depends on the congestion of
the main road to which it leads). In this abstract, we
present results from only the first type of problem. An
equation c = Mf + V describes the cost incurred by
the agents, where vectors c and f have components ci
and fl giving the cost and utilization of the resources.
The matrix M specifies how the cost of a resource de-
pends on its utilization, and the vector V gives a usage-
independent component of the cost.

Initial experiments

A genetic algorithm approach was used by Glance
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Figure 2: Experiments with the network in Figure 1.
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and Hogg (Glance & Hogg 1995) on a larger network
(see Figure 1) which has a Braess’ paradox embedded
in it. Each structure in the GA encoded a path taken
by individual agents. Glance and Hogg found that the
extra link always lowered the performance of the sys-
tem and hence concluded that the GA was unable to
solve the social dilemma.

We identified certain inefficiencies in the GA cod-
ing used by Glance and Hogg. The problem with their
representation was that they used six bits for each pop-
ulation member (corresponding to the six decisions to
be taken on any path in Figure 1). This meant that
for different population members, the same bit posi-
tion represented different decisions (to go left or right
at a node). For example consider two bit strings S1
-- "001010" and $2 -- " 110010". Since the first bit
of the first string is ’0’ this agent takes the path from
node 1 to node A and hence the second bit is used
to make a decision at node A. However, the first bit
of the second string would force the agent along the
path from node 1 to node 2 as shown in Figure 1. As
a result the second bit is used to make a decision at
node 2 instead of at node A. This representation is not

to effective search by a GA. The other problem
was that the evaluation of one member of the popu-
lation depended on that of all the other members. In
our implementation, we use a Pitt style genetic based
machine learning (GBML) system where each struc-
ture in the population represents an entire group of
agents (DeJong 1990). Thus, the blame or credit 
not assigned individual agents but entire agent society
is evaluated. For example in our implementation the

fitness value assigned to each structure is calculated
on the basis of the path taken by all the 10 agents.
We used a GA to evolve an agent group that optimally
used the alternative routes. In our encoding we used 8
bits to represent each agent, one bit for each possible
decision node in the network (the 8-bits correspond to
the decision nodes 1,2,A,B,C,D,3,4). Thus for any two
structure in the GA population, the same bit position
now represent the same decision node in the network.
For example consider the two strings $3 = "01001001"
and $4 = "11000110". The first bit forces the agent
along the path between node 1 and node A (see figure
1). Then we ignore the second bit as the decision at
node need not be made. Thus, in both cases, when the
agent is at node A , it proceeds to node B.

The results with and without the extra link in the
network and averaged over 10 experiments are shown
in Figure 2. The structure length for the latter case
was 60 as opposed to 80 for the former one. The graph
clearly shows that the total cost of the system con-
verges to 42.5 in both cases. We used Genesis program
to run our GA simulation. The system parameters
were the following: a population of size 50, crossover
rate 0.6, mutation rate 0.002, and a generation gap of
1. The experiments with the extra link took longer to
converge because of the longer structures manipulated
by the GA.

Our representation for the second problem using the
Pitt-style GBML system used a single bit for each
agent to represent the choice of one of two resources
by the agent. In this problem, we used 800 agents and
hence each structure in the GA consisted of 800 bits.
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Figure 3: Convergence of the GA in the second experiment.
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ple iffl = 0.1 and f2 = 0.9, the cost of an agent using
resource 1 is given by cl = 0.1 + 3 and the cost of
the agent using resource 2 is given by c2 = 0.9 + 1.0.
Hence, if there are 100 agents than the total cost is
given by c = cl + c2 i.e., ((10 + a) + (90 + 1)). 
global minimum cost is at fl = a but local equilibrium
(where each agent makes the greedy local decision) 
at fl = ¼ (Hogg 1995). The results obtained from our
experiments (averaged over 10 GA runs) are shown 
Figure 3 which clearly shows that the global minimum
cost of 1375 for 800 agents is found by the GA with
the corresponding allocation of 300 agents to resource
1 and 500 agents to resource 2. This further shows that
Pitt Style GBML system is robust in evolving agent so-
cieties that successfully work around social dilemmas.

Observations

Social dilemmas are not restricted to human soci-
eties and are bound to plague artificial social sys-
tems (Glance & Hogg 1995; Hogg 1995; Turner 1993).
A naive design and implementation of agent societies,
therefore, will be likely to lead to ineffective utiliza-
tion of resources. Given an environment, we can
evolve agent societies that optimally utilize the re-
sources available to it. The model proposed in this
paper assumes an evolutionary setting, where agent
societies that are better able to effectively utilize its
resources are more likely to prosper over time. This
model may not be appropriate in a number of domains
where the agent designer is faced with designing one

or more agents that will interact with other agents and
little is known about the characteristics of these other
agents. This model is appropriate, however, when an
agent designer is designing an entire artificial agent so-
ciety and wants these agents to effectively share all the
resources. Since cooperative agent societies are not im-
mune to social dilemmas (Glance & Hogg 1995), the
mechanisms that we are studying will be useful for the
design of effective cooperative societies.

The Pitt style GBML system used in this paper
avoids the tricky problem of assigning credit or blame
to individual agent choices and, instead, evaluates
entire agent societies. We are currently investigat-
ing another GA mechanism called niche and specia-
tion (Goldberg 1989) that allows effective utilization 
environmental niches while assigning individual credit
to agents for their local actions. We plan to compare
and contrast the two GA based approaches on these
problems.
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