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Introduction

Many tasks involve decision making under uncertainty.
For example, in diagnosis and troubleshooting, often one
must decide whether to treat a suspected disease or mal-
function or to perform a diagnostic test to reduce uncer-
tainty about the cause of observed symptoms. In plan-
ning, one must decide how best to achieve desired goals.
Selection tasks such as selecting the most appropriate
applicant for a job, or the best product from a catalog,
or the most relevant document on the world-wide web,
also involve decision making.

Decision analysis is the professional practice of ap-
plying Bayesian decision theory to clarify and improve
decision making on real-world problems. Measured by
the number of professional decision-analysis consultants,
and by the increasing visibility of decision analysis in
business, government, medicine, and elsewhere, the field
is enjoying considerable success. Recent work inte-
grating decision-analysis concepts with techniques from
knowledge-based expert systems and artificial intelli-
gence -- notably in applications of influence diagrams
(Howard & Matheson, 1981) and Bayesian belief net-
works (BNs) (Pearl, 1988) -- is providing the basis 
a new generation of decision-support technology (Heck-
erman, Wellman, & Mamdani, 1995; Henrion, Breese, &
Horvitz, 1991; Klein, 1994).

Tasks

We focus on three main tasks associated with decision-
making: 1) acquisition of knowledge relevant to decision-
making, 2) inference processes associated with decision-
making, and 3) explanation. It is often difficult to ac-
quire the numbers required for traditional decision anal-
ysis. Even when these numbers are readily available, the
computations needed to assess likelihoods and to make
inferences and decide on actions can become impracti-
cal when too many numbers must be taken into accoun-
t. Even in cases where quantitative decision-theoretic
calculations can be made in support of inferences and
recommendations, it can be difficult for human users
to comprehend the results of the calculations and the
reasons why one action is recommended rather than an
alternative.

*Research supported in part by NSF grant IRI-9120330 to
the Institute for Decision Systems Research.

Questions
We focus here on the following questions:

¯ What kinds of knowledge relevant to decision mak-
ing are hard to acquire and why? Bayesian and
decision-theoretic methods have long been criticized
because they are associated with an excessive need
for quantification. That is, they require too many
numerical probabilities and utilities and these quan-
tities are difficult to obtain and they are liable to
judgmental biases. Certain people claim that this
is because human thinking is inherently qualita-
tive, and thus is incompatible with quantitative ap-
proaches to decision making.

¯ Which aspects of decision making tasks can be
learned and performed automatically and how? Var-
ious forms and levels of decision making have been
provided that have incorporated AI methods from
the earliest work on expert systems (e.g., MYCIN).
We believe that legal, psychological, and social, as
well as technical issues, limit the level of desirable
automation. Legal liability requirements that some
human be responsible for the consequences of a de-
cision, and the fact that people will fight the in-
troduction of new technology that can make them
redundant, require us to support decision making
rather than completely automating it.

With respect to learning, we also consider the question

¯ When and how can we generalize from a few exam-
ples provided by a user and what can we learn?

In the following sections, we discuss two related lines
of work that address these questions and tasks, namely
Qualitative Decision Analysis and Normative Knowledge
Acquisition.

Qualitative Decision Analysis

Qualitative decision analysis (QDA) aims to solve prob-
lems associated with applying fully quantitative ap-
proaches to decision analysis, including problems associ-
ated with knowledge acquisition, inference, and explana-
tion. QDA extends qualitative reasoning methods devel-
oped for reasoning about physical systems and for rea-
soning about probability to include information about
utilities and values. QDA is related to Bayesian decision
theory just as qualitative physics is related to traditional
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physics. QDA is based on decision theory and attempt-
s to be compatible with it to the extent possible. Like
other qualitative reasoning techniques, QDA is driven
by the notion that precise numbers and exact numerical
computations are often unnecessary and can be replaced
by symbolic approaches that provide a number of advan-
tages.

Several approaches that can be considered to be ex-
amples of QDA have been proposed, including linguistic
phrases (Henrion & Druzdzel, 1990), qualitative proba-
bilistic networks (QPNs) (Wellman, 1990), order o/mag-
nitude calculi (Pearl, 1993; Wilson, 1995) and qualitative
logics of decision (O’Rorke, El Fattah, & Elliott, 1993b).

The main use of linguistic phrases has been to express
uncertainty using qualitative probability phrases, such
as "very likely" or "almost certain," or "somewhat im-
probable." In one version, these phrases are assigned an
ordering in terms of relative probability, but are given
no numerical values (Zhang, Beddoes, & Poole, 1992).
Linguistic probability phrases can be used in the human
interface to a decision-support system that uses num-
bers internally. In this case, the interface maps from
the phrases into numbers for inputs, and from numbers
back into phrases for outputs to explain the results. A
further refinement is to map from the phrases into ranges
of numbers. In this approach, the analysis only appears
to be qualitative; it is actually based on numerical cal-
culations.

Qualitative probability networks (QPNs), originated
by Wellman (1990) are a form of influence diagram con-
taining signed influences. Influence diagrams provide a
perspicuous graphical display for specifying and visual-
izing the qualitative structure of a model, unobscured by
quantitative detail. In QPNs, a positive influence from
variable A to variable B means that observing A to be
true increases the probability of B, or, more specifical-
ly, that Pr(B[A) >_ Pr(B[-~A). Negative and zero in-
fluences are defined similarly. QPNs support reasoning
about how evidence will increase or decrease belief in
a proposition, and whether new evidence may change
the optimal decision. For example, in qualitative belief
propagation, QPNs are employed to trace the effect of
evidence over the network in terms of how that evidence
increases or decreases belief in each variable. The QPN
representation also supports qualitative analysis of the
phenomenon of explaining away, where evidence for one
cause of an observed finding helps a decision-maker to
rule out another possible cause (Wellman & Henrion,
1993).

Another approach to qualitative probabilities is the
~-calculus (Goldszmidt, 1992; 1995) The ~-calculus rep-
resents probabilities by e~, where ~ is an integral pow-
er of e. Events are ranked according to ~, in that
events with larger ~ are assumed to be negligible rel-
ative to events with smaller ~; thus, ~ -- 0 is regard-
ed as believed or at least likely, ~ - l as unlikely,

= 2 as very unlikely, and so on. The addition of
the probabilities of disjoint events A and B -- that is,
P(A V B) = P(A) + P(B) is replaced by a min in t he
g-calculus: a(AVB) -- rain(to(A), a(B)). The calculus is
sometimes justified by appealing to nonstandard analy-

sis and arguing that e is infinitesimal, so this approach to
qualitative probability could be called infinitesimal prob-
ability to avoid confusion with other qualitative schemes.
In practice, however, e is usually given some finite fixed
real value greater than zero (Darwiche & Goldszmidt,
1994) so that the calculus is more like an order of mag-
nitude scheme. Pearl (1993) and Wilson (1995) have 
tended the a-calculus to include qualitative utilities to
support decision making. This extension can be called
infinitesimal decision analysis (IDA).

Qualitative logics of decision (QLoDs) offer a sound al-
ternative. They are first order logical theories with three
main components: a decision theory, a theory of quan-
tities, and a operationality criteria. The decision the-
ory specifies when actions are reasonable. Knowledge
of arithmetic inequalities enables reasoning about con-
straints on quantities and makes it possible to map con-
straints based on decision theory into operational terms.
Operationality criteria specify concepts and constraints
that are sufficiently comprehensible that they require no
further explanation. Operationality provides a declara-
tive bias that is used to identify allowable general con-
straints on the quantities associated with specific exam-
ples. For example, direct comparisons of the odds of a
patient having a problem and comparisons of utilities
with one another and with landmarks such as 0 and 1
can be considered to be operational. Operationality cri-
teria are used to make comprehensible explanations, and
to discard the irrelevant details of examples. Qualitative
logics of decision have been used to explain, generalize,
and learn from several prototypical diagnostic decisions,
including test-or-treat decisions (O’Rorke & El Fattah,
1991, 1993; O’Rorke, El Fattah, & Elliott, 1993a, b).
QLoDs maintain consistency with decision theory and
have been shown to resolve tradeoffs in important cases,
although they are incomplete.

We will refer to linguistic probability phrases, QPN-
s, IDA, and QLoDs, generically as qualitative decision
analysis (QDA). What is common to all QDA research
is a departure from the orthodoxy of Bayesian decision
theory that requires a simple number for each probabil-
ity and each utility, coupled with the recognition that
probability and decision theory are, at root, perfectly
compatible with qualitative representations.

Knowledge acquisition can be facilitated by qualita-
tive approaches by taking advantage of easily acquired
qualitative information and by not requiring exact values
of numbers such as likelihoods and utilities. For exam-
ple, linguistic phrases can be used to elicit information
from users and to explain conclusions and recommenda-
tions without having to resort to numbers (Henrion 
Druzdzel, 1990).

Inference algorithms that are more efficient than tradi-
tional quantitative approaches to Bayesian inference can
result from QDA methods and representations. For ex-
ample, (Druzdzel & Henrion, 1993) provides an efficient
algorithm for performing inference on QPNs.

Explanations that suppress irrelevant details of nu-
merical calculations can be provided by QDA represen-
tations and methods. For example, qualitative logics of
decision have been used to provide comprehensible ex-
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planations of recommended decisions (O’Rorke, et al.,
1993b). This is important because normative expert sys-
tems are unlikely to be accepted and their recommenda-
tions are unlikely to be followed unless we can devel-
op automatic explanation techniques that can provide
comprehensible and convincing explanations for human
users.

Recent experiments conducted by IDSR (in collabo-
ration with researchers at Stanford’s Section on Medical
Informatics and at Rockwell’s Palo Alto Research Lab-
oratory) indicate that BNs for diagnosis are not partic-
ularly sensitive to the exact values of the numbers used
(Henrion, Provan, Del Favero, & Sanders, 1994; Prad-
hun, Henrion, Provan, Del Favero, & Huang, to appear).
These experiments indicate that qualitative approaches
may provide satisfactory performance. Initial evalua-
tions of QDA schemes including computational experi-
ments (O’Rorke, et al., 1993b) and mathematical analy-
ses (O’Rorke & E1 Fattah, 1993) show that surprisingly
simple qualitative reasoning systems can cover a large
number of important decision problems. Results of com-
parisons of alternative approaches to qualitative reason-
ing about decisions (O’Rorke & Henrion, 1995) are be-
ginning to identify their strengths and weaknesses, and
should lead to more sophisticated techniques that im-
prove on the performance of existing methods.

Normative Knowledge Acquisition

We advocate knowledge acquisition techniques consis-
tent with Bayesian decision theory. We call this nor-
mative knowledge acquisition. Here we sketch three d-
ifferent approaches to normative knowledge acquisition:
1) an approach based on linguistic probability phrases,
2) an approach integrating decision analysis with knowl-
edge engineering, and 3) an approach that uses machine
learning techniques resulting from research on abduction
and explanation-based learning.

Linguistic probability phrases, like most other Quali-
tative Decision Analysis schemes, can be used to address
the problems associated with assessing uncertainty, elic-
Ring probabilities and utilities, and other knowledge-
acquisition problems. The use of qualitative phrases
has been extensively studied by psychologists. Research
on the psychometric properties of subjective probability
(Wallsten, Budescu, & Erev, 1988; Wallsten, Budescu,
Rapoport, Zwick, & Forsyth, 1986) and on the calibra-
tion of qualitative probability expressions (Mosteller 
Youtz, 1990) has shown that numerical interpretations
of phrases such as "very unlikely," and "frequent" vary
from one individual to another and are context depen-
dent (Druzdzel, 1989a,b; Elsaesser & Henrion, 1990). 
a result, initial schemes for enabling communication be-
tween individuals based on interpreting natural language
as numerical probabilities have been abandoned.

On the other hand, it has been shown that individual-
s use qualitative phrases more reliably and there is less
variability within-subject than there is between-subjects
(Budescu & Wallsten, 1985; Budescu, Weinberg, & Wall-
sten, 1988). In recent experiments, conducted using
an innovative methodology employing subjects surveyed
through forms accessed with a browser over the inter-

net, Korsan, Schubert, and Henrion (Henrion, Korsan, 
Schubert, 1995) have shown that within-subjects concor-
dance for a specific set of linear scale probability phrases
is high. Most errors and inversions occur over moderate-
ly low ranges of probability and can be corrected with
simple calibration techniques.

Korsan, Schubert, and Henrion have developed a set of
qualitative probability phrases for expressing uncertain-
ty and a calibration technique implemented in a comput-
er aid usable by people with modest probability exper-
tise. The idea of the tool is that an individual can com-
municate with a computer using probability phrases once
that individual’s usage of the phrases has been calibrat-
ed in a specific context because individuals are relatively
consistent and reliable. Each time an assessment is done,
users select a subset from a list of phrases including,
for example, "possible," "rarely," "infrequently," "prob-
able," ’~ery often," "almost always," "certain," and or-
der them from lowest to highest probability. The list is
then scrambled and the user is asked to reorder them.
If the user sorts them into a different order the second
time, the user is allowed to refine the list. In the cal-
ibration procedure, the user drags and drops "anchor"
phrases -- phrases with definite numerical equivalents,
(e.g., "getting a heads in a coin toss" has a probability
of 50~, and "selecting an ace from a 52-card deck" has
a probability of 7.7%) -- inserting them into the list of
qualitative phrases. This method of calibrating quali-
tative phrases by ranking them against each other and
against anchor phrases has been used to elicit quanti-
tative information about probabilities without explicitly
asking users for numbers or distributions.

Decision analytic knowledge engineering, the second
approach to normative knowledge acquisition, combin-
ing involves structuring and encoding expert’s knowledge
using decision analysis plus reasoning and representa-
tion tools such as influence diagrams. A key difference
between this approach and traditional knowledge engi-
neering is that the expert is not necessarily considered
to be a "gold standard" that must be emulated by the
expert system. Decision theory can provide additional,
potentially more accurate insights. In an experimental
comparison of traditional versus normative knowledge
acquisition techniques on plant disease diagnosis prob-
lems (Henrion & Cooley, 1987), an expert initially found
the low expected utility of a fungicide treatment to be
counterintuitive. However, after rechecking the assump-
tions and understanding the reasoning, he accepted the
validity of the normative model and modified his intu-
ition. Furthermore, he considered this to be an impor-
tant insight likely to be of value to other specialists in the
area. This insight would be hard to obtain by traditional
knowledge engineering, since the expert’s original belief
about the worth of fungicide treatment was consistent
with current opinion.

The third normative knowledge acquisition ap-
proach that we have developed uses abduction
and Explanation-Based Learning (EBL) methods for
knowledge-acquisition, inference, and explanation in
support of decision-making. Consider the following ex-
ample, adapted from (O’Rorke, 1994).
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Table 1: The B-1B Example (adapted from O’Rorke, 1994)

Operation Bad Gate Bad Servo Expected Utility
check gate -1 x p -(1 + 12) x (1 - 12 x p - 13
replaceservo -(12+l) -12x(1-p) -12-p

The B-1B strategic bomber is maintained using an
on-board Central Integrated Test System (CITS). 
ground-based expert system called the CITS Expert
Parameter System (CEPS) was developed by Rock-
well International Corporation and Boeing Military Air-
plane Company. This diagnostic expert system was
constructed using standard knowledge-engineering tech-
niques. The following quote is from a report on CEPS
(Davis, 1986).

"The resolution of this ambiguity was deter-
mined by interviewing maintenance experts. C-
ITS flags a failure in the Stability Control Aug-
mentation System involving a bad servo assem-
bly. This error code indicates an 8 to 16 hour
job to replace the servo. However, experienced
technicians have noted that sometimes the fail-
ure is actually caused by a faulty test gate that
can be easily checked by a Ground Readiness
Test and replaced in less than one hour. CEPS
uses this expertise when it encounters this C-
ITS Maintenance Code by instructing the tech-
nician on the appropriate test to run, and the
results that he should expect."

Evidently, experienced technicians prefer to first test a
gate indicating that a servo assembly is bad instead of
replacing the servo assembly first because the gate is
unreliable and the cost of replacing it is relatively small.

The traditional knowledge engineering approach re-
sults in an expert system that captures some aspects of
the experts’ decision making during diagnosis and trou-
bleshooting. However, the traditional approach is not
normative. The expert’s procedure is assumed to be cost
effective on average without verifying this using decision
theory. The traditional approach also suffers from the
"knowledge acquisition bottleneck." The expert’s pro-
cedure is elicited through expensive interviewing process
tying up both the expert and the knowledge engineer and
then the procedure is encoded in an expert system by the
knowledge engineer without much computer support.

Abduction and EBL methods offer an alternative nor-
mative approach that can be used to partially automate
some of the knowledge acquisition, inferences, and ex-
planations associated with decisions. Abduction can
be used to generate recommendations and to construc-
t explanations including hypotheses supporting recom-
mendations. Abductive generation of hypotheses, for
example about expert’s preferences and assessments of
likelihoods, supports a form of knowledge level learning
from examples. Traditional EBL macro learning tech-
niques also can be used to acquire decision rules that
may improve the efficiency of inference in future decision-
making, especially when the relevant quantities are not
precisely known (O’Rorke, et al., 1993a).

This has been demonstrated by a computer program
called AbMaL (short for Abductive Macro Learner)
(O’Rorke, 1994). Given a concrete decision problem
specified as a query about whether it makes sense to
do a given operation under given conditions, AbMaL at-
tempts to construct a proof that the action should be
taken in the given situation. AbMaL generalizes the par-
ticular decision problem. Irrelevant details of the case
are discarded. The underlying abstract explanation can
be used to justify the current decision and to decide sim-
ilar cases in the future.

For example, consider the case of the B1B trou-
bleshooting scenario described above and summarized in
Table 1. Assuming that just one of the possible expla-
nations of the fault indication is correct, the table shows
two columns -- one corresponds to a faulty test gate
and the other corresponds to a bad servo assembly. The
rows of the table correspond to two ’action sequences;
one sequence starts with a test of the gate and the other
simply starts by replacing the servo assembly. The prob-
ability that the test light is bad is p and the probability
that the servo assembly is bad is 1 -p. Measuring costs
(negative utilities) in hours and averaging the estimated
8-16 hours yields a -12 hour cost for replacing the servo
assembly. One hour is charged for testing and optionally
replacing the test gate.

If a bad gate gives rise to the indication of a fault (an
event with probability p), then checking and replacing
the gate will solve the problem at a cost of one hour. If
the servo is actually bad (the probability of this is 1 -p),
then it will have to be replaced, too, at an additional
cost of 12 hours (for a total cost of -1 - 12 = -13). The
weighted average of the costs for checking the gate first
is thus 12 x p - 13.

If the servo is replaced without checking the gate first,
then assuming that the gate is bad and that it continues
to indicate a faulty servo, the gate will still have to be
replaced at a total cost averaging 13 hours. If the servo
was actually bad as indicated, then only an average of
12 hours is lost. The weighted average of these costs is
-12 - p hours.

The important point is that checking the test lam-
p first results in a substantial savings (an average of 12
hours) when the lamp is at fault. The time lost when the
servo is actually at fault is relatively small. So the correc-
t decision is relatively insensitive to the exact quantities
involved.

AbMaL generates an explanation of the expert’s rec-
ommendation assuming that the expert is rational. The
particular explanation requires an assumption about the
expert’s assessment of the odds of the lamp being the
source of the problem. To be specific, the explanation
includes the hypothesis that the odds of this are bet-

107



ter than even. Note that this assumption, or a simi-
lar contraint on the likelihood of the lamp being faulty,
was implicit in the expert’s procedure and in the expert
system constructed using the traditional knowledge en-
gineering approach. Making such assumptions explicit
improves the diagnostic decision-making performance of
the system, the explanations that it provides for its rec-
ommendations, and also makes it easier to debug and
improve the system.

At a more general level, AbMaL can use macro learn-
ing to acquire the following rule:

should(gain, loss, odds) 
gain > 0 A odds > 1 A gain > -loss.

This rule may be glossed: the operation should be done
if the potential gain is greater than the potential loss and
the odds of success are better than even. This is consid-
erably more general than the example, which involved
specific costs and utilities of outcomes. The rule learned
from this particular decision is useful in justifying the
decision in more general terms. It may also be applied
to future examples, even if they are not fully specified
because the exact values of some of the relevant proba-
bilities or utilities are unknown.

Conclusion

Knowledge relevant to decisions includes knowledge
about uncertainties and utilities or values. This knowl-
edge is notoriously difficult to acquire and assess. We
advocate normative and qualitative approaches to repre-
senting and acquiring knowledge in support of decision-
making.

The normative methods for acquiring and represent-
ing knowledge, making inferences, and explaining recom-
mendations sketched here have been developed to vary-
ing degrees and currently provide different levels of au-
tomation. The first method, the use of linguistic phrases
to capture qualitative distinctions (e.g., between uncer-
tain events with different likelihoods), is based on a sub-
stantial body of psychological research on people’s usage
of phrases such as ’~¢ery likely." A set of phrases has
been developed that can be used relatively reliably after
an innovative calibration technique that has been im-
plemented and tested in prototype assessment software.
Currently, qualitative probability phrases can be used
to elicit quantitative distributions in support of tradi-
tional decision analytic modeling. The second method,
the use of decision analysis in knowledge engineering,
has been used with some success in the construction of
normative expert systems, for example for plant diag-
nosis. The third method sketched here, abduction and
explanation-based learning, has been used in research
prototypes to generate conjectures about subjective as-
sessments of likelihood (as in the B-1B example). In ad-
dition, this technique can be used to generate hypotheses
about expert’s preferences and constraints on utilities of
outcomes.

The normative knowledge acquisition methods de-
scribed here have a number of advantages over tradition-
al approaches, including both fully quantitative decision
theory and standard knowledge engineering. For exam-
ple, qualitative probability phrases can be used to assess

uncertainties without requiring experts to provide exac-
t quantitative information or probability distributions.
Decision analytic approaches to knowledge engineering,
whether qualitative or not, have the advantage that the
expert is not necessarily considered to be a "gold stan-
dard" that must be emulated by the expert system. De-
cision theory provides measures, such as expected utility,
that take can be used to 1) make uncertainties and values
explicit, 2) take them into account in decision-making,
and 3) verify the accuracy and consistency of opinions
provided by experts. Abduction and explanation-based
learning provide a relatively advanced form of integra-
tion of decision analysis and knowledge engineering that
addresses the "knowledge acquisition bottleneck" by pro-
viding inferential support for the interviewing process.
Abduction can be used to generate assessments of un-
certainty and expert’s preferences by working backward
from and justifying the actions that they recommend in
specific situations. Hypotheses generated automatically
by abduction can be verified by the expert. Identify-
ing and making such assumptions explicit improves the
diagnostic decision-making performance of the system,
the explanations that it provides for its recommenda-
tions, and also will make it easier to debug and improve
the system.
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