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Abstract
This research is developing a computational model of the
use of diagrams in the understanding of mathematical
concepts. The model represents diagrams with a
combination of pixel arrays and propositional descriptions.
It applies a general simulation algorithm to the pixel
representation to verify inferences, following the directions
of a person attempting to demonstrate a theorem or
conjecture of plane geometry. Such reasoning involves both
spatial and verbal reasoning, and a major aspect of this
research is to describe with computational precision how
these modes interact. This paper addresses one important
aspect of this problem, namely, how to represent general
conclusions that are discovered by examination of a specific
diagram. In other words, the question is how to represent
quantification over classes of figures while retaining the use
of inference by simulation that applies only to particular
instances.

Introduction
Several approaches have been taken to understanding the
role of diagrams in thinking. One of these is simulation,
that is, the use of representations that can be manipulated in
some of the ways that their real-world counterparts could
be manipulated physically, in order to make inferences
about behavior and to discover relationships among
features of the representation or the object represented.
The rationale for this approach is that, since humans have
evolved sophisticated vision and manipulation skills, these
skills may subserve cognitive functions as well by
permitting mental experiments. Furthermore, by relating
cognition to perception, the conceptual components, say
mathematical ideas, are grounded in a familiar perceptual
world. I have been developing a programmed model that
seeks to specify a set of processes that is sufficient to
construct pixel representations of geometric diagrams,
manipulate them in ways that maintain spatial relations,
and access the modified representations to retrieve, without
formal deduction, inferences that follow from the
properties of the diagram and the constraints of spatial
relations (Lindsay, 1988, 1989,1992, 1994, 1995). 
have been applying this system to "proofs without words"
(Nelson 1993), (Loomis 1940) as an attempt to explain
what it means to understand a mathematical idea with the
aid of diagrams.
Two reasons why diagrams have traditionally been
criticized as inadequate for achieving understanding of

mathematical ideas are, first, that a diagram may be
misleading because something that is true in a specific
diagram may not follow from the assumptions that led to
the construction of that diagram, and second, that it is not
clear how one may generalize a conclusion about one
diagram to the correct class of diagrams of which that
diagram is an instance. Both of these difflcdties follow
from the fact that a specific diagram, to be seen and
manipulated, must make commitments tO such features as
size, location, orientation, and other specific geometric
properties because there is no purely diagrammatic way to
specify general classes. Verbal reasoning, on the other
hand, provides syntactic constructs such as variables and
quantifiers that permit, in a seemingly natural way, the
specification of general classes of objects and of general
(quantified) geometric and mathematical statements.
It seems clear that it is necessary to model the
understanding of generalizations if we are to model human
understanding of geometric and other mathematical
concepts. I see no way to do this fully without introducing
the methods of verbal reasoning as part of the model, nor
do I see any reason not to do so. On the other hand, there
is no reason to attempt to model geometric understanding
in a purely verbal way. It flies in the face of common
experience and much experimental evidence to assume that
diagrams play no substantive role in such processes. Thus
the issue is how the two forms of representation are related,
not which to use to the exclusion of the other.
One approach to the problem of generalization is found in
work that attempts to describe diagrams in a formal
calculus in ways that permit sound and complete deduction
about the diagrams that can be so represented. Excellent
recent examples of this approach include (Shin 1995) and
(Wang 1995), among others. One key idea in such work 
to define classes of diagrams. However, these approaches
have not defined these classes in ways that can readily be
implemented as computations on actual diagrams; rather
they rely on the power of human perception to cunfirm that
a given diagram is a member of a given class. This is
similar to the conventional approach of logical analysis,
where it is assumed one can determine that a specific
formula is an instance of a general formula, and hence a
candidate for the application of a deductive rule, etc.
However, comparing strings of characters is relatively
straightforward, if we make the natural but not trivial
assumption that the characters are distinguishable members
of a finite, well-defined set of characters. In the case of
diagrams, which involves comparing two-dimensional
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arrays of pixels, the processes of recognition are not well
understood and thus have not been reduced to a mechanical
procedure of machine vision. In pursuing my work on the
use of simulation, I have begun to address the problem of
defining classes of geometric objects in such a way that
there is a mechanical way of determining class membership
from a pixel representation, and thus of finding instances of
a class within a complex diagram, using the same
representation system that supports inference by
simnlation.
Since I believe in the power of illustration of general ideas
by appeal to special cases, it is perhaps appropriate that I
now describe my approach to this problem by consideration
of some specific examples.

Generalization by Simulation

The first example deals with the major triangle congruency
theorems, viz., two triangles are congruent if they have two
sides and the included angle congruent (SAS), two angles
and the included side congruent (ASA), or all three sides
congruent (SSS), but are not necessarily congruent if they
have three congruent angles (AAA), two sides and a non-
included angle congruent (SSA), or other combinations 
components in correspondence. One way to understand
these theorems is to construct two triangles that meet the
prescriptions of the theorem, and then see if the two can be
superimposed by simulated movement. For example, we
can construct two copies of an angle of arbitrary size,
construct two different arbitrary length segments, and use
them as the rays of each angle copy, then connect the
resulting endpoints to form two triangles at different places
in the diagram. Then it might be possible to show that one
triangle can be translated and rotated until it coincides with
the other, verifying that instance of the SAS theorem.
However, if superposition fails one must not conclude that
SAS is not a theorem. It is necessary to flip (in 3-space)
one of the instances, or equivalently to construct its mirror
image, before attempting superposition. In the case of
SAS, superposition will be achievable in one of these ways.
Another way of verifying a congruency theorem is to
construct a triangle meeting the theorem’s requirements and
then see if the triangle can be completed in more than one
way. So to verify the SAS theorem, we could choose an
arbitrary but fixed segment length, construct an angle of
arbitrary fLxed size at one end of the segment, and then
mark off a point on the second ray that is an arbitrary but
fixed distance from the angle vertex; we then "see" that the
other two vertices are now in fixed locations and hence
permit only one location for the third side.
One way to see that the two vertex locations are fixed in
general and not just in the particular example at hand is the
method of loci, which embodies a limited form of
generalization through diagrams. In this method, all
possible loci for a vertex are represented by a set of points,
usually a line or a circle. For the SAS theorem, having

picked lengths for two sides and a measure for the included
angle, and fixing a starting point at an arbitrary location
and an arbitrary orientation for one side, the other two
vertices must lie on the rays (h~lf infinite lines) of the angle
thus represented. In addition, one of the remaining vertices
must lie on the circle with center at the starting point and
radius equal to one of the side lengths, and sinfilarly for the
other vertex and the other side length. Since a circle and a
ray thus constructed intersect in only one point (as can be
determined by examining the diagram representation,
including the loci representations), each remaining vertex is
determined uniquely. Similar procedures can be used for
ASA and SSS.
On the other hand, if we attempt to demonstrate AAA in
any of these ways, it is easy to construct two appropriately
prescribed triangles that are not superimposable, or to find
several solutions with the method of loci. The most
interesting case is the non-theorem SSA, because in some
cases there are two non-congruent triangles with the given
specifications. This is not obvious with the superposition
constructions, but the method of loci will suffice.
However, each of these variations on the attempted
constructions theme runs into the generalization problem,
because each, including the method of loci, depends on the
pre-selection of arbitrary values for length and angle
measures. How are these to be chosen, and what is to
assure that they are "representative"? That is why I have
emphasized "arbitrary" above and in the following.
To begin with, not all selections are guaranteed to result in
a triangle: the sides must satisfy the triangle inequality, and
every angle must be less than 180 degrees. Although
making choices that violate these rules will quickly be seen
to preclude a construction, the representation and
simulation methods do not "know" these things, that is, this
information is not represented in a form that can guide the
methods. Thus, either that knowledge is assumed as
additional knowledge unrelated to the system’s knowledge
of space, or the method must "know" that repeated failure
to construct even one triangle is not sufficient reason to
give up trying other values. I will say that such knowledge
is exogenous to the simulation and representation model.
Here is an alternative way to understand the congruency
theorems. It, too, requires the assumption of exogenous
knowledge and still runs into the generalization problems,
but it is often more revealing to a human. Construct an
arbitrary triangle. Fix certain measures, such as two sides
and the included angle. That is, annotate the representation
of the constructed triangle to indicate that the measures
must remain fixed. Instruct the program to attempt to alter
those features that are not fixed, namely the other side(s)
and angle(s), using its simulation algorithm. [This
algorithm makes incremental changes, checking for
violations of pre-specified constraints, and stopping when a
given condition is met. It is described in greater detail in
(Lindsay 1995).] If the simulation is unable to alter the
triangle, conclude that its shape is fully determined by the
specified features, else that it is not. For me, this method
provides an understanding of the congruency theorems that
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is lacking from a deductive proof because it demonstrates
the interactions among sides and angles in terms of
perceptual processes.
Again, the problem arises as to what is an arbitrary
triangle. The SSA case is partic,,larly instructive here,
because if the arbitrary triangle happens to have a right
angle as the fixed angle, then the constructed triangle will
indeed be unalterable, leading to a false conclusion. Worse
yet, if the angle is not a right angle, then although there
could be two possible solutions, they cannot be smoothly
transformed into one another by the simulation algorithm
without passing through a range of values that violate a
conslraint’ and the algorithm does not permit this. One step
toward generality is to apply the procedure to several
different triangles, say a scalene, an equilateral, and so
forth, with the understanding that all must pass the test.
However, the knowledge that the set of cases is collectively
representative of all triangles is again exogenous
knowledge.
Nonetheless, using simulation to achieve more generalized
understanding than can be achieved from the observation of
a single diagram or a fixed set of diagrams appears to be a
promising approach. For example, several diagrammatic
demonstrations of the Pythagorean theorem have been
successfully demonstrated by the program. Each of these
demonstrations amounts to constructing a right triangle and
constructing squares on each of its sides. The square on the
hypotenuse is then divided into components that can be
rearranged in such a way that they can then be made to
cover the other squares exactly. The simulation algorithm
can do the necessary decompositions and reawangements to
verify the equal area claim; see (Lindsay 1995). However,
in these demonslrations, no explicit use is made of the fact
that the triangle is a right triangle. Generalization by
simulation methods can address this limitation by showing
how the squares’ areas are altered by small changes to the
right angle. Thus, the program can readily show that
increasing the right angle to an obtuse angle will increase
the area of the hypotenuse square with the other squares
remaining constant in area (it does so by actually making
changes and measuring the results). Conversely,
decreasing the right angle has the opposite effect.
Furthermore, the simulation can demonstrate that these
changes are monotonic. It follows that a right angle, for
which the theorem has been demonstrated, is a watershed
condition, hence that the relation among the areas is true of,
and only of, right triangles. Again, however, the logic of
this argument, while it uses inference by simulation, is
exogenous to the simulation and representation model, and
must be implemented by additional processes or be implicit
in the user’s understanding. Furthermore, even augmented
by the exogenous knowledge, the methods are heuristic and
do not constitute proofs. They should be viewed as
psychological models, not mathematical machines.
These examples illustrate how simulation can be used to
generalize beyond a single case by showing how spatial
constraints interact to determine the relationship among
diagrammatic features. Simulation can be used to

demonstrate other generalizations as well, notably
asymptotic behaviors, periodic relations, and some
symmetric relations. None of these has yet been
implemented within my progranuned system, but I plan to
attempt such extensions. In spite of this promise, the fact
remains that making substantive use of such information
requires exogenous knowledge, that is, knowledge that is
not explicitly embodied in the representation and
simulation system. As noted above, either such knowledge
must remain implicit in the use of the system, or it must be
represented in ways that the program can manipulate. To
achieve the latter, I see no alternative to a verbal
representation of what appears to be inherently verbal
knowledge. Thus generalization and understanding must
involve verbal representations, although they need not be
exclusively verbal.

Generalization by Abstraction

The second approach to generalization that I am exploring
is analogous to the methods used in formal descriptions of
diagrammatic reasoning. That is, it defines representations
of classes of diagrams (or diagram components) so that
conclusions can be stated that are applicable to any
member of the class. My research, however, seek to
define computer representations that can be derived by
explicit computations on the pixel representation of
diagrams that are employed in the system. Again, since
this is work in progress, it is best illustrated by the example
that I have been studying.
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This example is based on another proof of the Pythagorean
theorem, this one attributed to Euclid. It is illustrated in the
figure above. Like those described earlier, it involves the
partitioning of the hypotenuse square. However, the initial
partition is of the irregular pentagon formed by the
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hypotenuse square combined with the original right
triangle. The partition components are triangles. There is a
symmetry to the procedure that provides opportunity to
exploit the abstraction method.
After construction of the triangle and squares, the next
portion of the demonstration is the construction of segment
CE, thus forming the triangle ACE, then dropping a
perpendicular CL from C to ED, then construction of line
segment EJ parallel to AC, thus forming parallelogram
ACJE, with diagonal CE. The demonstration then proceeds
to show that the two triangles composing the parallelogram
are congruent. It does this by the (laborious) simulation
method that rotates one of these triangles through 180
degrees around one of the common vertices (say C), and
then translates it along its long side until the two triangles
are superimposed, establishing that they are of equal area
(since they are congruent). Another simulation step
establishes that the smaller triangle ACK is of equal area to
triangle EJL, from which it follows that the parallelogram
ACJE is equal in area to AKLE, the larger of the two
rectangles into which the hypotenuse square is partitioned
by segment KL. Thus it has been demonstrated that
triangle ACE is half the area of that larger rectangle.
Segment FB is now constructed, thus forming triangle
FBA. With the construction of FM parallel to AB, a new
parallelogram FMBA is formed with diagonal FB. We
could demonstrate that the area of this triangle is half the
area of the square ACGF by simulation: a rotation and
translation of FBA and a translation of FMG to
superimpose ABC as before. However, if the system could
recognize that this situation is "the same as" the previous
demonstration, the simulation steps could be avoided and
the conclusion drawn immediately.
To do so, I introduce a type of representation called a
signature (following Wang) that characterizes a diagram
component with which a conclusion is to be associated.
The representation specifies the elementary figures which
compose it (e.g., a parallelogram and two triangles), how
they are related (for example the triangles share a side,
which is the diagonal of the parallelogram), and any stated
constraints on these components or their components that
are extant in the generating instance (there are no
additional ones in the present case, but the parallelogram
requires that opposite sides be parallel and equal in length),
the default being that if no constraints are present in the
generating figure, none are involved in the signature. The
second process needed is one that can find in an arbitrary
diagram representation any instance of this signature.
Associated with the signature is a list of conclusions (e.g.,
that the triangles are congruent and of equal area). As
presently implemented, it is necessary for the demonstrator
to instruct the system when it should construct a new
signature, what its components are (how they are related is
determined by the program), and what conclusions are to
be recorded.
As with other aspects of the system, much of the burden is
placed on the demonstrator to guide the system though the
set of possibilities. What the system does make explicit,

however, iS how to represent and manipulate certain kinds
of diagrammatic and verbal knowledge, and how they are
related. The emphasis has been on representation,
including construction, simulation, and perceptual
processes needed for demonstration understanding, rather
than on the search procedures for their use in
demonstration invention.
The next demonstration step is to show that triangle ACE is
congruent to triangle AFB; this can be verified by rotation
of one of these triangles about the common vertex A until
the two are superimposed. This then confirms that the
larger piece AKLE of the hypotenuse square is equal in
area to the square ACGF on the leg AC.
At this point, an additional abstraction is often seen by
many people, namely that the other "half" of the proof -
that the smaller rectangle KLDB is equal in area to the
square CBIH on the leg BC - follows by "the same"
argument. Indeed it is true that a formal proof of the two
halves is identical except for a renaming of the points.
(Gelernter 1959) devised a method of "syntactic
symmetries" that could detect such cases. However, it
should be possible to compute this relation from the
diagram, as it were, rather than from the statements of a
formal proof. That is the approach I have taken. To do so
requires the formation of a second signature based on the
component triangles ACE and AFB. This signature would
also record information relating their sides, based on
constraints on these sides because they are also sides of
squares. The second half of the proof is then the sequential
use of the two signatures.
Signatures are similar in concept to the "diagram
configurations" of the DC model of (Koedinger 
Anderson 1990). In that model, configurations were
defined so that the system, which attempts to prove
theorems, can apply similar methods to similar problems.
(McDougal 1993) employed case-based reasoning
(generalizing from previously solved cases) in his
geometry proof system, POLYA, with similar purpose. In
my system, the signatures are to be generated by
examination of specific figures, and are used essentially as
lemmas to avoid repeating simulation steps, which remain
the heart of the inference process.

Summary

Pixel representations are frequently used in models of
spatial reasoning. They have the advantages that it is
straightforward in principle to produce them from actual
scenes, they preserve metric and topological spatial
properties, and they can be efficiently manipulated
arithmetically. Simulation processes can readily be defined
on such representations. These processes can be
consWacted to preserve spatial constraints as well as other
constraints dictated by a particular problem. Thus
simulation can be used to make inferences that follow from
the spatial and situation consWaints. My hypothesis is that
this method of representation and inference is a more
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plausible psychological model of human cognition than a
model based on deduction in a formal system, although
there is nothing inherently contradictory in the two
conceptions, and certainly a model of mathematically
sophisticated people should incorporate both.
The simulation and pixel representation model, however,
does not in itself embody an obvious model of
generalization. Nonetheless, I have tried to show how
"playing with" diagrams (or their mental or computational
representations) can reveal more general relations about
geometric objects than are apparent from examination of
only a fixed, specific instance. Understanding the force of
such play, I have noted, depends in substantive ways on the
underlying model, but requires additional representational
and computational abilities (exogenous to the model) 
order to give a full account of how understanding is
supported by simulation. In particular, one type of
additional representation is some form of class description.
I am attempting to provide a computational model of such a
class representation that uses pixel representations and
simulation as its source, rather than relying on formal
definitions supplied externally and lacking computationally
defined perceptual and manipulative processes.
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