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Introduction and Motivation 

For the last several years we have used a layered archi
tecture known as 3T (for three tiers) to integrate delib
erative planning and situated reasoning (Miller 1986; 
Firby 1987; Gat, Firby, & Miller 1989; Bonasso, An
tonisse, & Slack 1992; Miller, Slack, & Elsaesser 1994). 
One fundamental result of the use of this architecture 
is that the planning tier deals with information at a 
level of abstraction greatly removed from that of the 
continuously acting robot. As a result, the planner can 
ignore the ramifications of or recover from (replan, re
assign agents, etc.) incomplete information available 
at the onset of planning more easily than if the plan
ner were directly connected to the robot. We feel this 
is an important tenet to be used when investigating 
robot planning with incomplete information. 

The Basic :U' Architecture 

The details of the sr architecture are motivated by 
a variety of considerations involved in placing goal
directed robots in natural environments. A situated 
robot confronts at least three basic problems: sen
sor limitations including range and resolution limits, 
noise, and occlusions, limits on computation time due 
to deadlines imposed by the environment, and the fun
damentally unpredictable aspects of real environments 
- many things are under the control of other agents 
and processes. Furthermore, a robot should be able 
to accept new tasks and information about the world 
at any time. We do not want an architecture that re
quires a robot to be reprogrammed each time its goals 
change. 

Sensor limitations and the need to respond quickly to 
the environment demand that some control processes 
use real-time feedback. At the same time, the need to 
shift flexibly between tasks as new goals arise suggests 
the need for a library of plans for different tasks, or the 
ability to construct new plans as the need arises. Sen
sor limitations also demand that a system use memory 
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Figure 1: 3T Intelligent Control Architecture 

to track those features of the world that are not di
rectly sensible (such as object locations) and a lack of 
perfect knowledge means that mistakes are inevitable 
and plans for interacting with the world will have to 
change often. 

Taken together, we believe these requirements lead 
to a fundamentally different mode of plan use than is 
assumed in many other AI architectures. The classical 
view of a plan in AI is something akin to a computer 
program, that is, a data structure that can be trans
lated into action by a simple execution mechanism. sr 
views plans as more flexible structures built from ab
stract actions that need a more complex mechanism to 
translate them into detailed, rapidly changing activi
ties in the world (Agre & Chapman 1987). At one level, 
the system must embody feedback control to deal with 
sensor and actuator error while, at another level, the 
system must be able to build plans and reason about 
the future to deal with changing sets of interacting 
goals. Integrating these disparate views of control re
quires a mediating level. 

A schematic view of the 3T architecture is shown in 
Figure 1. The architecture consists of three separate 

From AAAI Technical Report SS-96-04. Compilation copyright © 1996, AAAI (www.aaai.org). All rights reserved.



tiers: planning, sequencing, and control. Each tier is 
charged with a different type of robot control, uses 
different representations, and is coded with a different 
language. They are: 

• A dynamically reprogrammable set of reactive skills 
coordinated by a skill manager(Yu, Slack, & Miller 
1994). 

• A sequencing capability that can activate and deacti
vate sets of skills to create networks that change the 
state of the world and accomplish specific tasks. For 
this we use the Reactive Action Packages (RAPs) 
system (Firby 1989). 

• A deliberative planning capability that reasons in 
depth about goals, resources and timing constraints. 
For this we use a system known as the Adversarial 
Planner (AP) (Elsaesser & Slack 1994). 

The tiers build on each other from the bottom to the 
top and a tier can function effectively when combined 
with only the tiers below it (although with reduced 
overall system capability). 

For a representative example, consider a repair robot 
charging in a docking bay on a space station. This 
robot has a set of sensing and acting skills such as 
navigation, object recognition, and pick and place ma
nipulation. It has also been programmed with a set of 
rote plans known as reactive action packages (RAPs) 
which allow it to carry out routine procedures such as 
taking up a working position at a site, changing out an 
electrical box, or scanning a maintenance panel to de
tect warning lights. Finally, the robot's planning sys
tem has a model of the geometry of the space station 
and the typical position of tools, replacement parts etc. 

At the beginning of a typical day, there will be sev
eral routine maintenance tasks to perform on the out
side of the station, such as retrieving broken items or 
inspecting power levels. The planner synthesizes the 
high-level goal - to conduct inspections and repairs 
at a number of sites - into a partially-ordered list of 
operators. These operators consist of a subset of the 
robot's repertoire of RAPs. 

The RAP interpreter (sequencing layer) decomposes 
each RAp 1 into other RAPs and finally activates a 
specific set of skills in the skill level (reactive layer). 
Also activated are a set of event monitors which no
tifies the sequencing layer of the occurrence of certain 
world conditions. Each RAP has multiple methods for 

1 A given RAP can represent a complex, though routine, 
procedure for accomplishlng a task. For instance, in one 
of our manipulator projects, unloading an item involves 
wliastening bolts, two or three tool changes, and the use 
of a redundant joint capability. 
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carrying out the routine procedures, so that it can deal 
with the given situation at the time of execution. 

The activated skills will move the state of the world 
in a direction that should cause the desired events. The 
sequencing layer will terminate the actions, or replace 
them with new actions when the monitoring events are 
triggered, when a timeout occurs, or when a new mes
sage is received from the deliberative layer indicating 
a change of plan. 

We have applied 3I' to almost a dozen robots in the 
past several years. In the next section we describe two 
representative applications with the emphasis on how 
the planner's function is made less problematic in the 
face of incomplete information. 

Applications 

The two applications discussed in this section are a 
ground mobile robot in an office environment, and a 
demonstration prototype for a space station robot. 

A Mobile Office Robot 

We have applied the entire architecture to a Denning 
robot whose task is to run simple errands. The robot 
contains skills that allow it to follow walls, go to mark
ers and to avoid obstacles and has a RAP library with 
sequences for going from place to place, going through 
doors, checking on the status of elevators, looking for 
landmarks, etc. With these routines on-board, we are 
able to give the robot goals such as "check if the service 
elevator is available." The robot would then use AP 
to construct a plan to find its present location, plan a 
path to the elevator, navigate out the room, through 
the door, down the hall, and to the elevator. 

The path planning uses only an abstract topography 
of the rooms and corridors of the floors of the office 
building. There is no need for the planner to reason a 
priori about obstacles or the states of doors, because 
the sequencing layer is competent to avoid obstacles in 
rooms and corridors. A closed door can be opened by 
requesting help from a human (the robot is armless). 
Only if there is no human or if the robot cannot other
wise get the door open (e.g., by pushing a door that is 
ajar), does the planner have to deal with the "missing" 
a priori information that the door was closed. When 
the robot's path is blocked, the planner replans the 
current path. It evaluates the revised plan to make 
sure that no deadlines are violated. If the path to the 
elevator is blocked, and the resulting go-around is too 
lengthy, the robot will immediately abandon that goal 
and return and report failure. 

There is certainly a trade off between the time con
sumed generating a plan which deals with many con
tingencies, e.g., the combinations of open and closed 



Figure 2: A simulation of the EVAHR space station 
robot. 

doors and the resulting number of possible paths, and 
the wasted time of the situated robot discovering after 
several tries that a door is blocked. We have found, 
however, that letting the planner make the assump
tion of normality with respect to the state of the office 
environment, and letting the executing robot discover 
the abnormalities generally produces real-time behav
ior and task completion. This is as opposed to a robot 
characterized by long periods of inactivity interspersed 
with short periods of rapid activity, the long term ef
fect of which is inefficient task execution. 

A Space Station Robot 
We have applied the entire 3l' architecture to a simula
tion of a three-armed EVA Helper/Retriever (EVAHR) 
robot carrying out maintenance tasks around a space 
station (see Figure 2), much as described in the ex
ample used in the earlier part of this paper. We 
then ported this system to a hardware manifestation 
of such a service robot in a dual-armed facility known 
as ARMSS (Automatic Robotic Maintenance of Space 
Station). In general, the difference between running 3l' 
on a simulator and on actual robot hardware was pri
marily in the interfaces and the level of autonomy. The 
planner, RAPs, and the skill manager were essentially 
unchanged. 

In the EVAHR simulation, once the plan is under
way, users can interactively introduce failed grapple 
fixtures, failed arm joints, and gripper malfunctions. 
Simple failures such as failure of an arm or a grap
ple fixture are handled at the RAP level. Delays from 
these recoveries cause the planner to adjust the sched
ule of tasks at future sites. More drastic failures will 
cause the planner to abandon all tasks at a given site. 
And with enough malfunctions the planner abandons 
the entire plan and directs the robot back to its dock
ing station. 

In general, the planner is fully engaged while gen-

3 

erating the initial plan, but then spends most of the 
subsequent time making minor changes to the plan or 
abandoning the plan altogether. This is due to the fact 
that the level of failure for which the planner must act 
roughly parallels the level of abstraction at which the 
planner reasons. So until the failure is at the level of 
the site or the mission, as opposed to the tool or the 
mechanism, the planner need not be concerned. 

It should be clear from the above description that 
the planner doesn't have to know the details of orbital 
mechanics, rather just that the robot "knows how" to 
take up a position at various sites around the space sta
tion. The planner doesn't need to understand inverse 
kinematics, rather just that the robot "knows how" 
to changeout a broken camera. The planner therefore 
is more concerned with resources, e.g., does the robot 
have enough fuel to carry out five tasks? If not, a 
refueling task will be included in the plan. Does the 
robot have enough time to carry out five tasks before 
a scheduled change of orbit? If not, the start and end 
times of the last two tasks might be adjusted. Does 
the robot have the right tools for the job? If not, a 
trip to the tool-bin will be included. 

During plan execution, the types of information that 
might have been incomplete at the onset of planning 
can be more easily dealt with using the layered ap
proach. For example, if the robot discovers that the 
camera is not at the camera site, the planner can ei
ther simply omit that retrieval task, or query the sta
tion information system as to its whereabouts (e.g., the 
day before, an astronaut had already noted the failure 
while on an EVA mission and returned it for repair). 
If the robot required longer to inspect a maintenance 
panel because of its sensors being obscured by unex
pected solar winds, the planner might reason that the 
robot needs more battery power. It might then, adjust 
its current plan, adding an intermediate charging stop 
on its way to the next worksite. 

At the ARMSS facility, we changed the locus of con
trol from the planner to a human supervisor working 
at the RAPs level. This allowed the human supervisor 
to restart the skill layer and then re-invoke the cur
rent RAP whenever the hardware failed. This ability 
to allow a human supervisor to command lower level 
RAPs to extricate the robot in the case of a hardware 
problem was critical to completing several missions. 

The effect on the planner was more profound. With 
the human interrupting the flow of events, the RAP 
memory did not update automatically. If the human 
did not manually post state changes to the RAP mem
ory, the planner would infer that commanded tasks 
were still on-going. If time ran out, the planner would 
abandon future tasks even though they could be initi-



ated. So the efficacy of the planner is of course greatly 
reduced if the state updates of the sequencing tier are 
not representative of the true state of the world. 

Allocation of Effort in the Architecture 
An important research issue related to keeping the 
planner focused on the right level of problem is how 
to decide whether a certain aspect of a task belongs at 
planning level or at one of the other two levels. Our 
work in applying the architecture to a wide variety 
of projects has led to a preliminary set of dimensions 
with which to divide tasks across the levels. Two of 
these dimensions affect the division of labor between 
the planner and the rest of the system: time horizon 
and task requirements. 

Concerning the time horizon, the skill level has a 
cycle time on the order of millisecondsj the sequencer 
level, tenths of secondsj and the planning level, sec
onds to tens of seconds. Skills like obstacle avoidance 
or positioning a many degree of freedom arm happen 
in real-time. Methods in the sequencer should repre
sent groups of linear plans. They views the results of 
the skills - the past - and command action for the im
mediate future. The planner, however, takes present 
state information and projects future effects. 

Concerning task requirements, each level of the ar
chitecture has built-in functionality that makes certain 
operations easier. For example, RAPs has mechanisms 
for skill selection, so if a skill contains many methods 
for handling different contingencies, then it might be 
more efficient to break that skill into several smaller 
skills for each contingency and let a RAP choose among 
them. Similarly, if a RAP develops into code that does 
look-ahead search, resource allocation or agent selec
tion, then it may be more efficient to cast it as a set of 
AP operators which can then take advantage of AP's 
built-in support for these functions. 

Conclusion 
Our applications of 3l' to the described applications 
and many others have shown the following: in gen
eral, relieving the planner of the kind of detail that 
the RAPs and skills can handle in situ, allows it to 
be able to compute new or adjusted plans as quickly 
as the missing or mis- information becomes realized. 
With the reduced search space, conventional replan
ning techniques take on more power, and the robot can 
be made to exhibit a level of rationality not possible 
with other approaches. 
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